
TESIS DOCTORAL

Development and validation of data
analysis automation methods using

pattern recognition

Autor:

Esteban Pardo Sánchez

Director:

Norberto Malpica González de Vega

Programa de doctorado en Tecnologías de la Información y las
Comunicaciones

Escuela Internacional de Doctorado

2020





I would like to dedicate this thesis to my family.





Acknowledgements

First, I would like to thank my advisor, Norberto, who gave me the opportunity to pursue
both a MSc and PhD thesis. Thank you Angel for suggesting Norberto that I should join the
Madrid-MIT M+Vision Consortium project, this simple decision has shaped a great deal of
my last four years. This thesis was also made possible thanks to the Madrid-MIT M+Vision
Consortium who has supported me both academically and economically. Thanks to the
M+Vision Consortium I met some of my fellow coauthors, Germán and Shivang, who helped
me push through multiple rejections.

I would also like to thank Cytognos, who has continued the project started at M+Vision
and enabled me to continue my research. In particular, I would like to thank Mario, who
has been a source of inspiration when writing some of the works included in this thesis, and
helped me see research from another perspective.

During my doctoral studies I met Carmen, one of the brightest girls I have ever met. I am
deeply grateful with her for helping me extend my research into seismology, and help me
write what I believe is the best paper of this thesis.

The last coauthors I would like to thank are Dario Martín and Gillermo Gea. They helped
me see machine learning from the perspective of end users, and face some of the challenges
that machine learning applications need to overcome when deployed in the real world.

Besides my coauthors, I am grateful to the Medical Image Analysis and Biometry
Laboratory members. In particular, I would like to thank Javi, who has been strong enough
to put up with me for most of the time, Ivan, who criticized most machine learning methods
as rubbish, Helena, who taught me how to hug someone, and Mario, who always cheered me
up.

I also need to thank the open source communities that made possible awesome libraries
such as TensorFlow, or Numpy, this thesis would not exist without them. Additionally, I
would like to thank Nvidia corporation for the donation of a Tesla K40 GPU, this simple
donation enabled me to start my journey into convolutional networks. Also, my sincere
thanks goes to Jesús from BOSCH, for economically supporting me during my research.

Also, if there is one thing that I have learnt through the years, is that teaching is a two
way process where both the student and the teacher learn. Because of this, I would like to



vi

thanks my students, specially those at Master en Ingeniería Industrial who have suffered me
for long hours.

Last but not least, I would like to express my gratitude to my family. They have supported
me in every decision I have made, and raised me to become the man I am today.



Abstract

Data analysis automation is an area of growing interest thanks to the increasing need of
processing large amounts of data in a timely fashion, the large volumes of labeled data gener-
ated collectively, and the recent technological advances that enabled widespread adoption of
multicore computing. This thesis explores three main areas where analysis automation has
been proven essential.

First, the field of cellular astronomy is studied. Cell astronomy is a specific type of low
magnification imaging cytometry where fluorescent samples are imaged with a magnification
such that cells have only a couple of pixels in radius. While significantly increasing the field of
view and enabling cheap and quick analysis of thousands of cells, cell astronomy introduces
some important challenges. These challenges include the detection of bright spots at low
signal to noise ratios (SNRs), the estimation of cell diameter in the presence of partial volume
effects, and the estimation of fluorescence intensity despite local background fluorescence.
Fortunately, cell astronomy images resemble both astronomy and superresolution microscopy
images, so popular image analysis methods in these fields can be used to overcome some
of the main challenges. Using these fields as inspiration, a novel image analysis pipeline
was created, which estimates both fluorescence intensity and cell diameter by fitting an
heterogeneous mixture model using expectation maximization. This method is explained
thoroughly in the included journal publication, which also validates the proposed pipeline
using cell controls and microbeads.

Second, we explore the task of automatic chromosome identification. Chromosomes
can be imaged using a technique called multiplex fluorescence in situ hybridization, where
chromosomes are labeled using at least five different fluorescent probes, and captured using
multispectral imaging. Despite the developments in chromosome labeling, the analysis of this
images still remains a manual or semaiautomated approach, where karyotyping is performed
using both spectral and spatial information. Due to the recent popularity of convolutional
networks, and the reach of near human performance for multiple tasks, we theorize that
image segmentation using convolutional networks can achieve state of the art results for the
analysis of multispectral chromosome images. To prove this, we have published a paper
where a convolutional approach for chromosome identification is proposed. The attached
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journal publication describes an end to end segmentation network for the interpretation of
multispectral chromosome images which uses both spectral and spatial information. The
proposed method was evaluated using a publicly available dataset, outperforming previous
automated methods, and achieving an average correct classification ratio (CCR) that has only
been previously achieved using semiautomated approaches.

Third, we investigate seismic phase picking automation. Phase picking deals with the
identification of the arrival times of seismic waves, which is usually performed manually, or
in a semiautomated fashion. The process of performing manual picks is described, under-
lining how this cumbersome process is often overlooked leading to intra-, and intersubject
biases. Additionally, while there are widely available algorithms that automate this task,
they are dated and do not offer the performance necessary to fully offload the job. On the
other hand, while convolutional network approaches have been proposed for the analysis
of seismic phases, we show some important issues that arise when directly applying re-
gression or segmentation networks. In order to overcome this issues, we propose a two
stage convolutional network where the first step computes a rough segmentation mask, a
the second step computes a distance map to pinpoint the precise location, and then both
steps are combined using an adaptation of the Hough transform. The proposed network
was evaluated on publicly available data collected by the Northern California Earthquake
Data Center (NCEDC), achieving a mean absolute error lower than previously proposed
convolutional networks.

Finally, an additional chapter includes some smaller contributions. On the one hand, an air
quality forecasting method is presented. This method uses long short-term memory (LSTM)
units to analyze a time series comprised by both air quality, and meteorological information.
Then, the method is compared with Caliope, a model based air quality forecasting method,
achieving lower mean squared error for the open data published by the city of Madrid.
On the other hand, we study wood conductivity assessment using xylem cross sections.
Traditionally, a specific set of hand tuned parameters would be necessary to analyze each tree
species. This thesis shows that convolutional networks can learn the features used to segment
conductive elements and ring paths of multiple tree species simultaneously. Additionally, a
web application, Xyat (https://xyat.app), has been developed to enable researchers to use the
proposed method without installing any software.



Resumen

Antecedentes La automatización del análisis de datos es un área en auge debido a la creciente
necesidad de procesar grandes volúmenes de datos de manera rápida, la gran cantidad de
datos etiquetados generados de manera colectiva, y los recientes avances tecnológicos que
han permitido la adopción de procesamiento paralelo.

Por una parte, la popularización de las redes sociales y la difusión de contenido en
línea ha permitido la recolección masiva de datos. Estos datos se encuentran anotados en
muchas ocasiones, lo que facilita el entrenamiento y evaluación de algoritmos supervisados.
Además de repositorios de contenido generalista, esta práctica ha llegado también a sectores
especializados como el de análisis de señales sísmicas, donde existen repositorios con cientos
de miles de señales sísmicas anotadas a mano.

Por otra parte, debido a la popularización de los videojuegos, el hardware de consumo
dedicado a la computación paralela ha experimentado un rápido crecimiento. En concreto,
las tarjetas gráficas o GPUs han pasado de efectuar unos 345.6 millones de operaciones por
segundo en 2006, a unos 13450 millones en 2018. Esto ha facilitado el entrenamiento de
algoritmos supervisados que requieren gran cantidad de parámetros y se benefician de la
computación paralela.

Estas últimas dos situaciones han propiciado la creación de algoritmos cada vez más
costosos computacionalmente, que explotan la gran cantidad de datos disponibles haciendo
un uso eficiente de los recursos hardware disponibles. Una de las familias de algoritmos
que más se han beneficiado son las redes convolucionales. En esta técnica, el paradigma de
desarrollo pasa de estar basado en la creación y clasificación de descriptores, a la ingeniería
de arquitecturas que clasifican directamente información no estructurada.

Esta tesis continúa la tendencia en el desarrollo de algoritmos para la automatización
del análisis de datos. Primero se incluye la validación de un método no supervisado para
el análisis de imágenes de microscopía de baja magnificación. A partir de este punto se
continúa el desarrollo de aplicaciones de redes convolucionales, fijándonos en problemas
en los que las redes convolucionales podrían aportar una mejora significativa, y creando
arquitecturas específicas para esos problemas.
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Objetivos El objetivo principal de esta tesis es la creación de métodos basados en análisis de
datos para la automatización de procesos manuales que son de difícil aplicación a grandes
volúmenes de datos.

Esta tesis explora principalmente tres áreas en las que la automatización del análisis de
datos ha resultado ser esencial. En primer lugar se aborda el campo de la astronomía celular.
La astronomía celular es un tipo de citometría de imagen con baja magnificación. Consiste
en el análisis de muestras fluorescentes que presentan objetos que ocupan solo un par de
pixels de radio. A pesar de aumentar el campo de visión y abaratar el análisis de miles de
células, la astronomía celular también introduce una serie de retos como son la detección de
puntos brillantes con baja relación señal/ruído, la estimación del diámetro celular teniendo
en cuenta efectos de volumen parcial, y la estimación precisa de la intensidad de cada célula
teniendo en cuenta la intensidad de fondo. En este caso, el objetivo principal del software de
análisis es la estimación precisa de la fluorescencia y diámetro celular, lo que permite separar
diferentes poblaciones celulares con un hardware accesible.

En segundo lugar exploramos la identificación automática de cromosomas mediante
imagen. Las imágenes de cromosomas pueden capturarse usando una técnica llamada
hibridación fluorescente multicolor, que consiste en la tinción de cromosomas con al menos
cinco sondas diferentes, y la adquisición de imágenes multiespectrales. A pesar de los
avances en la tinción de cromosomas, el análisis de las imágenes resultantes sigue siendo un
proceso manual o semiautomático que tiene en cuenta tanto características espaciales como
espectrales. El objetivo de este parte de la Tesis es la creación de un software totalmente
automático que alcance o supere los resultados obtenidos con los métodos semiautomáticos
del estado del arte.

En tercer lugar investigamos la detección automática de fases sísmicas. Esta tarea consiste
en la identificación del tiempo de llegada de diferentes ondas sísmicas, y se suele realizar de
manera manual o semiautomática. A pesar de que existen numerosos algoritmos publicados
que resuelven esta tarea, en muchas ocasiones son algoritmos antiguos y no ofrecen el
rendimiento necesario para realizar un análisis completamente automático. Por otro lado, a
pesar de que se han propuesto redes convolucionales para el análisis de fases sísmicas, a lo
largo de esta tesis se muestran algunos problemas que surgen cuando se aplican directamente
redes de regresión o segmentación. El objetivo de este apartado es la creación de redes
convolucionales que solventen los problemas detectados en arquitecturas previas, alcanzando
un mayor rendimiento.

Finalmente se incluye un capítulo con otras contribuciones. Se plantea un sistema para
automatizar la predicción de la calidad del aire en Madrid y se estudia la conductividad de
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madera utilizando cortes de xilema con el fin de reducir la necesidad de pre- y post-procesos
manuales.
Metodología Para el problema de análisis de imágenes celulares adquiridas con baja mag-
nificación se ha utilizado un ajuste de distribuciones heterogéneas. Cada mezcla que se
ajusta a una célula está compuesta por una distribución gaussiana, que modela la forma de la
célula, y por una distribución uniforme que modela la intensidad local del fondo. Con esto se
consigue estimar posición, brillo, y tamaño de cada célula de manera simultánea, evitando
que la intensidad del fondo entorpezca el ajuste.

La segmentación de cromosomas se ha abordado con una interpretación de la arquitectura
DeepLab, utilizando un extractor de caracterísiticas tipo VGG para reducir el número de
parámetros adaptándonos a la poca cantidad de muestra disponible. Por una parte, el
extractor de características calcula una serie de indicadores locales basados en información
espectral puntual y textura local, mientras que las convoluciones dilatadas propuestas por
la arquitectura DeepLab permiten incorporar a la segmentación información de un rango
mayor.

La localización de fases sísmicas se ha tratado con una aproximación en cascada. El
método propuesto consiste en generar una primera segmentación aproximada de la local-
ización de la fase, y refinarla utilizando una segunda red convolucional que calcula un
mapa de distancias. La primera segmentación aproximada se calcula sobre una región de
10.24 segundos, y detecta una fase dentro de un rango de 0.1 segundos. La segunda red se
ejecuta sobre una ventana de 0.64 segundos centrada en la zona con mayor activación de
de la primera segmentación aproximada. Los resultados de las dos redes convolucionales
se combinan utilizando una interpretación de la transformada de Hough que pondera cada
elemento del mapa de distancias utilizando el valor devuelvo por la primera red para cada
punto. Finalmente, la posición con más votos representará la localización de la fase.

En cuanto a las dos últimas contribuciones, el algoritmo de predicción de calidad del aire
utiliza una secuencia de dos unidades long short-term memory, y dos capas completamente
conectadas para efectuar una regresión del valor de NO2 para las 8, 16, o 24 horas siguientes.
Por otra parte, el análisis de conductividad de madera se realiza segmentando los conductos y
anillos utilizando la arquitectura DeepLab V3+ con un protocolo de entrenamiento específico
que incluye pasos de preprocesamiento como el dilatado de las máscaras de anillos.
Resultados El algoritmo desarrollado para la estimación de biomarcadores celulares ha
superado a algoritmos del estado del arte como DAOSTORM para la estimación de la
fluorescencia celular. Para demostrar esta afirmación se ha estimado manualmente el brillo
de un conjunto de células, y se han comparado los resultados del método propuesto y
DAOSTORM, observando que en general DAOSTORM infraestima el brillo.
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Para realizar el cariotipado automático se ha comparado la aplicación de HOSVD para la
segmentación semiautomática de cromosomas con la arquitectura convolucional propuesta
para la segmentación automática. Comparando el ratio de píxeles clasificados correctamente
en un conjunto independiente de test no usado durante el entrenamiento, se ha observado que
el método propuesto mejora el resultado en un 27%.

La arquitectura para la detección de fases sísmicas fue validada utilizando anotaciones
manuales de 60067 fases P, y 17392 fases S. El algoritmo propuesto fue comparado con las
redes convolucionales del estado del arte para la identificación de fases, alcanzando un error
absoluto medio menor que ellas.

Para la evaluación de la red de predicción de calidad del aire se realizó una comparación
con CALIOPE, un sistema basado en simulación que predice la calidad del aire sobre
una rejilla de 4 x 4 km. Al comparar el error cuadrático medio de las predicciones en
las tres estaciones de medición en las que más veces se superó el umbral de 200 µg/m3,
se observa que el método propuesto alcanza un error menor. Por otra parte, el algoritmo
para el estudio de conductividad de madera fue comparado con otra red convolucional
propuesta con anterioridad. Pese a que esta red anterior solo había sido probada para la
tarea de segmentación de conductos, y no para la segmentación de anillos, se realizó una
adaptación intentando conseguir el mayor rendimiento posible para las dos tareas modificando
lo mínimo posible la metodología. Al comparar ambos métodos para la tarea de segmentación
de conductos y segmentación de anillos, observamos que nuestro método alcanza mejor valor
para la métrica DICE, sobre todo en la segmentación de anillos de brezos donde supera al
estado del arte en más de un 12%.
Conclusiones Como consecuencia de la investigación desarrollada, se concluye que las
metodologías creadas contribuyen positivamente a la automatización del análisis de datos
en las áreas de citometría de baja magnificación, cariotipado digital, localización de fases
sísmicas, predicción de la calidad del aire, y análisis de cortes de xilema. El software
desarrollado en cada una de estas áreas ha sido validado con pruebas realistas, alcanzando
mejores resultados que otras técnicas de procesado preexistentes.
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Chapter 1

Introduction

Data analysis automation using pattern recognition holds the promise of improving cumber-
some tasks by saving time and, in many cases, reducing error rates. Nowadays, many tasks
involve analyzing large volumes of data that, if manually processed, may require a significant
amount of human resources. Decades ago, the automation of these tasks was impossible,
mainly due to the lack of available data, the simplicity of the data processing methods, and
the limited computing power.

Recent technological advances have made possible solving all three problems and de-
veloping data analysis methods that can solve many of these tasks reliably. First, the
democratization of internet access, and the development of social media platforms enabled
the collection of large amounts of data which, in many cases, were already labeled by the end
user. Second, the popularization of consumer hardware, and especially the mass adoption
of video games pushed hardware technology to deliver large amounts of computing power
at consumer prices. Finally, researchers benefited from hardware developments in order to
create resource intensive algorithms. Additionally, the large amounts of readily available
data enabled training these resource intensive algorithms on enough data to achieve reliable
results.

Following this trend, data analysis automation has become more accessible in many areas
where previously field experts would be necessary. In these areas, the focus has shifted
from field experts to data scientists, who can develop specific algorithms using transversal
knowledge.

These algorithms have gone a long way, from a simple perceptron [1], to a residual neural
network [2]. In order to understand these methods better, a distinction can be made according
to the kind of data they analyze. On the one hand, supervised learning methods use data
coupled with annotations. These annotations are used to automatically create a reasoning
model during a training stage and then, this trained model can later be used to automatically
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compute the same kind of annotations on new data. On the other hand, unsupervised methods
usually fit a predefined function to a dataset without using any annotations. They are useful
when an analytical representation of the data is available or when data annotations are scarce.

Some well known supervised learning methods include the multilayer perceptron [1],
suport vector machines [3], or random forests [4]. These methods are often fed with a
structured representation of the data, alongside a structured representation of the annotations.
One of the most common ways of structuring the input data is by using feature vectors,
numerical vectors where each element represents some characteristic that is helpful in
automatically computing annotations using the input data. Furthermore, numerical vectors
are also used to feed the annotations, a common approach in this case is to build one hot
vectors. These one hot vectors, in the case of classification tasks, are created by concatenating
as many zeroes as classes possible, and setting the index that represents the class annotation
to one.

At the same time, some well known unsupervised methods are k-means [5] or expectation
maximization [6]. These methods can be also fed with structured representations of data,
however, they are designed to fit a predefined function to that data without using any
annotations. The same way supervised methods usually deal with classification problems,
unsupervised methods are often applied to clustering problems. Clustering problems deal
with the problem of assigning each data point to a cluster using a predefined function. This
technique enables the concurrent estimation of fluorescence intensity and cell diameter
explained later in this thesis.

Some popular structured representation include the histogram of oriented gradients [7], or
the scale-invariant feature transform [8] keypoint descriptor. These structured representation
usually map raw data, such as pixel values, into a lower dimensionality space that can be
segmented using low degree polynomial equations. Depending on both the used structured
representation, and the data analysis method, the final performance may vary. In this sense,
the data scientist should evaluate multiple combinations of structured representations, and
analysis algorithms, in order to achieve the best performance possible.

Until 2013, the identification of good structured representations of the input data was
a manual process. This was a trial and error process where a data scientist would evaluate
the performance of multiple pattern recognition methods using hand crafted methods for
converting unstructured data such as images, or audio, into structured representations such as
feature vectors. This changed with the popularization of convolutional networks [9], which
can build internal representations of unstructured data directly. This revolution shifted the
need from feature engineering, to convolutional architecture engineering. The new challenge
was to define a convolutional architecture capable of tackling the problem at hand. This
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new approach is the one used to develop the rest of the approaches presented in this thesis.
Regardless of the approach, data scientists will often go through the following steps:

1. Identify a problem where data analysis is cumbersome.

2. Formulate a task definition.

3. Study the data sources involved alongside challenges and opportunities.

4. Develop a data processing method to solve the proposed task.

5. Evaluate the method.

This thesis follows the aforementioned methodology to propose new data analysis au-
tomation methods in three different areas. First, the challenge of performing cytometry in an
affordable and reliable manner is explored. Ever since flow cytometry was created, it has
remained the main cytometry device used both in clinic and research. Image cytometers on
the other hand, suffered from the need from skilled technicians who devoted time to perform
manual analysis. However, the popularization of digital cameras enabled the development
of digital microscopes, which capture digital images that may later be processed using
automated methods.

Second, a method for automatic karyotyping using multicolor fluorescence in situ hy-
bridization (mFISH) images is proposed. MFISH is a labeling technique used to detect
complex cromosomal aberrations. The detection of these aberrations was traditionally
performed manually, by comparing the size, shape, and emitted fluorescence of each chromo-
some. Once mFISH images started being digitized, scientists started developing algorithms
for automatically assigning a label to every chromosome pixel. However, these algorithms
often lacked in performance, or performed semiautomated labeling which required an expert
to manually label a subsection of each mFISH image.

Third, the automatic identification of seismic phases is explored. Seismic waves are
usually identified manually, or with the aid of specialized software that can provide a first
guess that may be corrected later. Despite identifying a single wave may take only a few
seconds, new seismometers are deployed every year which increases the amount of data
collected and challenges the capacity of research institutions to keep up with the data
flow. In this context, although multiple algorithms have been developed for the automatic
identification of seismic phases, to the best of our knowledge no method has achieved an
error rate below 10% for the identification of S phases with a margin of 0.1 s.

Finally, chapter 3 includes other research topics pursued which did not generate any jour-
nal publications as of the writing of this thesis. This chapter includes two main contributions,
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a method for automatically forecasting NO2 levels in the city of Madrid, and a convolutional
network-based approach for the segmentation of wood conduits and ring boundaries, exposed
to the end user through a web application.

The following sections will present each of the three main fields studied in this thesis,
explaining the state of the art of machine laerning methods used in the field, alongside a brief
introduction to the methods developed in this Thesis to improve automatic analysis.

1.1 Cellular astronomy

Cytometry deals with the analysis of cell properties such as cell count, diameter, shape, or
antigen expression using antibody-fluorophore conjugates such as the ones shown in Fig. 1.1.
This technique is used both in medical diagnosis and cell biology research, with applications
ranging from immunodeficiency screening [10] to the detection of Circulating Tumor Cells
(CTCs) [11]. Two main techniques are used to perform cytometric assays: flow cytometry
and imaging cytometry.

Fig. 1.1 Antibody-fluorophore conju-
gates binding to a cell.

One of the oldest forms of cytometry is imaging
cytometry. This type of cytometry works by using an
optical microscope to analyze a population of cells. A
common cytometric assay performed using imaging
cytometry is cell counting. This analysis is usually
performed with the aid of an hemocytometer [12],
a device comprised of chambers of known area and
volume so that the concentration of the cells under
analysis can be easily computed.

Traditional imaging cytometry is usually per-
formed manually, which is both time consuming and
error prone. In order to alleviate this issue, flow cy-
tometers perform cell counting and population identi-

fication in a completely automated fashion. This cytometry method works by creating a one
cell wide stream that goes through an interrogation device, usually a Coulter counter [13] or a
set of lasers. This method of performing cell analysis presents one important advantage when
compared to traditional optical cytometry: analysis throughput. Nonetheless, the addition of
the sheath fluid used to create the stream of cells, and the use of complex instrumentation
to perform measurements makes flow cytometry significantly more expensive than imaging
cytometry.
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The following sections describe flow cytometry in greater detail and introduce the concept
of cellular astronomy, a novel technique inspired by traditional imaging cytometry, astronomy,
and superresolution microscopy that addresses some of the main drawbacks of flow cytometry.

1.1.1 Flow cytometry

Flow cytometry works by using photomultiplier tubes (PMTs) to measure the interaction
of multiple laser beams with cells flowing in a fluid stream. By measuring the fluorescence
intensity and scattered light, a flow cytometer can compute biomarkers such as the absolute
cell count, cell size, granularity, and antigen expression.

Fig. 1.2 Flow cytometer. A laser illumiator is used to excite fluorochromes attached to
antibodies. The scattered and emitted light is then collected by PMTs, and later analyzed
using software.

The first step in a cytometric assay using flow cytometry is sample preparation. This step
is highly dependent on the type of sample, since a wide array of cell types ranging from tissue
culture cells to bone marrow cells can be analyzed using flow cytometry. In this work we
have focused on peripheral blood samples, where cells are suspended in plasma, and circulate
throughout the body. For peripheral blood, the most common steps for the sample preparation
process involve Red Blood Cell (RBC) lysis and immunofluorescence staining of White
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Blood Cells (WBCs). RBC lysing is performed to remove unwanted cells from the sample,
improving the accuracy of the measured signal and simplifying the analysis of the generated
data. Additionally, WBCs are immunofluorescent stained using antibodies conjugated to
fluorochromes such as those in table 1.2. These conjugates must be carefully selected to
accommodate to the objectives of the cytometric assays, and the acquisition setup such as
laser and filter wavelengths. Table 1.1 shows some of the most common cell markers used in
flow cytometry. These markers usually bind to cellular antigens so that, when the sample is
illuminated, only cells that express the corresponding antigen will emit fluorescence.

Cell type Marker Cell type Marker
All Leukocytes CD45 All T cells CD3
T helper cells CD4 Cytotoxic T cells CD8

B cells CD19 Dentritic Cells CD11c
Natural killer cells CD56 Stem cells CD34

Monocytes CD14 Granulocytes CD66b
Erytrocyte CD235a Endothelial cells CD146

Table 1.1 Common cluster of differentiation (CD) markers. Leukocyte population identifica-
tion is made possible by selecting the appropriate CD markers.

On the other hand, vendors usually offer cell markers with different fluorochromes so
that complex panels can be created where the emission wavelengths have minimal overlap.
When multiple cell populations need to be analyzed, it is common to prepare the sample
using multiple conjugates with different CD markers and fluorochromes, which enables the
differentiation of cell populations using the fluorescence response to each excitation laser.
Table 1.2 shows some of the most common fluorochromes.

Once the sample is prepared, a laminar flow of sheath fluid is used to align the cells. This
makes the cells in the sample go through each of the laser beams one cell at a time. Once a
cell travels through a laser beam two interactions are usually measured: scattered light and
emitted fluorescence. The two main types of scattered light measured by PMTs are forward
and side scatter. Forward scatter enables the discrimination of cells by size, since forward
scatter is proportional to cell diameter. On the other hand, side scatter is proportional to the
internal cell complexity, which enables the discrimination of cells by internal structures such
as the amount of cytoplasmic granules. Additionally, the emitted fluorescence is filtered and
collected using multiple PMTs. This signal will later be used to assess the expression of the
targeted antigens. For each cell passing through a laser beam, a pulse is collected by each
PMT and three variables from the pulse are stored: Height, width, and area. A schematic
diagram of a flow cytometer is illustrated in Fig. 1.2.
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Fluorochrome Excitation (nm) Emission (nm)
PerCP 482 678

PerCP-Cy5.5 482 695
Alexa Fluor 488 495 519

FITC 494 520
CFSE 494 521

PE 496 578
PE-Texas Red 496 615

PE-Cy5 496 667
PE-Cy7 496 785

PI 536 617
APC 650 660

Alexa Fluor 647 650 668
Table 1.2 Fluorochrome table. Commonly used fluorochromes, with excitation and emission
wavelengths. These wavelengths may vary a couple of nm depending on the manufacturer.

1.1.2 Cellular astronomy

Flow cytometry is a powerful technique for cell population analysis. However, the high
cost of the instrumentation and the equipment complexity has limited its adoption in low
income areas. The commercialization of the first digital cameras in the early ’90s enabled the
acquisition of digital images using optical microscopes. Moreover, the adoption of digital
cameras in the lab opened the possibility of building digital microscopes such as the one
displayed in Fig. 1.3 and of processing digital images using pattern recognition methods,
which held the promise of reducing the cost of the manual analysis of cell samples.

In order to become a viable alternative to flow cytometry, imaging cytometry must solve
a series of challenges, both in terms of hardware and software. Some of this issues were
identified by Howard M. Shapiro, who coined the term "cellular astronomy" [14]. In [15],
Sahpiro showed a complete setup comprising both imaging hardware, optics setup, illumi-
nation sources, and software that achieved cell detection and fluoresce intensity estimation.
He also showed that cellular astronomy was better suited than flow cytometry to achieve
affordable cytometry. Some of the main issues with cellular astronomy are the following:

First, the imaging sensor must be sensitive enough to detect the fluorescence emitted
by the sample. This can be achieved by using state of the art air cooled sensors, which can
nowadays achieve quantum efficiencies over 80% using either charged coupled device (CCD)
or complementary metal-oxide-semiconductor (CMOS) technologies.

Second, the hardware must enable sampling thousands of cells at a time. One way
of achieving this high imaging throughput is to use low magnification optics in the range
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2x-4x. This way a population of over 1000 cells can be imaged in a single field of view
(FOV) spanning around 36 mm2. Additionally, higher magnification optics and a mechanical
stage may be introduced to enable closer inspection of individual cells. This represents a
comparative advantage over flow cytometry where individual cells cannot be inspected after
the sample leaves the interrogation point.

Fig. 1.3 Cell astronomy microscope.
Cellular astronomy systems are usually
comprised of a custom-built low mag-
nification microscope.

Third, the illumination setup should enable the
collection of the main flow cytometry biomarkers.
Contrary to flow cytometry, imaging cytometry does
not require the illumination to be focused on a nar-
row spot, so the typical Argon-ion lasers used in
flow cytometry can be replaced by cheaper high
power light emitting diodes (LEDs). However, de-
spite using LEDs as the illumination source, the
emission wavelengths must still be around the ex-
citation peak of the target fluorophores. This setup
enables the discrimination of cell populations using
the same antigen expression biomarkers used in flow
cytometry. Additionally, another source of illumi-
nation must be used to generate side scatter signals.
By placing a light source almost 90 degrees away
from the optical path, light beams will reflect from
granules inside each cell, creating the desired side
scatter signal. This highly oblique illumination may
also result in large surface reflection losses, caused
by the sample surface reflecting a large amount of
light. However, the light scattered through the cells
should have a stronger intensity which would en-
able the differentiation of cell populations using
biomarkers such as granularity.

Contrary to flow cytometry, cell diameter estimates can be computed using image infor-
mation instead of scatter intensity. When the bright spots have a diameter of more than 1
pixel, pattern recognition methods can be used to estimate its location and diameter with
subpixel accuracy [16–20]. Thanks to this, the hardware setup can be simplified since it does
not have to account for forward scatter measurements.

On the software side, a number of methods must be developed to identify and analyze
each cell in a Field Of View (FOV). The first challenge is cell detection, which involves
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the discrimination of bright spots in noisy images. It has been demonstrated that traditional
image processing methods such as image thresholding, or top hat filtering underperform when
compared to supervised machine learning methods such as AdaBoost or Fisher Discriminant
Analysis [21]. Additionally, machine learning methods have achieved true positive rates
(TPRs) avobe 99% at false positive rates (FPRs) around 1% for noisy images with SNR = 2.

Fig. 1.4 Cell astronomy image. When acquired
at low resolution, fluorescently labeled cells
have a similar appearance to stars in the sky.

Once each individual cell is located,
biomarkers such as cell diameter, internal
complexity, or antigen expression can be es-
timated. Cell astronomy images, like the
one shown in Fig. 1.4, resemble both as-
tronomical and superresolution microscopy
images. Both these fields share the common
approach of using profile fitting methods
to analyze bright spots, and some authors
have even ported popular astronomy pack-
ages such as DAOPHOT [22] to the field of
superresolution microscopy [16].

These profile fitting methods are usually
unsupervised pattern recognition algorithms
that use techniques such as expectation max-
imization, or least squares to fit a predefined
function to the image profile. In the case
of partially resolved microscopic cells, the
image profile of each cell is a gaussian-like shape. This shape can be converted to a structured
representation by creating as many data observations as the intensity level of a each pixel.
Each of the observations derived from a pixel will have 2 parameters, the x and y coordinates
of that pixel. Then, applying a clustering method that computes probabilistic assignments to
clusters is equivalent to estimating the shape of the bright spot using the same membership
function. This can be performed using the expectation maximization method mentioned in
previous sections.

While the main task of astronomical image processing methods is the accurate location
and intensity estimation of each star in a FOV, and superresolution microscopy is only
concerned with the accurate location of microscopic molecules, cellular astronomy requires
retrieving both the location, fluorescence intensity, and diameter of each spot. Because of
this, new fitting procedures need to be created that compute these values automatically while
accounting for local noise. Traditionally, one of the most successful applications of the
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expectation maximization is the gaussian mixture model (GMM) [23]. When applied to
bright spots, this model would fit a gaussian distribution to the profile of the bright spot,
however, this does not account for local noise level, so the fitted function would have a larger
variance. In order to fix this issue, additional terms can be added to the typical gaussian
mixture model that fit the local noise. This way the gaussian distributions fit the bright spots
while other distributions, such as the uniform distribution, fit the local noise.

In the first of the included journal publications (section 2.1) we propose and validate a
novel analysis pipeline for cell astronomy images using microbeads and cell controls. The
proposed methodology addresses not just the task of cell detection, but also the estimation of
fluorescence intensity and cell diameter. The next section skips to the analysis of multispectral
chromosome images, introducing the multicolor labeling and acquisition techniques and
outlining the state of the art supervised learning methods used to classify each pixel in a
chromosome sample.

1.2 Digital karyotyping

Karyotyping refers to the process of analyzing the collection of chromosomes present in a cell.
This process is usually carried out to detect chromosomal aberrations such as translocations,
deletions, additions, or differences in the number of chromosomes. This enables the detection
of genetic disorders such as Down syndrome, also known as trisomy 21, where a third copy
of chromosome 21 is associated with mild intellectual dissability, specific facial features,
or delayed growth rates. Other genetic disorders commonly detected using karyotiping
include: Klinefelter syndrome, caused by an extra X chromosome, Turner syndrome, caused
by the presence of a single X chromosome, or Edwards syndrome, caused by a third copy of
chromosome 18. Karyotyping is usually a multistep process where a cell culture is taken
through multiple steps before chromosomal aberrations can be observed. The process begins
with a cell culture, which undergoes cellular growth and multiplication. Cell multiplication is
then arrested by using a solution of colchicine, which produces an accumulation of metaphase-
blocked mitoses. Once a significant amount of metaphases are achieved, cells are swollen
using a hypotonic solution, which causes the cells to burst, and the chromosomes to spread,
facilitating their analysis. After this, chromosomes are stained and fixated onto an imaging
slide.

Different types of dyes can be used to produce a visible karyotype. A common type of
chromosome staining is G-banding, a technique that uses Giemsa stain to create bands on
the chromosomes. When using Giemsa stain, adednine-ihymine-rich areas show as dark
bands, while guannine-gytosine-rich appear as light bands. This banding pattern enables the
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Fig. 1.5 mFISH image.

identification and pairing of chromosomes using the unique banding patterns of each pair of
homologous chromosomes. Besides G-banding, other banding stains can be used to generate
banding patterns. C-banding usually labels the centromere of the chromosome, and is used
to visualize constitutive heterochromatin. On the other hand, R-banding produces a reverse
banding pattern of the G-band stain, whereas T-banding typically labels the subset of R-bands
with the highest staining intensity. Finally, Q-banding is usually considered equivalent to
G-banding.

Despite being a popular staining method, G-banding has limited resolution since aber-
rations smaller than 3Mb are difficult to detect. Complimentary to Giemsa staining, in situ
hybridization labeling achieves higher detection resolutions of between 100 kilobases (kb)
and 1 megabases (Mb). In situ hybridization works by using complimentary deoxyribonucleic
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acid (DNA) to locate a specific DNA sequence, and is used both at the macroscopic level
(eg: tissues), and in the microscopic level (eg: chromosomes). In order to detect the presence
of DNA sequences targeted by the probes, the complimentary DNA may be tagged with
fluorophores, which emit fluorescence when excited at certain wavelengths. In such case, the
labeling method is named Fluorescence In Situ Hybridization (FISH). Additionally, when
different DNA sequences need to be identified in the same sample, each complimentary DNA
strand may be tagged with a different fluorophore. This is the working principle of mFISH.
When applied to karyotyping, mFISH uses a combination of at least five probes to enable the
detection of each of the 23 pairs of chromosomes, which generates images similar to the one
shown in Fig. 1.5.

Multicolor FISH has undoubtedly improved the karyotyping process by achieving higher
resolutions, and easing the differenciation of chromosomes. However, the identification of
individual chromosomes still remains a manual or semiautomated process, where a scientist
uses specialized software to label each chromosome. This is a time-consuming task where
both spectral and spacial information are used to perform labeling. In order to alleviate this
task, multiple spectral based classifiers have been developed in the past. On the one hand,
semiautomated approaches like [24, 25] require the user to manually place a set of seed
points that will be used to analyze the rest of the image, on the other hand, fully automated
approaches like [26–28] use an independent set of training images to learn discriminative
image features. Additionally, some authors have incorporated contextual information for
mFISH image analysis, claiming that patch based analysis methods outperform pixel based
classifiers [24]. However, no fully automatic method has achieved enough CCR to be de-
ployed effectively. On the other hand, recent advances in image analysis using convolutional
networks have achieved human level performance in many tasks such as image classification
[29], and face verification [30]. This led us to believe that convolutional network based
mFISH image analysis could be a viable approach for automating karyotyping.

1.2.1 Convolutional networks

Before 2013, most machine learning methods relied heavily on a feature engineering phase.
During this stage, researchers would hard-code data transformation methods to turn unstruc-
tured data, such as images, audio, or video, into structured data such as vector representations.

This was, and still is, a trial-and-error process where researchers create a feature extraction
method, translate a predefined dataset into the feature space, and evaluate the performance of
multiple classifiers on that data. The trial-and-error process usually takes multiple rounds
before a satisfying solution is achieved, because of the difficulty of turning thousands of
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years of evolution and hundreds of hours of study into a piece of code that is capable of
addressing all the nuances of the human thought process.

In technical terms, the main shortcoming of this stage is the difficulty of finding structured
representations that can map the unstructured data into different areas of the feature space.
However, since 2013, a family of methods that does not require this feature engineering
phase, called convolutional networks, has skyrocketed in popularity.

ReLU(x) =

{
x for x ⩾ 0

0 for x < 0
(1.1)

Convolutional networks are comprised of two main steps. On the one hand, convolutional
filters combined with nonlinear activations such as the one in equation 1.1 compute image
features. On the other hand, resampling operations summarize the computed features.
These two operations are applied iteratively, transforming unstructured data into abstract
representations that ultimately form the target labels. With this relatively simple process,
convolutional networks can solve multiple problems such as image labeling and semantic
segmentation.

Once a network architecture is defined, a learning process will be carried out to teach the
network how to solve a problem. The values of the convolutional filters are defined through
an iterative process which involves data, and annotations. These annotations are used to
specify the output of the network for a given sample.

Initially, when trying to process data samples using a network that has been not trained,
it will yield random results, since the values of the convolutional filters are unset. During
training, each sample will be fed to the convolutional network, which will transform it into
a prediction. This output will be then compared to the annotation provided with the input
sample using a loss function. One common loss function is the softmax, cross-entropy shown
in 1.2, where c denotes the class index, N is the number of classes, yc is 1 for the annotated
class, and 0 otherwise, and zc is the output of the network for class c.

Loss(y,z) =−
N

∑
c=1

yclog(
ezc

∑
N
c=1 ezc

) (1.2)

Once the output of the network is compared to the desired one, the parameters need to
be updated so that the next time that input data is fed to the network, the output is closer to
the target. When updating the parameters of the last layer, it is straightforward to see how
it will affect the output of the network, however, the further we go into the network, the
harder it is to figure out how each parameter will affect the output. This issue is solved using
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backpropagation, an application of the chain rule to find the partial derivatives of the loss
with respect to each variable.

Fig. 1.6 Residual block. This is a common
block when developing deep convolutional net-
works.

Convolutional networks for image classi-
fication work by iteratively convolving and
downsampling the input image until a vec-
tor representation is achieved. This vector
representation is later fed to a feedforward
neural network that maps this vector repre-
sentation to the final label. Over the last
decade, convolutional networks have gained
popularity, partly, due to the dramatic er-
ror reduction when applying classification
networks such as AlexNet [9] to challenges
such as the ImageNet Large Scale Visual
Recognition Challenge [31]. Ever since con-
volutional networks won ImageNet in 2012,
new models and analysis tools have been
developed every year.

One of the first major successors to
AlexNet is the VGG network [32]. Until it
was proposed, convolutional networks used
large filters of 5x5 [33], 9x9 [9], and 11x11
[9]. One of the reasons for the choice of
such large filters was the need to incorporate
contextual information of large areas. The
VGG architecture showed that contextual in-
formation may be retrieved by using small,
consecutive filters. This concept is illustrated in Fig. 1.7, when using two consecutive 3x3
filters, a receptive field of 5x5 is achieved with 18 parameters. If the same 5x5 receptive field
were to be achieved using a single 5x5 filter, a total of 25 parameters would be needed, a
38% more than using a combination of smaller convolutions.
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Fig. 1.7 Receptive field trick. By using two consecutive 3x3 convolutions a receptive field of
5x5 is achieved.

When training on large amounts of data, deeper networks may be used to improve
performance. However, if convolutional layers are stacked on top of each other, there will be
a point where no additional convolutional layers can be added without increasing the error
rate [2]. In order to mitigate this issue residual blocks such as the one in Fig. 1.6 may be
used.

Furthermore, by postprocessing the final feature maps of classification networks, the
spatial resolution of the input image can be recovered. This enables the development of
convolutional networks that assign a different label to each pixel, a process usually know as
semantic segmentation.

1.2.2 Semantic segmentation using convolutional networks

Similarly to classification methods, traditional image segmentation relied on hard-coded
feature extractors that divided the image in multiple regions. One of the oldest forms of
image segmentation is thresholding, a simple technique where the intensity of each pixel is
compared to a hard threshold. Additionally, color information may be clustered by using
methods such as K-means or gaussian mixture models. These clustering methods work
by iteratively fitting a set of predefined functions to the image color distribution, and each
function represents an area of interest. Finally, another traditional algorithm for image
segmentation is contour fitting using techniques such as active contour models [34]. Active
contour models work by defining a path v(s) f or s = 0..1 and minimizing equation 1.3 with
respect to the image. This equation takes into account Eint, which maximizes the continuity
and smoothness of the contour, Eimage, which pulls the contour towards bright areas or edges,
and Econ, which represents a user defined constraint.
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E∗
snake =

1∫

0

Eint(v(s))+Eimage(v(s))+Econ(v(s))ds (1.3)

In the same way that traditional machine learning approaches can be replaced by con-
volutional networks for image classification, it is also possible to use them for semantic
segmentation. One of the first attempts at performing image segmentation using convo-
lutional networks is using classification networks on image patches [35–39]. Patch based
segmentation networks are usually trained on small image patches with the goal of classifying
the central pixel. However, despite having achieved state of the art results, these networks
are computationally inefficient and often use a limited amount of contextual information.

Patch based segmentation approaches were soon replaced by fully convolutional networks
[40, 41]. These networks perform end to end image segmentation by iteratively upsampling
the deepest features of classification networks. Both [40], and [41] follow a similar approach
where a feature encoder such as VGG, is followed by a decoder that transforms the intermedi-
ate features into a segmentation mask using transposed convolutions [42]. Additionally, each
step of the encoder is connected to the homologous one in the decoder branch using a simple
operation like concatenation [41] or addition [40]. On the other hand, the main difference
between these two approaches relies on the complexity of the decoder. While [40] uses a
simple decoder with fewer features, [41] uses a larger number of feature channels, resulting
in a more symmetrical u-shaped architecture.

Despite the success of the U-Net architecture, some successive architectures have also
opted for transferring most of the convolutional operations to the encoder side. Such networks
have sometimes gone as far as replacing transposed convolutions with simpler upsampling
operations, such as bilinear interpolation. A popular network that follows this pattern
is DeepLab [43–46], where a very deep feature extractor such as ResNet is followed by
atrous convolutions [47], and the intermediate features are then upsampled using bilinear
interpolation.

Fig. 1.8 Dilated convolution. A large receptive field can be covered by increasing the dilation
rate.
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Before the publication of our approach to chromosome segmentation, three different
versions of DeepLab were published. The first one, DeepLabv1, introduces the use of
dilated (atrous) convolutions and conditional random fields for image segmentation. The
iterative feature downsampling of convolutional networks usually leads to a dramatic loss of
signal resolution, which limits the ability of convolutional networks to recover fine details.
This issue is mitigated by limiting the amount of downsampling, and instead using dilated
convolutions as the one illustrated in Fig. 1.8 to incorporate contextual information. Addi-
tionally, fine segmentation details are further improved by using conditional random fields,
which uses pixel intensity information from the original image to refine the segmentation
mask computed by the convolutional network. Then, DeepLabv2 was published which
includes a novel multiresolution sampling module called atrous spatial pyramid pooling
(ASPP). ASPP works by performing multiple dilated convolutions in parallel using different
sampling rates. This enables the integration of multiresolution contextual information to
further improve segmentation results. Finally, the last DeepLab iteration published before our
work was DeepLabv3, which combines ASPP with image-level features, and uses different
output strides during training and evaluation. On the one hand, by combining ASPP with
image-level features, a larger amount of contextual information can be used, which improves
segmentation. On the other hand, by reducing the output stride (ratio between the size of the
input image, and the size of the intermediate features) during evaluation, finer details can be
recovered without compromising training efficiency.

A journal publication is presented in section 2.2 showing the use of a DeepLab inspired
architecture to segment mFISH images.

1.3 Seismic phase picking

The identification and onset picking of seismic waves is an fundamental task in the study
of the seismicity and structure of the earth. New stations are added to the seismological
networks every year, which dramatically increases the amount of data researchers have to
analyze manually, and challenges the capacity of research institutions to keep up with the
data flow. Additionally, applications such as early warning systems require seismic data to be
analyzed in a handful of seconds for the warning to be effective, which cannot be achieved
manually.

The first step in the waveform processing pipeline is event detection. Seismological
stations are continuously performing measurements. However, this continuous stream of data
is not always sent to the data centers for close inspection. Simple trigger algorithms such as
STA/LTA [48] are broadly used to reduce the amount of data stored in datacenters. STA/LTA
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uses two consecutive temporal windows, a short one (STA) that is usually smaller than 5
seconds, and a longer one (LTA), with typical lengths in the order of tenths of seconds. The
fundamental idea is to identify seismic events on the STA, while accounting for the noise
sampled by the LTA. First, the average of the absolute amplitude is computed for each of the
two temporal windows. Then, the STA/LTA ratio is continuously compared to a user defined
threshold. This is performed for each channel in the station and, whenever this threshold is
exceeded for a sufficient number of channels, the seismic data will start being recorded.

Fig. 1.9 Manual pick. The arrival time tA is located by finding the point where the waveform
first crosses the noise threshold tL, the last point where the waveform had zero slope tE , and
placing a probability distribution between those points.

Once the seismic data is stored for further inspection, operators will manually analyze it.
This is a cumbersome process which involves identifying both the different waves and their
onsets. In order to identify and locate a seismic phase, both changes in the amplitude and
frequency are studied [49]. In order to use amplitude information in the waveform analysis
process, the background noise must be characterized first. This noise usually includes both
reading noise, originating in the sensor, and seismic noise that is highly dependent on the
sensor location. Once this noise is characterized, a hard threshold can be used to perform
phase picking. A trivial approach to perform phase picking using a hard threshold is to place
the manual pick at the time where the waveform first surpasses the threshold. However, this
simple approach may be biased since the onset is usually located before the threshold is
reached. In order to pick consistently, both the location where the waveform first reaches the
threshold tL, and the last location where the waveform presents zero slope before this point
tE need to be identified. After both tE and tL are located, a probability distribution is placed
between both points, and the time with the largest probability will represent the arrival time
tA. The process of locating arrival times using amplitude information is illustrated in Fig. 1.9.
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On the other hand, frequency information can also be used to perform picking. When
picking using frequency information, a similar procedure is applied, but applying the thresh-
olds to the local frequency of the signal. In order to narrow down the arrival time two points
are identified, the point where the frequency response of the seismic wave becomes "obvi-
ous", and the point before which the identified frequency response becomes unrecognizable.
Despite the efforts of standardizing manual phase picking, the latter point is still somewhat
subjective, which introduces intersubject biases and makes frequency-based phase picking
more challenging. Once these two points are identified, a probability distribution is once
again placed in this range, and the point with the maximum probability will represent the
arrival time.

Although these guidelines were created to minimize intersubject variability, the high
workload of research institutions forces them to use simpler techniques that introduce biases
between 0.2 and 0.6 seconds across organizations [50]. Additionally, Douglas et al. [51]
showed that errors larger than 0.5 seconds were common for the analysis of an aftershock
sequence with an average body-wave magnitude of 4.6. This error was estimated using the
joint epicenter method [52], which uses the data from at least 4 stations to accurately estimate
latitude, longitude, depth, and origin time using least squares fitting.

In order to introduce consistency and to speed up the processing of seismic data, multiple
algorithms have been introduced throughout the years with varying degrees of success. Three
of the most widely used methods are the Allen picker [53], the Baer-Kradolfer picker [54], and
the AR-AIC picker [55]. Both the Allen and Baer-Kradolfer pickers use the STA/LTA ratio of
a characteristic function to perform picking. This characteristic function is usually computed
using a combination of nonlinear transformations such as the square value, the absolute value,
or the gradient of the signal. On the one hand, the Allen picker uses an approximation of the
square function and a static threshold, whereas the Baer-Kradolfer picker uses a modified
version of the Allen’s envelope, and a dynamic threshold based on the mean and standard
deviation of the characteristic function. On the other hand, the AR-AIC picker first computes
a rough approximation of the phase location using STA/LTA, and then divides the waveform
in two different autoregressive processes. One of the autoregressive process models the
noise, while the second models the seismic wave. Then, both autoregressive processes are
fitted to the data, and both the fitting error and number of parameters of each atoreggressive
process are used to compute the Akaike information criterion. The point where the Akaike
information criterion is minimized will represent the arrival time.

Despite being created over 20 years ago, the aforementioned methods still remain widely
used and represent some of the pickers included in modern seismology packages such
as ObsPy [56]. Additionally, they are also still used as reference when evaluating the
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performance of modern pickers [57]. While more pickers have been developed in the last
decade, they did not have a widespread impact. This may be due to the challenges in
implementing and using those methods, which may be alleviated by creating easy to use,
open source releases of the developed algorithms.

A family of algorithms that has standardized both the process of creating analysis methods,
and the way these methods are deployed, is convolutional networks. Convolutional networks,
instead of relying of manually defined features, can automatically learn to analyze seismic
data using manual picks. The next section introduces convolutional networks for seismic
phase picking.

1.3.1 1D location using convolutional networks

Among all the subcategories of convolutional networks, object detection networks [58–64]
may be the the ones that first come to mind when dealing with phase picking. These networks
find the locations and classes of objects shown in an image, usually by classifying image
patches, and have achieved state of the art results in the the pascal visual object classes (VOC)
challenge [65]. However, one important drawback of applying object detection networks
to seismic phase picking is that detection networks usually detect relatively large objects.
Small objects may be detected by classifying smaller regions in the case or region based
convolutional networks, or regressing the specific location in the case of single shot detectors.

In the case of seismic arrival times, the size of the region needed to perform accurate
localization by region classification may be too small for the network to perform correctly.
On the other hand, when performing regression using convolutional networks [66], the
performance is bound by the output domain. This means that when performing localization
by regression on a 1920 x 1080 HD image, the network has to decide one value out of
2073600, whereas when the network has to analyze a 720 x 480 SD image, the output is
one value out of 345600, which represents over 80% reduction in the number of possible
erroneous outputs. In other words, regression networks can be a good candidate for arrival
time identification when the input waveform represents a small area around the targeted point.
However, they will have increasingly large error rates with larger temporal windows.

Another option is to use segmentation networks to compute a small mask around the
targeted point [57]. Since he arrival time of a seismic wave represents a very specific location,
the small spot needed to perform accurate detection may introduce a large class imbalance.
This issue occurs because most of the pixels in the mask would represent the background,
whereas only a handful of then would label the arrival time. This large class imbalance can
introduce convergence issues, since the network can achieve good results by just assigning
the dominant class to the whole set of pixels.
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With all these issues in mind, a possible solution is to use a cascaded approach. By using
a first level convolutional network to compute compute a rough approximation of the object
location, and a second level network to refine it, both the class imbalance and the output
domain issues can be mitigated.

Fig. 1.10 Separable convolution. A depthwise convolution followed by a pointwise convolu-
tion.

The DeepLab architecture can be a good candidate to perform the first level segmentation.
Since the publication of [67], new iterations of DeepLab have been developed. One of the
last iterations is DeepLabv3+, which replaces the processing backbone with the Xception
network [68], and introduces a stronger decoder. The main feature of this improved decoder
is the iterative upscaling of the intermediate features using bilinear upsampling operations
interleaved with convolutions. Additionally, one of the strong points of the Xception network
is the use of separable convolutions such as the one illustrated in Fig. 1.10. Standard 2D
convolutions are tasked with computing both spectral and spacial resolutions. Yet, if we split
these two operations so that the spatial features are computed using depthwise convolutions,
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and the spectral features using pointwise convolutions, the computational cost can be reduced
while maintaining, or even improving performance.

Fig. 1.11 Generalized Hough transform.
Hough voting can be performed using a tem-
plate instead of an analytical expression.

For the second level analysis, two
straightforward options are to use another
segmentation network or a regression net-
work. In these cases, the network may un-
derperform when the local features needed
to trigger a detection are missing. This may
happen due to seismic noise, low magnitude
earthquakes, or deep earthquakes. A better
solution may be to compute a regression map
where each pixel represents the distance of
that point to the arrival time. This regression
map forces the network to learn contextual
features, and can be reduced using voting.

A popular voting procedure in computer
vision is the Hough transform [69]. This
method, although originally intended for the
detection of parametric shapes such as lines or circles, has also been used in combination with
convolutional networks [70, 71]. The first version of the Hough transform used equation 1.4
to sample an input image using multiple combinations of θ and r. For a given combination
of θ and r, the image intensities along the line path would be added to a two dimensional
accumulator. Each bucket in the accumulator would represent a line configuration, with
one dimension being the θ domain, and other dimension the r domain. Once all the θ − r
combinations are tested, the bucket with the largest value will represent the most probable
line configuration.

xcos(θ)+ ycos(θ)− r = 0 (1.4)

The second iteration of the Hough transform uses nonparametric templates to perform
detection as illustrated in Fig. 1.11. This generalized Hough transform shifts a predefined
template throughout the image, accumulating the image intensities that match the template
on a multidimensional accumulator. In this case, the Hough accumulator has as many
dimensions as variables needed to represent the template configuration. This means that, for
a template that only shifts in the X and Y directions, the accumulator will have 2 dimensions.
If we also allow for the rotation of the mask, a third dimension will be added, and if more
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transformations are used, the Hough accumulator will have an additional dimension for each
parameter in the transformation.

With the popularization of convolutional networks, multiple methods have relied on
Hough voting to perform detection. These methods use a semantic segmentation network
compute a displacement map, which is later used to cast votes into a Hough accumulator.
Similarly to these methods, the second level network may compute a displacement map
where each datapoint points to the predicted arrival time. These datapoints will be used to
cast votes into a Hough accumulator, and the bucket with the most votes will represent the
arrival time.

A journal publication is presented in section 2.3, where all the concepts explained above
are integrated to create a state of the art seismic phase picker.
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Abstract
Fluorescent cytometry refers to the quantification of cell physical properties and surface bio-

markers using fluorescently-tagged antibodies. The generally preferred techniques to per-

form such measurements are flow cytometry, which performs rapid single cell analysis by

flowing cells one-by-one through a channel, and microscopy, which eliminates the complex-

ity of the flow channel, offering multi-cell analysis at a lesser throughput. Low-magnification

image-based cytometers, also called “cell astronomy” systems, hold promise of simulta-

neously achieving both instrumental simplicity and high throughput. In this magnification

regime, a single cell is mapped to a handful of pixels in the image. While very attractive, this

idea has, so far, not been proven to yield quantitative results of cell-labeling, mainly due to

the poor signal-to-noise ratio present in those images and to partial volume effects. In this

work we present a cell astronomy system that, when coupled with custom-developed algo-

rithms, is able to quantify cell intensities and diameters reliably. We showcase the system

using calibrated MESF beads and fluorescently stained leukocytes, achieving good popula-

tion identification in both cases. The main contribution of the proposed system is in the

development of a novel algorithm, H-EM, that enables inter-cluster separation at a very low

magnification regime (2x). Such algorithm provides more accurate brightness estimates

than DAOSTORM when compared to manual analysis, while fitting cell location, brightness,

diameter, and background level concurrently. The algorithm first performs Fisher discrimi-

nant analysis to detect bright spots. From each spot an expectation-maximization algorithm

is initialized over a heterogeneous mixture model (H-EM), this algorithm recovers both the

cell fluorescence and diameter with sub-pixel accuracy while discriminating the background

noise. Finally, a recursive splitting procedure is applied to discern individual cells in cell

clusters.

PLOS ONE | https://doi.org/10.1371/journal.pone.0222265 September 12, 2019 1 / 16

a1111111111

a1111111111

a1111111111

a1111111111

a1111111111

OPEN ACCESS

Citation: Pardo E, González G, Tucker-Schwartz
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Introduction

The focus of cytometry is to classify cell types by analyzing physical and molecular biomarkers.

Flow cytometers, the preferred instrument for cytometry, utilize photometry techniques to

measure cell biomarkers, such as cell diameter and antigen expression, through scattering and

fluorescence interactions with laser beams [1]. Cell diameter is usually estimated by measuring

the amount of light scattered in the direction of the light beam [1], whereas the expression of

specific antigens is estimated by measuring the light emitted by fluorophores bound to such

antigens [1]. Even with the development of personal cytometers, cytometry faces challenges

including instrumental cost, complexity, and inability to distinguish cell clusters.

An alternative to flow cytometry is fluorescent microscopy and slide scanners to estimate

the same physical and biological parameters. Microscopy has made remarkable advances in

quantitative molecular detection at typical magnifications (>10x) and has even moved past the

diffraction limit for single molecule detection [2]. However, in these magnification regimes, a

limited number of cells can be simultaneously imaged per field of view, restricting the

throughput of the system.

For many clinically relevant cytometric assays, such as CD3/CD4 counts for monitoring

HIV progression, the required clinically actionable information is limited to cell diameter and

molecular biomarker expression. For these situations high magnification microscopy, which

provides a window into cell morphology, is not required. Shapiro et al. proposed replacing

flow cytometry with celular astronomy (imaging cytometry conducted at low magnification,

around 4x), due to the inherent lower instrumental complexity [3, 4]. Despite reducing hard-

ware complexity, image quantification at low magnifications poses image analysis problems

not typical for higher magnification microscopy such as a) the finite discretization of cells into

a small number of pixels, which leads to significant partial volume effects; b) the presence of

unbound fluorophores due to sample preparation protocols that do not include wash steps,

decreasing the contrast between the signal and the background; c) low fluorescence intensities,

which, in combination with the image noise and the background fluorescence, creates a low

SNR scenario; and d) cells may be clustered together, complicating the identification and

quantification of individual cells. Given the promise of cell astronomy for improving access to

clinical cytometry in low-resource settings, these image analysis challenges motivate the devel-

opment of an automated computer vision algorithm to reliably analyze such low-magnifica-

tion images. Powered by such algorithms, cell astronomy may therefore by expanded to more

advanced cytometric applications.

An automated algorithm for cell astronomy needs to solve the following tasks: a) locating

cells in the image, a task often referred to as “spot detection”; b) estimating the brightness of

the cells, a task referred to as photometry; c) estimating the diameter of the cell; and d) finding

spots that correspond to multiple cells in close physical proximity to each other, and if such is

the case, splitting them into individual events (often referred to as “split and merge”). To solve

these challenges, an image processing pipeline was developed which is illustrated in Fig 1. For

the initial task of spot detection, we employ standard algorithms from this widely studied topic

in automated fluorescence microscopy quantification [5–12]. This task involves the identifica-

tion of each spot in the image, usually by returning a coordinate related to the spot location or

a bounding box. A review by I. Smal et al [5] has shown that supervised machine learning

based spot detection methods usually outperform unsupervised ones. Motivated by these

results, we have incorporated a Fisher discriminant analysis-based spot detector to the pro-

posed pipeline. If only the presence of cells is needed for the cytometry assay, spot-detection

techniques might suffice, as is the case in the diagnosis of infectious diseases by means of

CD4+ T cell counting [13]. However, the diagnosis of other conditions such as leukemia

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry
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requires the analysis of multiple cell biomarkers to adequately distinguish leukocytes cell types

by means of a combination of their physical and molecular biomarkers [14], which cannot be

obtained using spot detection techniques alone.

The second task is to perform photometry of the under resolved spots detected in the first

step of the algorithmic pipeline. We build upon known photometry techniques for the analysis

of astronomy images to perform fluorescence and diameter analysis of every bright spot in our

images. Typical photometry algorithms assume that every bright spot is the result of observing

an unresolved object through a point spread function (PSF) and use an estimate of the point

spread function to fit the intensity of every detected bright spot. These kind of photometry

algorithms help estimate the luminosity, distance, or chemical composition of astronomical

objects [15]. However, they do not typically estimate the diameter of the object since the

underlying assumption is that objects are completely unresolved. The most notable example of

this family of algorithms is DAOPHOT [16]. This algorithm performs photometry by first cal-

culating the PSF empirically and then fits the location and intensity of every star. For the esti-

mation of the PSF, DAOPHOT considers the width of the gaussian function as a parameter to

estimate. Once the PSF is estimated, DAOPHOT only fits the location and brightness of each

star, leaving out information that would be useful for cellular analysis such as the spot (cell)

diameter.

In microscopy, PSF fitting has been widely used in super-resolution microscopy to locate

molecules with super resolution accuracy [2, 17–20]. Following a similar approach to photom-

etry techniques for astronomy images, super-resolution location algorithms perform a spot

detection step and then fit an approximation of the PSF to each spot, based on the underlying

assumption that each observed spot is the result of applying the point spread function to an

unresolved molecule. The super-resolution location accuracy is achieved since the fitted PSF

has higher resolution than the image and the fitting is performed in the PSF space [21]. Con-

trary to PSF fitting in astronomy, the main goal in super-resolution microscopy is to have a

highly accurate estimate of the location of each molecule; because of such narrow goals, some

authors go as far as to state that fitting a gaussian approximation of the PSF can provide infor-

mation beyond the desired location of the particle center, such as the amplitude and width of

each spot [19].

In recent years, approaches related to the one described have been reported in the field

of super-resolution and single-molecule microscopy [22–24]. While photometry in both

Fig 1. Graphical overview of the proposed approach. The method first detects bright spots using an LDA classifier, then, a model comprised

of a gaussian and an uniform distribution is fitted to an image patch around each cell. Finally, the relative contribution of the gaussian and

uniform distribution is used to compute the fluorescence intensity, while the variance of the gaussian distribution is used as a diameter estimate.

These two features enable the creation of scatter plots similar to the ones resulting from flow cytometry analysis.

https://doi.org/10.1371/journal.pone.0222265.g001
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astronomy and super-resolution microscopy are well studied, their basic premise, that the

object being measured is unresolved (i.e., its diameter is mapped to less than a pixel), does not

hold for accurate quantification of cells in cellular astronomy—therefore, the above mentioned

algorithms are not readily applicable to the problem addressed in this paper. Under cellular

astronomy regimes, the cell is imaged to a few number of pixels, which enables the estimation

of cell diameter, an important cell biomarker.

In the field of imaging cytometry, several methods for detecting cell shape and fluorescence

have been recently described [25–27]; however, these approaches require higher magnification

(e.g. 10x). The diameter of cells on the imaging sensor in this technique are much larger than

in the cell astronomy regime, and thus the required fitting algorithms are relatively simple.

The goal of the proposed algorithmic pipeline is to mimic the cell biomarker analysis con-

ducted by a flow cytometer, with a higher throughput than that allowed by high magnification

cell cytometers. Our method consists of two distinct processes: first, events (bright spots) in

the image are detected using Linear Discriminant Analysis and classic sliding window tech-

niques [5], and second, detected events are analyzed using the H-EM algorithm to enable

quantification of fluorescence intensity and estimation of the physical diameter. The H-EM

algorithm performs expectation maximizations (EM) over a heterogeneous mixture model

and has two main novel contributions. First, it uses a uniform distribution to model image

noise locally while simultaneously fitting the bright spot with a gaussian distribution. Second,

the EM model splits each detection event recursively according to information in the image in

order to separate cell clusters into individual cells. This recursive process stops when the

Bayesian information criterion does not decrease below a given threshold that is estimated

using cross validation.

Finally, the simultaneous estimation of fluorescence intensity and physical diameter enables

the differentiation of monocytes, lymphocytes, and granulocytes in images of CD45 labeled

white blood cells. Such differentiation is not possible using only fluorescence information,

since the marker is non-specific for these cell types.

Materials and methods

Microbeads

To demonstrate initial proof-of-concept of the pipeline, microbeads were used as cell surro-

gates, since they are widely used in flow cytometry to perform quality control, optimize flow

cytometer parameters, and measure sample concentration. Their popularity is attributed to

their uniformity in diameter and fluorescence intensity, which removes biological sources of

variability from the sample. In this study, MESF beads (molecular equivalence of soluble fluo-

rochrome, Bangs Laboratories, Indiana, USA) of fluorescent levels 2, 3, and 4, and diameter

between 7.1 and 7.9 μm, were used to characterize the accuracy of fluorescent intensity and

physical diameter estimation results of the proposed approach. A drop of beads at a concentra-

tion of 2.0e6 particles per mL was placed in a microscopy slide and sealed with a cover slip and

nail polish.

Cell controls and sample preparation

Immunophenotyping controls, stabilized blood cell samples that are also widely used in flow

cytometry due to their characterized levels of cell types, were used to evaluate the algorithm

pipeline in a clinically-relevant use case. CD-Chex Plus (Streck, Omaha, NE) samples were

lysed to remove red blood cells and FITC-labeled fluorescent anti-CD45 antibodies following

standard protocols. Specifically, two preparations of 500 microliters (2.72e4 white blood cells

per microliter) of Streck CD-Chex Plus normal lymphocyte suspension was added to 25

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry

PLOS ONE | https://doi.org/10.1371/journal.pone.0222265 September 12, 2019 4 / 16



microliters (0.3 micrograms) of FITC-labeled anti-CD45 antibody (AbCam Bio, Cambridge,

MA) and incubated at room temperature in the dark for 25 minutes. After incubation, the

samples were transferred to 5 mL of 1X red blood cell (RBC) lysis buffer (eBioscience Inc.,

San Diego, CA) and incubated for 12 minutes at room temperature. The lysis reaction was

quenched by diluting the sample with 9 mL of flow cytometry buffer (eBioscience Inc., San

Diego, CA), after which the cell samples were isolated by centrifugation at 500 x g at room

temperature for 5 minutes followed by decanting of the supernatent and resuspension in 9 mL

of flow buffer, twice, and finally resuspended in 500 microliters of flow buffer to obtain the

original cell concentration. Both samples were combined and filtered to yield 1 mL with an

approximate final cell concentration of 5-10e6 cells per mL. Prior to cell sorting, sample was

diluted with 0.5 mL of flow buffer. Granulocytes, monocytes, and lymphocytes were sorted to

obtain a cell-subtype reference standard at the Koch Institute Flow Cytometry Core at the

Massachusetts Institute of Technology on a FACS Aria III (BD Biosciences, San Jose, CA) run-

ning BD FACS Diva software. The cell sorts were split into 2 portions. The first was used for

imaging and the second was re-sorted to verify purity of the cell population. The cell control

had a population of 7.7% monocytes, 36.0% lymphocytes and 51.4% granulocytes. Sorted sam-

ples of lymphocytes, monocytes, and granulocytes were concentrated by centrifugation at 500

x g for 5 minutes at room temperature. To prepare samples for imaging, 10 microliters of sam-

ple was pipetted onto cleaned microscope slides and covered with a coverslip. Two images for

each of the 5 fields of view were imaged with 5 second integration time, observing an average

of either 897 granulocytes, 173 monocytes, or 942 lymphocytes per field of view (FOV). To

demonstrate the performance of the imaging and analysis pipeline, we used the proposed

H-EM algorithm to analyze the proposed dataset, which took an average of 10.12 seconds per

FOV, and compared the results to standard photometry algorithms, and flow cytometry.

Microscope

All samples were imaged using a custom-built epi-fluorescence microscope with a a 520 nm

high power LED illuminator (UHP-T-520-EP Prizmatix, Holon, Israel). The CCD sensor was

a 2048 by 2048 pixel 14 bit CCD camera (Flex 1500, Spot Imaging) with a pixel size of 7.4 μm.

Each image was acquired using an exposure time of 10 seconds, a gain factor of 1, and a 4x,

0.13 numerical aperture fluorite objective (MVX10, Olympus) coupled to a 0.63x CCD cou-

pler. The resulting total magnification of the system is approximately 2.52x, and the image res-

olution is approximately 3 μm per pixel. A diagram of the system is shown in Fig 2.

Spot detection

The spot detection algorithm uses a sliding window approach where each window is classified

for the presence or absence of a spot. Following the work of [5] the Linear Discriminant Analy-

sis (LDA) algorithm was chosen because it provides a good balance between classification per-

formance, evaluation speed, and conceptual complexity. The classification algorithm is trained

using a set of manually labeled spot locations. Image patches around each cell location are

extracted and normalized with respect to the intensity levels. The chosen patch size was of

15x15 pixels. The resulting pixel values are used as the patch descriptor. This normalization

strategy is selected because it generates similar descriptors regardless of the cell fluorescence

level. The resulting models can be found in Fig 3. After image acquisition, the classifier is

applied to every possible 9x9 image window. For each patch, the previously described descrip-

tor is extracted in order to find the class with the highest posterior probability given the

learned mean and covariance matrix of each class. Once the LDA algorithm is applied to every

extracted descriptor, a threshold is applied to the resulting probability map, resulting in a

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry
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binary map in which each spot represents one or more objects. This threshold is set using

cross validation to minimize detection of false positives while having a true positive rate above

99%.

Heterogeneous EM

Fluorescence intensity and diameter quantification is carried out for each detected spot using

a novel variant of the EM algorithm. This new variant fits one gaussian distribution to each

detected spot and a uniform distribution to the background within a small patch. Each

Fig 2. Microscope system. To achieve low magnification and large field of view we used a 2x MVX10 Olympus

Objective, a high-power Prizmatix LED and a Flex 1500 Spot Camera. The total maginification of the system is 2.52x,

with a resolution of 3μm per pixel.

https://doi.org/10.1371/journal.pone.0222265.g002

Fig 3. LDA prototypes for cell and background and mesh showing the topology of a cell. The images show the result of averaging patches

containing a cell in the center (left), and containing background information (middle). Cells show a gaussian-like distribution while noise

follows a uniform distribution (right).

https://doi.org/10.1371/journal.pone.0222265.g003
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gaussian distribution enables signal quantification while the uniform distribution models the

local background level which, if the patch is small enough, should tend towards uniformity.

Each patch is assumed to be generated by a probability density function representing the

likelihood of a pixel being hit by a photon. In this approach we model the probability density

function as a mixture model where each cell and the background are represented by a compo-

nent of the mixture. Under the assumption that micron sized cells in low magnification images

have a gaussian appearance, recovering cell fluorescence and diameter is equivalent to fitting a

gaussian PDF to the cell and analyzing the fitted parameters. The integral of the likelihood

function applied to the image was used as the surrogate for fluorescence intensity and the full

width at half maximum of the gaussian function as the surrogate for cell diameter; this fitting

was carried out using a modification to the well described EM algorithm [28].

Traditionally, the EM algorithm is performed using a mixture of gaussians. However, such

model does not fit the reality of the images which exhibit a uniform random background

noise, as shown in Fig 3. We have therefore modified the traditional EM algorithm to include a

uniform distribution in addition to the mixture of gaussians, in order to account for image

noise. The EM algorithm is performed by calculating the contribution of each distribution to

each pixel. Traditionally, this contribution is calculated for each photon reaching a pixel,

which would require calculating the contribution for a pixel as many times as the intensity

level of the pixel. Instead of following this redundant approach, the contribution is calculated

once per pixel and, when the maximization step is performed, the contribution of each pixel is

multiplied by its intensity level I(x).

To model a bright spot and background, the contributing functions are a gaussian PDF (Eq

1) and a uniform PDF (Eq 2), respectively. This way, if the algorithm is fitting N gaussians, fc
will be a normal distribution for c from 1 to N, and fc will be a uniform distribution for N + 1.

fcðxÞ ¼
e� 1

2
ðx� mÞTS� 1ðx� mÞ

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi

ð2pÞ
2
jSj

q ; c ¼ 1‥N ð1Þ

fcðxÞ ¼
1

widthim � heightim
if c ¼ N þ 1; ð2Þ

in the equations, μ represents the mean of the distribution, S denotes the covariance matrix,

and widthim and heightim represent the image dimensions. In practice, when processing a field

of view, the algorithm fits a single uniform distribution to the whole image and a gaussian dis-

tribution to each cell; although the fitting algorithm is not limited to this global optimization

approach, this simplifies the recursive split operations. When applying this algorithm, the user

should decide whether to apply it globally, assuming a uniform background, or locally so it can

handle heterogeneity in the background (e.g., unbound aggregates of fluorescent labels or

debris). The expectation step measures the contribution of each component of the mixture to

the generation of population elements. In our case, there is only one population element per

pixel and the mixture of probability density functions is heterogeneous, having a gaussian dis-

tribution for each cell, and one uniform distribution to model image noise. Eq 3 summarizes

this process, where πc represents the mixing factor and θi represents the parameters of the

probability density function i.

zcðxÞ ¼
pcfcðxjycÞP
npnfnðxjynÞ

ð3Þ
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The maximization step fits each distribution to maximize its contribution over the data it is

modeling. When maximizing the uniform distribution only Eq 4 has to be computed, whereas

when maximizing the gaussian distributions Eqs 4, 5, and 6 have to be computed in order to

update the gaussian mixture parameters.

piþ1

c ¼

P
nzcðxnÞIðxnÞP

nIðxnÞ
ð4Þ

mc ¼

P
nzcðxnÞIðxnÞxnP
nzcðxnÞIðxnÞ

ð5Þ

Sc ¼

P
nzcðxnÞIðxnÞðxn � mcÞðxn � mcÞ

0

P
nzcðxnÞIðxnÞ

ð6Þ

After the iterative process has converged, the likelihood over each of the gaussian compo-

nents is computed, which represents the pixel-wise cell probability. This process creates a

probability map that, when multiplied by the image, outputs a new image in which only cells

are present. The last remaining step involves summing pixel intensities over each cell domain

which gives the final fluorescence estimation. This process is summarized in Eq 7. In order to

estimate the diameter a cell, the pixel size was multiplied by the full width at half maximum of

the fitted gaussian distribution.

Fluorescencec ¼
X

x

zcðxÞIðxÞ ð7Þ

Outlier analysis

Since white blood cells and small cell clusters follow certain shape and size constraints, any

event that does not conform to these constraints can reasonably be discarded. The size and

shape of the event is measured through the covariance matrix of each fitted gaussian. There

are three cases that indicate that a particular event is invalid. First, when the variance along

some axis is very small, an extreme case would be when 3σ< 1, meaning that the gaussian

does not even cover a single pixel. Second, opposite to the first case, when a gaussian PDF cov-

ers a section of the image larger than any expected cell or any cell cluster with more than three

cells, which occurs when the algorithm is attempting to fit the background instead of a single

bright spot. Third, when the EM algorithm fits a correlated set of pixels wherein the resulting

covariance is degenerate, which may arise from fitting a small background region using a

gaussian distribution. All these cases are rejected from further processing.

Siding window classifiers often detect clusters of few cells as a single event. To ensure all

clustered spots are properly analyzed, a post processing step is introduced that takes advantage

of our fitting procedure. This step recursively splits the gaussian distributions of clusters in

order to fit each individual spot. Contrary to many split and merge implementations, our algo-

rithm is completely deterministic since it only uses image information to calculate split magni-

tude and orientation. To calculate the direction and magnitude of the splitting, we assume that

bright spots have similar shape and brightness. When one gaussian distribution is fitting two

bright spots in close proximity, the mean of the distribution lies between both bright spots, the

direction of maximum variance is the axis that goes through both spot centers and the variance

of the gaussian is a function of the distance between the bright spots. Eigenvector decomposi-

tion of the covariance matrix allows for the computation of the split direction and magnitude.

The split direction is the one in which the fluorescence has the largest variance, that is the

eigenvector with the largest eigenvalue. The split magnitude is calculated such that two

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry
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separate equal gaussian spots have been fitted by a single gaussian. The split magnitude is the

distance between the fitted gaussian mean, and each of the real gaussian spots means; this can

be expressed as the standard deviation along the axis of largest variance or, in other words, the

square root of the largest eigenvalue. After splitting, the H-EM algorithm is re-initialized, but

with two gaussian functions, each with their different covariance matrix, thus enabling the

analysis of different sized cells. The splitting method is applied recursively until convergence,

measured using the Bayesian Information Criterion (BIC) [29]. For each iteration, the gauss-

ian with the largest eigenvalue is split and the BIC calculated before and after the split are com-

pared. When the difference between the BIC of the current and previous iteration is below a

certain threshold, the splitting of the gaussian PDF is halted and the results prior to the latest

split operation are kept for further processing.

Results

Algorithm performance

To validate the algorithm performance with respect to other microscopy analysis algorithms,

and showcase the feasibility of cell astronomy, experiments with both synthetic beads and sta-

bilized leukocytes were conducted.

Detection performance. The detection performance on unsorted cell images was quanti-

fied by comparing the output of the classifier to the manual annotations of cell locations pro-

vided by an expert. To carry out the comparison, cell and background patches were extracted

and the algorithm was evaluated using cross validation. The resulting TPR (true positive rate)

and FPR (false positive rate) were 0.9780 and 5.1629e-04, respectively.

Photometry performance comparison. We compared our fluorescence intensity estima-

tion to that of DAOSTORM in sorted cell samples. DAOSTORM was used as reference since it

is based in DAOPHOT [16], which is one of the most cited photometry algorithms applied in

astronomy, and is one of the best performing algorithms in a recent evaluation of software

packages for single-molecule localization microscopy [2]. We used the correlation coefficient

among both methods as the figure of merit, since fluorescence does not need to be estimated

in an absolute scale for cytometry analyses. To this end, we prepared three kinds of samples,

each containing a pure population of either granulocytes, monocytes, or lymphocytes. Four

fields of view were acquired for each sample. When analyzing the samples with DAOSTORM,

a background sigma of 17 and a threshold of 4 was used for the spot detection routine.

The scatter plots in Fig 4 show the correlation between our approach and DAOSTORM

when estimating the fluorescence intensity of granulocytes, monocytes, and lymphocytes. The

correlation coefficients are 0.86, 0.75, and 0.71 respectively. The average correlation across

cells is 0.77. Such moderate correlation coefficients can be due to the fact that DAOSTORM is

designed to account for unresolved objects, while the cells imaged by our system span several

pixels. This explanation is coherent with the fact that the diameter of granulocytes range from

10-15 μm, while the diameter of monocytes ranges from 15-30μm and lymphocytes range

from 7-15 μm. The correlation between our method and DAOSTORM is larger when the vari-

ability in cell diameter is smaller. Since DAOSTORM uses a single PSF to fit all bright spots,

variations in spot size will increase the fitting error, and subsequently increase the error in esti-

mated fluorescence.

To assert which method is generating more reliable results, we manually analyzed two lym-

phocyte subsets using aperture photometry. The first subset is comprised of the 30 cells for

which both methods disagreed the most, and the second subset is comprised of 30 random

cells. The first subset is aimed at deciding whether DAOPHOT tends to underestimate the

fluorescence of lymphocytes, or our approach tends to overestimate it, while the second subset

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry
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will provide an overall accuracy estimate when compared to manual analysis. The analysis of

the 30 cells with the most disagreement shows that our approach has an error rate of 10.47%

while DAOPHOT has 67.27%, which indicates that DAOPHOT is underestimating the fluo-

rescence of a significant number of cells. On the second subset, the analysis of 30 random cells

shows that our approach has an overall error rate of 8.8% while DAOPHOT has an error rate

of 19.74%.

Splitting performance. The splitting performance on unsorted cell images was quantified

by comparing manual annotations of clusters of two or three cells to the output of the algo-

rithm. The algorithm was initialized with a single gaussian in the center of the bounding

box enclosing the cluster. After this initial setup the recursive splitting algorithm was run until

convergence. The results indicated that 80.18% of the clusters were correctly analyzed. Fig 5

illustrates some challenging samples that present nonuniform cell diameters and fluorescence

levels.

Application to cell astronomy

After showing that the proposed image analysis pipeline can detect events, estimate their fluo-

rescence better than standard algorithms, and recursively split clusters, we proceeded to char-

acterize its performance with calibration beads and a well-characterized biological sample.

Bead analysis performance. We imaged and analyzed samples containing beads of MESF

levels 2, 3, and 4, with the goal of characterizing inter-cluster separation and the influence of

Fig 4. Photometry comparisons. Scatter plots showing the correlation between our approach and DAOSTORM for granulocyte, monocyte, and

lymphocyte populations. The blue lines in the plots represent the linear fit of the two measurements.

https://doi.org/10.1371/journal.pone.0222265.g004
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signal intensity on diameter estimation. Three samples, one for each bead intensity level, were

prepared and imaged individually. The mean diameters of the beads was of 7.52μm, with a

coefficient of variation of 4.8%, as specified by the manufacturer via Coulter Principle.

Table 1 shows the mean fluorescences, diameters, and image SNRs of the analyzed bead

groups. The estimated physical diameter for all the three bead types falls in the expected range

specified by the manufacturer, 7.1–7.9μm. The average recovered bead diameter is 7.6μm with

a coefficient of variation of 17.44%. The data shows that there is 5.33% increase in the esti-

mated diameter of MESF level 2 beads with respect to MESF level 4 beads, probably due to the

small SNR of those images.

Finally, the correlation coefficient between the estimated fluorescence and the reference

bead MESF fluorescence is R2 = 0.9998 (p = 0.008), showing good linearity against the refer-

ence standard. The coefficients of variation of each bead type are larger than those of the refer-

ence standard, being of 49%, 52%, and 42% for MESF beads of levels 2, 3, and 4, respectively.

Despite having large CVs, the three bead populations can be distinguished, as shown intui-

tively in Fig 6 and numerically through the hypothesis testing performed in Table 2.

Cell population analysis performance. We sorted the biological sample into granulo-

cytes, monocytes, and lymphocytes using flow cytometry. These pure population samples were

used to compare the measurements from the cell astronomy system (microscope and analysis

pipeline) to the reference standard flow cytometer.

Fig 7 shows the resulting scatter plots obtained from the cell astronomy system and the flow

cytometer. This test underlines the importance of the diameter estimation when analyzing cell

samples; because the CD45 fluorescence intensity of the monocyte population falls between

the intensity of the granulocytes and lymphocytes, it is unfeasible to identify the three groups

using fluorescence alone. The scatter plots are not identical due to the different origin of the

measurements, which is particularly evident for the diameter measurements. Indeed, flow

cytometry measures forward cell scatter, and uses such measurement as a surrogate for

Fig 5. Clusters may be composed of cells having different diameters and fluorescences. In the first two examples

the cells were identified correctly, but in the third example the algorithm overfitted 4 cells instead of 2. The mean of the

fitted gaussians are represented by red dots.

https://doi.org/10.1371/journal.pone.0222265.g005

Table 1. Mean fluorescence and diameter of different groups of beads. Reference MESF refers to bead intensity as measured by the manufacturer. The coefficients of

variation for each measurement are shown in parenthesis.

MESF Reference MESF SNR Mean Fluorescence Diameter (μm)

4 624,803 (0.42%) 102.0 4851.3 (42.5%) 7.5 (16.7%)

3 138,201 (1.24%) 23.5 1197.4 (52.1%) 7.7 (16.0%)

2 18,882 (2.07%) 7.8 372.3 (42.5%) 7.9 (18.6%)

https://doi.org/10.1371/journal.pone.0222265.t001
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Fig 6. Bead performance. Beads of MESF levels 2, 3, and 4 were analyzed, and the estimated fluorescences were

combined into a single histogram. This histogram shows the algorithm is capable of separating the three bead types

with little overlap between the histogram of different MESF levels.

https://doi.org/10.1371/journal.pone.0222265.g006

Table 2. Results of t-test and Cohen’s d for the fluorescence intensity of MESF level 2 against MESF level 3, and

MESF level 3 against MESF level 4.

Populations p-value t-value Cohen’s d

2-3 MESF < 0.0001 -61.71 -1.75

3-4 MESF < 0.0001 -114.80 -2.30

https://doi.org/10.1371/journal.pone.0222265.t002

Fig 7. Cell performance. Sorted samples were analyzed using a flow cytometer and our approach. The results of the two methods demonstrates

similar relative positions of the 3 cell groups. Monocytes show the largest average diameter while lymphocytes show the largest diameter

variation. Granulocytes present the lowest CD45 fluorescence intensity, while lymphocytes present the highest fluorescence intensity and the

monocyte fluorescence intensity is intermediate to the other two.

https://doi.org/10.1371/journal.pone.0222265.g007
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diameter, whereas the cell astronomy system measures actual diameter. Despite such differ-

ences, three different clusters are observed in both scatter plots, showing the ability to distin-

guish leukocyte subtypes using both systems.

Measured CD45 fluorescence intensity was compared to previous reports [30], which used a

similar flow cytometer (FACSCanto II, Becton Dickinson Bioscience, San Jose, CA, USA). Both

studies show that lymphocytes have the highest CD45 fluorescence intensity while granulocytes

have the lowest. There is also agreement on the relative position of the three groups; lympho-

cytes and granulocytes show little overlap, while monocytes fall between these two groups. The

diameters estimated by our algorithm were compared to the expected relative cell diameters

reported by [31]. Our results agree that monocytes have the highest average diameter, with

mean and standard deviation of 16.1 ± 0.67μm, lymphocytes have the highest diameter varia-

tion 14.0 ± 1.31μm, and neutrophils (the most abundant kind of granulocytes) have a diameter

smaller than monocytes and similar to the largest half of the lymphocytes, 15.5 ± 0.56μm.

Discussion

Cellular astronomy was proposed to achieve high-throughput imaging cytometry; however,

the interpretation of such low-resolution images of fluorescent cells with the goal of estimating

their diameter and fluorescent labeling is a challenging task. In this work we have proposed an

algorithmic pipeline for image analysis and interpretation, enabling simultaneous accurate

photometry and estimation of the cell diameter.

To detect and identify cells in the image we have used a model-based approach that shows a

high true positive rate (TPR) of 0.9780 while rejecting irrelevant events, with a false positive

rate (FPR) of 5.1629e-04. Such model-based cell detection method is on par with state of the

art methods [5]. The high true positive rate ensures that the majority of the cells are located,

while having a low false positive rate ensures that only cells or small cell clusters are detected.

We have shown that the proposed pipeline can estimate fluorescence with lower error, with

respect to manual photometry, than DAOSTORM. Indeed, the results suggests that DAO-

STORM has the tendency to underestimate the fluorescence of cells. Additional tests using

microbeads show that the proposed approach can estimate the fluorescence intensity of MESF

beads of levels 2, 3, and 4 with high linearity and achieve inter-cluster separation.

Further, the system is able to recover the diameter of the objects under inspection. The

average recovered bead size is of 7.6μm while the reference standard is of 7.5μm. The coeffi-

cient of variation of bead diameters estimated with our system is larger than that of the specifi-

cations of the beads used regularly for flow calibration. Large coefficients of variation can be

explained by the low-resolution images we acquire. The diameter of a 7.5μm object is mapped

to a low number of pixels (3-4). An error of one pixel in diameter estimation incurs in an error

between 25% and 33%. Due to partial volume effects, such error is to be expected. It is also pos-

sible to recover the diameter of cells, which, in our system are 14.0 ± 1.3μm for lymphocytes,

15.5 ± 0.56μm for granulocytes and 16.12 ± 0.67μm for monocytes. Standard diameters for

such cells are 7–12μm for lymphocytes, 10–20μm for granulocytes and 10–18μm for mono-

cytes [32]. Granulocytes and monocytes are within the expected range. Lymphocytes appear

larger in our system than the size that is cited in the literature. Such effect could be due to the

particularities of the sample, the sample preparation method, or the H-EM algorithm. Discern-

ing between such explanations require reference standard size measurements that are not cur-

rently available.

We have described a method to refine detections for clustered cells in contrast to the com-

mon approach in flow cytometry which excludes doublets from the final analysis [1]. The like-

lihood of encountering doublets or triplets using cellular astronomy may also be tuned by

H-EM: Cell diameter and intensity quantification in low-resolution imaging cytometry
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carefully selecting a sample preparation methodology. However, there is a tradeoff between

the probability of doublets appearing and the density to which the sample can be prepared,

which has implications on instrument throughput.

Using size and fluorescence estimates, we compared the results of using our approach to

those of using a flow cytometer. Fig 7 shows the 3 differentiated cell groups for both our system

and the flow cytometer. As flow cytometry does not measure the same physical properties as

our algorithm, there is an understandable difference between the two approaches. However,

the three groups are clearly differentiated in both approaches.

Conclusion

The estimation of cell fluorescence and size from cellular astronomy images is challenging due

to the inherent low-resolution properties of the images, different cell sizes, and the appearance

of small cell clusters. We have developed H-EM, an algorithm that estimates cell size and fluo-

rescence, and is robust to such image properties. We have performed extensive evaluation of

the proposed method using MESF beads and fluorescent stained leukocytes, showing that

H-EM’s intensity estimation is more accurate to manual measurements than that of estab-

lished algorithms, such as DAOSTORM. Further, H-EM recovers cell diameter estimations,

enabling cell cluster separation.

Our future work will focus on the development of fitting methods powerful enough to han-

dle more challenging scenarios such as dark field images, where the background is noisier

because of the light scattered by the debris. An algorithm that presents a better way of handling

the background would not only increase the brightness and diameter estimation performance

for fluorescence imaging, but also enable its application to a wider set of problems. Another

important improvement would be to use a more configurable shape prior, which would

improve the performance of the algorithm when analyzing non-gaussian shapes which may

appear both in cells and in standard astronomy.
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� Abstract
Multicolor in situ hybridization (mFISH) is a karyotyping technique used to detect
major chromosomal alterations using fluorescent probes and imaging techniques. Man-
ual interpretation of mFISH images is a time consuming step that can be automated
using machine learning; in previous works, pixel or patch wise classification was
employed, overlooking spatial information which can help identify chromosomes. In
this work, we propose a fully convolutional semantic segmentation network for the
interpretation of mFISH images, which uses both spatial and spectral information to
classify each pixel in an end-to-end fashion. The semantic segmentation network devel-
oped was tested on samples extracted from a public dataset using cross validation.
Despite having no labeling information of the image it was tested on, our algorithm
yielded an average correct classification ratio (CCR) of 87.41%. Previously, this level of
accuracy was only achieved with state of the art algorithms when classifying pixels from
the same image in which the classifier has been trained. These results provide evidence
that fully convolutional semantic segmentation networks may be employed in the com-
puter aided diagnosis of genetic diseases with improved performance over the current
image analysis methods. VC 2018 International Society for Advancement of Cytometry

� Key terms
mFISH; convolutional networks; semantic segmentation; chromosome image analysis

MULTICOLOR fluorescence in situ hybridization (mFISH) is a cytogenetic method-

ology that allows the simultaneous visualization of each chromosome pair in a differ-

ent color, providing a genome-wide picture of cytogenetic abnormalities in a single

experiment (1,2). It was introduced in 1996 as spectral karyotyping (SKY) (2) and

multiplex-FISH (M-FISH) (1), methodologies which are similar in terms of labeling,

but differ in terms of imaging system requirements and image acquisition and analy-

sis process. After the mFISH spectral information has been acquired, different fea-

tures can be analyzed to assign a chromosome label to each pixel. Manual

interpretation of mFISH images is a time-consuming task where not only the inten-

sity of each pixel is compared across channels but also the shape, size, and centro-

mere position. Many attempts have been made to automate the task, pixel and

region based classifiers being the most notable approaches. Classifiers-based methods

usually build a feature vector using pixel or patch based intensity information and

use that information to train a classifier, which is later used to classify pixels from

the same image (3,4), or from a new image (5,6). Multiple pixel based classifiers have

been developed for the analysis of mFISH images, showing that the spectral informa-

tion present in a pixel can be successfully used to train machine learning classifiers

(6,7). In the other hand, region based classification have also been studied, showing

that it generally outperforms pixel based classification approaches (3,4), underlining

the importance of using spatial information to improve the performance of mFISH

analysis algorithms.
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Despite the relative success of the above mentioned

approaches, none of them take into account spatial informa-

tion about the shape, size, or texture of the objects being ana-

lyzed. This limits the performance of the algorithms in

challenging scenarios where the identification of the chromo-

some is not clear based only on the spectral information.

Some important features typically used in manual analysis,

but not incorporated into classification algorithms, are the

relative length of a chromosome, the arm ratio, or the centro-

meric index (8). Such features can be automatically learned

running the input images through a network of convolutions

and resampling operations, comparing the resulting image to

the expected segmentation map, and backpropagating the

error to learn the network parameter. This approach is usually

called “end to end semantic segmentation.”

End to end semantic segmentation using convolutional

networks has been shown to achieve state of the art results by

automatically learning features based on spatial and intensity

information (9–11). The convolutional network approach

shifts the focus from feature engineering to network architec-

ture engineering, searching for the best network layout for a

given problem.

In the field of biomedical image processing, network

architectures such as U-Net (9) have been widely used to per-

form end to end semantic segmentation. This architecture

consists of two paths: the first one builds an abstract represen-

tation of the image by iteratively convolving and subsampling

the image, while the second creates the target segmentation

map by iterative upsampling and convolving the abstract fea-

ture maps. These two paths are symmetrical and connected by

concatenating the corresponding upsampling and downsam-

pling layers.

Different architectures of end-to-end convolutional net-

works for semantic segmentation have been developed since

the creation of U-Net, the Deep-Lab architecture (11,12)

being one of the best performing ones, with an average preci-

sion of 86.9% in the Pascal VOC challenge (13). The core of

this architecture is the use of atrous convolution for probing

convolutional features at different scales which has proven to

be a powerful way of incorporating context information. The

good results in the Pascal VOC 2012 semantic segmentation

challenge led us to incorporate some of the main ideas into

our work with mFISH images.

The main challenge of applying end to end convolutional

networks is the limited number of samples found in the com-

monly used benchmarks, mainly the ADIR dataset (3–6). This

dataset contains mFISH samples prepared using Vysis, ASI,

and PSI/Cytocell probes, were each cell is captured in seven

images, six of them representing the observed intensity of

each fluorophore and the remaining one containing manual

expert labeling of every pixel. The three different probes used

to prepare the samples do not share a common labeling

scheme, which means that the features used to segment a sam-

ple hybridized with a Vysis probe set may not work in samples

where the ASI probes were used. To reduce the impact of

using different probe sets for training and testing, this work

focuses on the Vysis subset, since it is the largest one.

In this work, we present a fully convolutional network

for semantic segmentation of mFISH images that uses both

spectral and spatial information to classify every pixel in an

image in and end-to-end fashion, a graphical overview of the

proposed approach is illustrated in Figure 1.

MATERIALS AND METHODS

Dataset

The ADIR dataset (6,7,14) was used to design and evalu-

ate the network. This dataset contains samples prepared with

different probe sets: ASI, PSI/Cytocell and Vysis. Each probe

set uses different dyes and combinatorial labeling schemes,

which means that even if all mFISH images have six channels,

these channels have different meanings depending on the

probes used. There are some cases where the emitted spectra

overlap among different subsets, ASI and Vysis probes both

emit fluorescence in the Spectrum Green channel, and ASI

and PSI/Cytocell both emit fluorescence in the Cy5 channel.

Despite this overlap, the underlying probes are hybridized to

different chromosomes, which means that this information is

not easily reusable for learning the segmentation maps. The

dataset contains 71 ASI images, 29 PSI/Cytocell images, and

84 Vysis images. We decided to evaluate our algorithm on

samples prepared with the Vysis probe sets, since they are the

most frequent.

The Vysis subset was further refined by removing 14 low

quality images. Some authors have reported a list of low qual-

ity images due to ill-hybridization, wrong exposure times,

channel cross talk, channel misalignment, or using different

probes that the ones reported (6). To ensure that the estimated

CCR is not biased by avoidable issues in the sample prepara-

tion and acquisition steps, the images listed in (6) have been

removed from the dataset. Additionally, when analyzing the

achieved CCR on the remaining samples we detected some

outliers. Visual inspection of these samples confirmed issues

in the preparation or acquisition steps which can be observed

in Figure 2. We removed four additional samples that pre-

sented abnormal intensity levels in some of the channels and

limited the performance of the network, we also kept samples

with similar but less intense problems since most of the noisy

samples did not have large negative impact to the perfor-

mance of the network and helped to maintain a realistic vari-

ability in the dataset. The list of removed images is shown in

Table 1.

We have also evaluated our techniques on the complete

database, to test how quality of the database affects the result.

Convolutional Block

Convolutional networks are usually comprised of differ-

ent blocks that encapsulate a specific behavior. The VGG net-

work (15) uses a basic block in which two or more

convolutions with 3x3 kernels are followed by a pooling oper-

ation, the idea behind this block is that a stack of two or more

3x3 convolutional layers, without spatial pooling between

them, emulates a larger receptive field with a smaller number

of parameters; as an example, two 1-channel 3x3 convolu-

tional layers have 9 parameters and an effective receptive field
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of 5x5, whereas a 1-channel 5x5 convolutional layer has 25

parameters for the same receptive field.

Since the creation of VGG, deeper networks such as

Inception (16) and ResNet (17) have been developed. These

networks are usually trained on datasets containing thousands

of images and are designed to account for the large variability

present on those datasets. Specifically, the main idea behind

Inception is to use dense components to approximate the

local sparse structure usually found in convolutional net-

works. That is, to cover local activation clusters using 1x1 con-

volutions and more spatially spread activation clusters using

larger 3x3 and 5x5 convolutions. On the other hand, ResNet

blocks introduce shortcut connections to ease the training of

deep networks. Because the deepest layers of a network intro-

duce small changes to the features, residual learning is better

preconditioned than standard learning. Despite this progress

in convolutional networks, the relatively small size of the

ADIR dataset makes these blocks unfit for the semantic seg-

mentation of mFISH images.

As the goal of this work is to build a cost effective convo-

lutional network for the segmentation of mFISH images, a

VGG-like layout was used in the first section of the

Figure 2. The far red channel of the image V190442 has different intensity levels than other images from the dataset. The same channel

extracted form image V190542 is shown for comparison.

Figure 1. Network architecture. The Conv block illustrates a convolution followed by a ReLU activation and batch normalization, for the

last Conv block there is no batch normalization and the activation is switched to a Softmax function. The parameters in a Conv block repre-

sent the kernel size, the dilation rate, and the number of filters. The MaxPool block represents a max pooling operation where the first

parameter is the pool size, and the second is the stride. The parameter for the Dropout block represents the dropout rate. Whenever a x2

is present, 2 blocks are performed sequentially. After two downsampling steps, an ASPP module is used to probe information at different

resolutions. The different ASPP branches are concatenated and a 1x1 convolution is used to combine the information. The final feature

maps are upsampled using bilinear interpolation. We found useful to apply dropout after concatenating the ASPP branches due to the

low number of samples available. [Color figure can be viewed at wileyonlinelibrary.com]
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architecture. The first 4 blocks in Figure 1 are comprised of

two pairs of 3x3 convolutions followed by max pooling opera-

tions. This layout resembles the combination of small 3x3 ker-

nels and downsampling operations used in the VGG network

and its goal is to create an initial set of high level features that

will be later refined by using dilated convolutions to aggregate

contextual information.

Dilated Convolution

Atrous or dilated convolution (11,12,18) is an efficient

way of aggregating multiscale contextual information by

explicitly adjusting the rate at which the input signal is sam-

pled or, in an equivalent view, the rate at which the filters are

upsampled. Specifically, this operator is a generalization of the

standard convolution where the value of the dilated convolu-

tion between signal f and filter k, with dilation rate l, is com-

puted following Eq. (1).

ðf �l kÞðxÞ5
X1

m521
f ðmÞkðx2lmÞ (1)

By tuning the dilation rate, the network can probe image fea-

tures at large receptive fields. This enables the network to

include long range context information with a more limited

cost than using successive convolution and pooling operations.

On the other hand, it is easy to see that Eq. (1) with a dilation

rate l of 1 is equivalent to a standard discrete convolution.

When comparing dilated convolution to the way U-Net

style networks aggregate context information, one drawback of

U-Net style architectures is that the context information is cap-

tured using downsampling operations. Pooling operations are

useful to build high level features at the expense of losing resolu-

tion. This is very convenient for the classification task since no

location information needs to be preserved. On the contrary,

semantic segmentation performs a pixel wise classification,

meaning that spatial information needs to be preserved. How-

ever, the spatial information lost on the downsampling path is

recovered by complex upsampling operations involving trans-

pose convolutions, and regular convolutions. The upsampling

path may be avoided if contextual information is captured using

modules that do not downsample the feature maps. This is

where dilated convolutions come into play.

The proposed architecture introduces dilated convolu-

tions after the second downsampling operation. For the prob-

lem of mFISH semantic segmentation, we found that building

a first level of abstract features using two downsampling

operations, works better than using a deeper first stage with

more downsampling operations or a shallower one with fewer

ones.

Atrous Spatial Pyramid Pooling

Spatial pyramid pooling (19) was designed to overcome

the problem of analyzing information at different scales, sizes,

and aspect ratios. The module pools image features at differ-

ent scales to build a fixed size feature vector. This enables the

classification of arbitrary sized images, and also improves the

performance for objects undergoing deformations or scale

transformations.

The successful application of spatial pyramid pooling in

image classification and object detection led to the develop-

ment of atrous spatial pyramid pooling (11,12). This new

module applies some of the core ideas of spatial pyramid

pooling to the field of image segmentation, dilated convolu-

tions are used to capture information at different resolutions,

1x1 convolutions express the degenerate case of dilated convo-

lutions where only the center weight is active, and global aver-

age pooling is used to capture image features.

In this work, the atrous spatial pyramid pooling module

is introduced after the second max pooling operation. This

module performs a resolution wise analysis of the initial set of

low level features, aggregating spatial information to improve

the initial spectral analysis.

Training

In order to train the network, a set of guidelines must be

followed to fully reproduce our work. This section presents

the key points of our training protocol.

Loss function. The training is performed in an end-to-end

fashion, where a batch of six channel images is fed into the

system and the network outputs a batch of 24 channel images

representing the class likelihood for each pixel. The output of

the network is converted into a categorical distribution using

the softmax function in Eq. (2), where ScðxÞ denotes the soft-

max value of class c at pixel x, f ðxÞc is the value of the feature

in the pixel x and channel c, and C represents the number of

channels or classes. Finally, this categorical distribution is

compared to the ground truth using the cross entropy loss

function in Eq. (3), where p(x) denotes the ground truth class

distribution at pixel x and q(x) is the predicted distribution.

To compare the predictions to the ground truth, either

the ground truth has to be scaled to the size of the logits (11),

Table 1. List of images removed from the Vysis subset

FILE NAME CONDITION FILE NAME CONDITION

V250253 Ill-hybridization/Wrong exposure V290962 Ill-hybridization/Wrong exposure

V260754 Channel cross talk V291562 Channel misalignment

V260856 Channel cross talk V1701XY Wrong probe label

V290162 Channel cross talk V1702XY Wrong probe label

V290362 Channel cross talk V1703XY Wrong probe label

V270259 Ill-hybridization/Wrong exposure V1402XX Ill-hybridization/Wrong exposure

V280162 Ill-hybridization/Wrong exposure V190442 Ill-hybridization/Wrong exposure
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or the predictions need to be scaled to the size of the ground

truth (12); scaling the ground truth would remove part of the

information used in training, so the second option was cho-

sen. Besides, the ground truth presents additional labels for

background and overlapping chromosomes, however, these

are not usually taken into account when training and calculat-

ing the CCR (3). Thus, after creating the one-hot encoded

labels, the image slices representing the background and over-

lapping labels are removed, guaranteeing that the background

and overlapping pixels are not taken into account during the

training process.

ScðxÞ5
ef ðxÞc

XC

i51

ef ðxÞi

(2)

Eðp; qÞ52
X

x

pðxÞlogðqðxÞÞ (3)

Optimizer. The Adam algorithm (20) was used to perform

optimization. This optimizer was designed to combine the bene-

fits of AdaGrad (21), which works well with sparse gradients

usually found in computer vision problems, and RMSProp (22)

which works well in on-line and non-stationary settings. The

method computes individual adaptive learning rates for different

parameters from estimates of first and second moments of the

gradients, and it has been shown to converge faster on some con-

volutional network architectures.

Batch normalization. Batch normalization (23) is used to

regularize the features in the intermediate layers. When train-

ing convolutional networks, the inputs of a convolution layer

have different distributions in each iteration. This is known as

the internal covariate shift and is addressed by normalizing

the inputs of a layer. This form of regularization improves the

convergence and generalization of the network. Batch normal-

ization works optimally when batches have a enough number

of samples, so that the batch-wise statistics are significant. We

decided to use a batch size of 16, since it has been shown to be

sufficient for the segmentation network proposed in (12).

Dropout. Dropout (24) was also used for regularization. This

technique works by randomly setting to 0 a fraction of the units

in a layer. Although it has been widely used to create “thinned”

fully connected layers when training classification networks

(16,25), it has also been used successfully in segmentation net-

works (10). In this work, we introduced a dropout layer between

the concatenation of ASPP branches and the final 1x1 convolu-

tion, this forces the network to learn more significant and gen-

eral features which, in turn, improves generalization.

Image preprocessing. To speed up the process of training and

enable larger batch sizes, the images were cropped and scaled.

First, all samples were cropped to a 536x490 window, the mini-

mum window that ensures that no chromosome information is

left outside. The resulting images were then downscaled by 30%,

which produces images of 375x343 pixels.

Data augmentation. To prevent the network from over fitting

the training samples we have used data augmentation. This is an

essential step when training with a small number of samples

since it increases the variance of the data used to train the net-

work. Training samples were subjected to random scaling, rota-

tions, and translations, which are some of the main types of

deformations that can be observed in microscopic images, and

the resulting images were added to the training set.

RESULTS

The performance of the network is reported by estimat-

ing the CCR, computed using Eq. (4), of the Vysis samples

from the ADIR dataset, using leave-one-out-cross-validation.

The test was designed to avoid some common flaws encoun-

tered in the testing of mFISH classification algorithms, such

as using a test set extracted from the same image the algo-

rithm was trained on. In the following sections, we first ana-

lyze the performance of some state of the art methods and

finally report the CCR achieved by our method.

CCR5
#chromosome pixels correctly classified

#total chromosome pixels
(4)

Performance Analysis of HOSVD

We selected the HOSVD algorithm (3) to highlight the

performance drop that some state of the art algorithms

undergo when trained and tested on different images.

A branch of mFISH analysis algorithms including

HOSVD (3,26) are designed to perform analysis on the same

image used for training. Specifically, HOSVD works by first

selecting 30 random patches from every chromosome type in

an image, and then using these patches to build the feature

vectors needed to classify the rest of the patches in the same

image. This analysis pipeline turns algorithms into semiauto-

matic approaches if the seed points are manually annotated,

as in the case of the ADIR dataset.

Figure 3. HOSVD error matrix. [Color figure can be viewed at

wileyonlinelibrary.com]
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The proposed dataset was used to evaluate HOSVD by

testing every sample using the sample itself for training. Given

a mFISH sample, 30 random patches for each chromosome

type were used to build an HOSVD tensor, this tensor was

later used to classify not only the rest of the image (3), but

also the rest of the dataset. This process was repeated for every

sample in the dataset, and the CCR was computed at every

iteration, generating the matrix illustrated in Figure 3.

When performing training and testing on the same

image, HOSVD achieved a CCR of 89.13%, which is 2.49%

less than the CCR reported in the original work. In 98.46% of

the experiments, the highest CCR was achieved when per-

forming training and testing on the same image. Only once

did HOSVD achieve a higher CCR when training on a differ-

ent sample to the one being tested. When excluding the

sample being tested from the training set, the highest CCR

averaged over all tested samples was 68.58%, which is a

24.97% less than the CCR reported in the original work. A

similar performance reduction was reported in (6) for a differ-

ent classification algorithm. In that case, the CCR dropped

from 89.95%, when performing self-training testing, to

72.72%, when performing training and testing with different

sets. These results show that state of the art performance is

around 70% for the analysis of unlabeled mFISH images.

Results of Semantic Segmentation on the Vysis

Subset

The 65 images in the dataset were used to train and eval-

uate the proposed architecture using leave one out cross vali-

dation. To estimate the CCR, the model was trained for 150

Figure 4. The proposed network was applied to the sample V2704XY after being trained using the rest of the working dataset. The method

achieved a CCR of 99%. [Color figure can be viewed at wileyonlinelibrary.com]
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epochs and, for the last 5 iterations, the test set was evaluated,

the final CRR estimate for the test set is calculated by averag-

ing these CCR values. Following this methodology, the pro-

posed method achieved a CCR of 87.41%. To address the

impact of the removed images the same evaluation procedure

was carried for the whole Vysis subset, in this test the network

achieved a CCR of 83.91%.

DISCUSSION

In this work, we presented a convolutional network

architecture for the semantic segmentation of mFISH images.

The architecture shares some of the foundations of VGG (15),

spatial pyramid pooling networks (19), dilated convolution

networks (18), and the DeepLab architecture (12) while

adapting them to the field of mFISH semantic segmentation.

VGG blocks build an initial set of low level features, and

dilated convolutions further refine them following a multi res-

olution strategy, a pyramid pooling layout is used to capture

context at several ranges and the information is combined

using a concatenation 1 dropout strategy. The final feature set

is upsampled using bilineal interpolation, resulting in the final

segmentation map.

Our tests have shown that the CCR achieved by HOSVD

is lower, similarly to prior work, for the analysis of unlabeled

images, than for the analysis of labeled ones. This reduction in

CCR shows that the inter-image feature variability is larger

than the intra-image variability and automated approaches

show difficulty adapting to that increased variability. Despite

this performance reduction, results show that performing

training and analysis on the same image still outperforms con-

volutional networks for the ADIR dataset. Our results suggest

that, on small datasets, semiautomated approaches provide

better insulation against inter-image variability than

completely automated approaches. Nonetheless, the ADIR

dataset may already be approaching the size where convolu-

tional networks will completely outperform semiautomated

algorithms. This hypothesis is backed by the small CCR differ-

ence between using HOSVD on labeled samples, and using

our approach on completely unlabeled samples.

On the other hand, the results also suggest that end to

end convolutional networks exploit a richer set of features

than previous algorithms. When analyzing unlabeled samples,

our end to end architecture scored a CCR of 87.41% in the

Vysis subset of the ADIR dataset, which is a 27% better than

HOSVD results when classifying images that were not used in

training time, and a 20% better than the results reported in

(6) when using a subset of the test set for training. This sug-

gests that convolutional networks successfully counter the

spectral variability across images by learning spatial features

such as shape, size, or centromere position that are routinely

used by cytogeneticists when performing manual analysis. For

the sample shown in Figure 4, despite the presence of speckle

noise, the proposed network achieves a CCR of 99% while

HOSVD achieves a lower score of 90%. This result may also

suggest that, while our method is more susceptible to inter-

image spectral variability than HOSVD, it is more robust to

image noise and will achieve optimum results on larger and

carefully acquired datasets.

Additionally, the ADIR dataset may not be suitable to

estimate whether the proposed system will systematically per-

form better when using a particular probe set. Despite having

achieved state of the art results on a small subset, this perfor-

mance is not guaranteed and may drop on datasets with more

variability or smaller sample sizes. The intended use of the

proposed approach is not to replicate the convolutional net-

work architecture, train it on the ADIR dataset, and start

applying it to new images; before using the convolutional net-

work, the cytogeneticist should build a labeled dataset, repre-

sentative of the one that intends to analyze automatically,

train the algorithm on those samples, and then apply the

trained network to unlabeled data from there on.

Finally, the number of samples and, specially, the relation

between number of samples and number of classes may be a

limiting factor of this approach. Successful applications of end

to end convolutional networks are usually trained on thou-

sands of samples. For this reason, we believe that training

with a larger sample size will improve the CCR and allow for

deeper networks that have been successfully used in the

semantic segmentation of other image sets. Nonetheless, given

the achieved results and the successful application of convolu-

tional networks for semantic segmentation across a wide range

of domains, mFISH analysis using convolutional networks

may be the best solution for specialized cytogenetic laborato-

ries capable of building a representative data set for training

the proposed approach.
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Abstract— When a seismometer network records an earth-
quake, operators will manually review the waveforms and identify
the wave phases, a task known as phase picking. Manual
phase picking is a time-consuming process that can be auto-
mated using machine learning; however, automatic methods have
not yet achieved human-level performance, and open-source
implementations of state-of-the-art algorithms are not always
available. Convolutional networks have revolutionized the field of
image processing, where the large amounts of readily available
data make possible near-human performance in tasks such as
classification and segmentation. Fortunately, phase picking is also
an area where thousands of phases are manually picked, which
makes convolutional networks a good fit for the processing of
this type of data. In this paper, we describe Cospy, an open-
source convolutional phase picker that uses a two-stage analysis
in which the first stage segments a rough area around the phase,
and the second stage regresses the precise location. Our approach
was evaluated on the Northern California Earthquake Data
Center (NCEDC) data set and, when targeting picks closer than
0.1 s, it achieved an F1-score of 93.13% for P phases and 91.07%
for S phases. Our results show that convolutional networks are on
track to achieve human-level performance on the task of seismic
phase picking and can contribute to decreasing the need for
manual analysis. An open-source implementation of the proposed
approach, pretrained on the NCEDC data set, can be downloaded
at https://github.com/stbnps/cospy.

Index Terms— Convolutional networks, Hough voting, phase
picking, semantic segmentation.

I. INTRODUCTION

ACCURATE determination of the arrival times of seismic
P and S waves is an essential step for the determination

of epicenters, magnitudes, and depths of earthquakes. This
process, also known as phase picking, is often performed
manually or in a semiautomated fashion, where an automated
procedure computes the first arrival time estimate that is later
checked, and sometimes refined, by an expert. The deployment
of new seismometers each year is challenging the capacity of
research institutions to keep up with the data flow, and some
of them are increasingly relying on automated processing to
offload this task.

In this context, the need for automated phase-picking algo-
rithms arises, which can mimic the performance of human
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experts. One family of algorithms that have reached human-
level performance in many signal analysis subareas, especially
for the classification and segmentation of images, is convolu-
tional networks. Inspired by the success of image segmenta-
tion [1]–[4] and pose estimation networks [5], [6], we have
built Cospy, a convolutional network architecture designed
to perform phase picking using segmentation and regression
networks.

Multiple convolutional network architectures have been
applied to the analysis of seismic phases. PhaseNet [7] per-
forms P and S phase picking by labeling the area close to
the target phase in an end-to-end fashion. This method uses
an adapted version of the U-Net [8] architecture to create a
segmentation mask. Specifically, PhaseNet is trained to create
Gaussian spots of a standard deviation of 0.1 s centered on the
target phase. Once the network has computed the segmentation
map, the maximum value is located and, if it is higher than 0.5,
it will represent the location of the phase.

Despite achieving an average error lower than 0.1 s for
over 90% of the positive P phase predictions, this architecture
presents two drawbacks. On the one side, PhaseNet tries to
perform accurate phase predictions by computing a small
Gaussian spot, which makes it difficult for the network to
be confident of the locations where it should return positive
predictions, and is exemplified by the low recall/precision
ratio reported in [7]. On the other side, this method tries
to pinpoint a phase using a segmentation mask. Even if the
target mask is very small, end-to-end segmentation networks
usually have a hard time creating masks for precise locations,
which is the reason why network architectures that find body
parts [6], or regress object localization and pose [5], usually
couple segmentation networks with another method. Finally,
their training methodology lacks many state-of-the-art proce-
dures such as dropout, batch normalization, or data augmen-
tation, which usually improve network performance.

The second example of phase-picking networks is presented
in [9]. This network performs P phase picking by regressing
the location in a 4-s window. The network receives a single-
channel seismogram and performs multiple convolution and
subsampling operations, generating a set of intermediate fea-
tures that are fed to a dense network that outputs the location
of the phase.

One drawback of this approach is that training is performed
using small temporal windows of 1 s in length. Despite feeding
waveform patches of 4 s to the network, when performing
training and evaluation, the target phase is always located in
the range 1.5–2.5 s. This restriction may be too strong for
the algorithm to be practical in real-world scenarios since
a preprocessing step is needed to locate the phase with an
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See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.
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absolute distance of less than 0.5 s. Another drawback is
that the network only performs regression, and it has no way
of reporting whether the phase it is looking for is present.
In addition, another problem that both PhaseNet and this
network share is the use of rather shallow architectures that
might not be exploiting the variability of the training data.

Finally, two proposals that apply convolutional networks to
seismic wave analysis are presented in [10] and [11]. The
network in [10] is designed to receive a continuous stream
of seismic data and output a label: P wave, S wave, or noise,
for each time step, whereas the method presented in [11] uses
a single waveform to detect earthquakes and assign each of
them to one of the six geographical clusters. These two last
proposals, although not performing phase picks, underline the
impact that convolutional networks have in the field of seismic
data processing.

In this paper, we present a network architecture inspired
by the state-of-the-art networks in the fields of semantic
segmentation and pose estimation. The network starts by
computing a rough segmentation mask around the phase,
then creates a distance map to pinpoint the phase accurately,
and finally combines the results of both steps using a vot-
ing procedure. We evaluate our approach on data from the
Northern California Data Center and compare it with other
state-of-the-art phase-picking algorithms based on convolu-
tional networks. A TensorFlow [12] implementation of the
proposed approach, pretrained on the Northern California
Earthquake Data Center (NCEDC) data set, can be down-
loaded at https://github.com/stbnps/cospy.

A. Materials

P and S phase picks and their corresponding three channel
waveforms were downloaded from the NCEDC [13] web ser-
vice using the ObsPy [14] International Federation of Digital
Seismograph Networks (FDSN) client. This section describes
the protocol followed to download and preprocess the data.

First, only waveforms acquired at sampling rates
of 100 Hz or higher were downloaded. When the sampling
rate was higher than 100 Hz, the data were downsampled
to 100 Hz, which was the most frequent sampling rate in
the data set. Having all data sampled at the same frequency
ensures that the network only learns the physical properties
of the waveforms and not the acquisition parameters.

Second, the channel name of each pick was reviewed. Both
picks and their associated waveforms were discarded whenever
they did not follow the orientation code vertical, north, east
[15]. This ensures that the vertical axis can be identified, which
is critical for picking P waves.

Third, a temporal window, containing a synced copy of
each of the three channels, was downloaded for every pick.
Given that not every S phase has been handpicked for each
P phase, the proposed network is not trained to perform
P and S phase picks simultaneously as PhaseNet, and, for
this reason, each pick and its corresponding waveform were
downloaded independently. Each window is 120 s long, and
the corresponding pick is always located exactly at 60 s,
which ensures that there is enough room to slice smaller

windows randomly in order to perform a realistic evaluation.
Once downloaded, every 120-s window was normalized by
subtracting the mean and dividing by the standard deviation
channel wise.

Fourth, we only downloaded picks and their corresponding
waves that presented the “manual” tag for the “evaluation
mode” metadata field.

Finally, when performing evaluation and training, a ran-
dom window was extracted for every iteration keeping a
1.5-s margin from the phase. This margin ensures that the
contrast between the phase and the rest of the waveform
can be detected. These smaller windows always preserve
the three channels and, unless not otherwise stated, are
10.24 s long.

After downloading the data between 1990 and 2018, the data
set contains 600 671 P picks and 173 923 S picks. For each
phase, data were shuffled and splitted into training, validation,
and test sets containing 80%, 10%, and 10% of the data,
respectively.

B. Methods

1) System Overview: The proposed approach is comprised
of two convolutional networks and a Hough voting module
that combines the outputs of both networks.

The first convolutional network receives a 1024-sample,
three-channel seismogram and computes a segmentation mask
that should be 1 when a sample is within 0.1 s of the predicted
phase or 0 if it is farther away. This segmentation map is
used both to report that the network has found a phase of the
targeted type and also to provide a coarse location estimation.

Once the segmentation mask is computed, the peak value
is located and used to slice a 64-data point window around it.
The second network analyzes the 0.64-s window and computes
a distance map that represents the displacement of the target
phase with respect to each data point. In this map, the data
points after the target phase should have increasingly larger
negative values as their distance from the phase increases,
and the data points before the target phase should have
increasingly larger positive values as their distance from the
phase increases. This map is normalized between −0.5 and
0.5 by dividing the target distance map by 64.

Finally, the results of both networks are combined using a
voting method similar to the Hough transform. This procedure
takes the segmentation and distance maps and produces the
final predicted phase location. A step-by-step analysis of
a real waveform is presented in Fig. 1, and a high-level
representation of the complete system is shown in Fig. 2.

2) DeepLab v3+: The DeepLab v3+ architecture was used
for the segmentation and regression networks. This network
architecture combines the advantages of atrous spatial pyra-
mid pooling (ASPP) modules and encoder–decoder struc-
tures. DeepLab v3+ performs semantic segmentation by first
computing a set of low-level features using the Xception
architecture and then upsampling those features iteratively
until the size of the features matches the size of the input
data. Convolutional kernels of size 3 were used throughout
the network.
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Fig. 1. (First row) Step-by-step analysis of a real waveform. The red and blue dashed lines represent the P and S phases, respectively, a color code also
used for the network designation: the P network results are presented to the left, while the S network results are to the right. In all the subfigures, the x-axis
represents the time point. (Second row) The method first computes a segmentation mask around the targeted phase. (Third row) The original waveform is
then cropped to an area around the highest value of the segmentation mask. (Fourth row) This smaller patch is used to perform an accurate regression of the
phase location; for each time point, a vote will be cast toward the expected location of the phase. (Fifth row) The segmentation mask is also cropped around
its peak and used to weight each of the votes cast in the previous step. (Last row) Finally, the votes are counted and the time point with the most votes is
located and considered as the phase location.

When computing the feature maps using the Xception
architecture, the dilated convolution is used to aggregate
contextual information by explicitly adjusting the rate at which
the input signal is sampled. This operator is a generalization
of the standard convolution where the value of the dilated
convolution between signal f and filter k, with dilation rate l,
is computed following (1). Once the ratio of input data tempo-
ral resolution to intermediate feature temporal resolution is 8,
the Xception network is divided into multiple branches that
perform the remaining operations using dilated convolutions at
different rates. The proposed network presents three branches
that perform dilated convolutions at dilation rates of 12, 24,
and 36. Finally, three branches are concatenated and the

decoder section begins.

( f ∗l k)(x) =
∞∑

m=−∞
f (m)k(x − lm) (1)

After the low-level features are computed, the decoder
section upsamples the features to match the size of the input
data. This is performed iteratively by upsampling the features
by a factor of 4, concatenating them to the corresponding step
of the decoder section, and performing a convolution to merge
both sets of features.

3) Hough Voting: The outputs of the two networks are
combined using a method with high resemblance to the Hough
transform [16], which generates the final phase prediction.
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Fig. 2. Graphical overview of the proposed approach. A three-channel waveform of 1024 data points is segmented using the DeepLab v3+ architecture,
and the peak of the segmentation map is located and used to slice 64 data points of the original waveform around this point. This region of interest is used
to build a distance map using another instance of the DeepLab v3+ architecture. Finally, the segmentation and distance maps are combined using Hough
voting, which returns the final prediction for the phase location. The numbers in the DeepLab block represent the kernel size, output stride, output channels,
and ASPP dilation rates, respectively.

One trivial approach to compute the phase location using
the output of the second network is to find the time point with
the lowest absolute value. Finding the minimum absolute value
will perform optimally when the output of the second network
is clean; however, it will often generate erroneous predictions
in the presence of noisy distance maps.

A better method to compute the phase location is to use
the information contained in every data point of the predicted
distance map. Each data point of the distance map represents
the distance, from that point, to the predicted phase; this can
also be interpreted as a vector pointing to the phase location.
Each vector can be used to cast a vote to a 1-D Hough
accumulator with one bucket per data point and, once every
vector is accounted, the bucket with more votes will represent
the location of the phase.

Due to the way convolutional networks are trained, it is
hard to capture long-range information. This suggests that the
distance map predictions of the time points close to the phase
will be more accurate than those far from the phase. In order
to take this into account, each vote will be weighted using the
corresponding value of the segmentation mask. This method
ensures that noisy distance maps and errors arising from long-
term data relations are effectively handled.

4) Training Protocol: When training the networks, a set of
guidelines was followed in order to maximize the performance.

a) Loss function: The segmentation network was trained
using the cross-entropy loss. To this end, the first DeepLab
block computes two channel outputs that represent the likeli-
hood of a time point being closer or further than 0.1 s to the
targeted phase. The regression network was trained using the
L1 loss and, for this reason, the output of the second DeepLab
block has only one channel, representing the distance of each
time point to the phase.

b) Optimizer: The Adam algorithm [17] was used to
perform optimization on each network independently. The
learning rate started at 0.01 and was multiplied by 0.9 every
two epoch. Learning rate reduction has been shown to
be an effective method of avoiding error plateaus during
training [18], which should improve the picking accuracy.

c) Batch normalization: Following [2], batch normaliza-
tion [19] was used to normalize the features entering each
convolutional layer. We used a batch size of 50 for windows
having 1024 data points and performed normalization using
batchwise statistics for both training and evaluation.

d) Dropout: Inspired by the successful application of
dropout [20] on segmentation networks that use multiple ASPP
branches [2], [21], we introduced a dropout layer with a
keep probability of 50% after the concatenation of the ASPP
branches.

e) Data augmentation: Even when using dropout, deep
networks can still overfit the training data. To further mitigate
this effect, data augmentation was performed on the train-
ing set, which, in conjunction with the other regularization
techniques, helped to achieve similar results on the training,
validation, and test sets. The waveforms in each training
batch were scaled independently using a factor between
0.7 and 1.3.

f) One versus rest strategy: Different models were trained
for P and S waves. The network is expected to focus on the
specific phase that it is looking for and ignore the rest of
the data. To this end, the first subnetwork should compute a
sparse segmentation map that only presents high values on
a small area around the targeted phase. This strategy was
selected because the NCEDC data set does not include S phase
picks for every P phase, which can introduce confusion during
training if the network has to annotate both phases at the
same time.

II. RESULTS

This section describes the tests performed to quantify the
performance of Cospy and how we compared it to other
state-of-the-art methods such as PhaseNet [7] or the network
presented in [9]. Sections II-A–II-C present three main results:
first, we report the expected performance increase when using
both subnetworks instead of only performing segmentation;
second, we report the F1-score [7] for the analysis of 10.24-s
windows when using each of the three networks; and finally,
we compare the average absolute distance error of Cospy,
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PhaseNet, and the network presented in [9] when analyzing
windows ranging from 30 to 4 s.

A. Two-Step Analysis Performance Gain

The mean absolute distance between the computed and
ground truth picks was computed for the analysis of 10.24-s
windows, using both the segmentation subnetwork alone and
the whole network. The goal of this test is to demonstrate
the importance of performing an iterative refinement of the
results and highlight the use of the Hough voting layer as an
appropriate method for postprocessing distance maps.

For this experiment, we compared the performance of the
complete network and the segmentation subnetwork. Once
Cospy was trained, the phase pick was first computed using the
segmentation mask alone and later using the whole network.
For each of the two results, the validation iterations with the
lowest average, and standard deviation, of the absolute distance
were selected, and the test results were compared.

For P phases, we observed a 13.86% decrease in the
mean absolute distance and a 1.57% increase in the standard
deviation of the absolute distance. For S phases, we observed
a 5.42% decrease in the mean absolute distance and a 0.56%
increase in the standard deviation of the absolute distance.

B. F1-Score for 10.24-s Windows

We trained Cospy, PhaseNet [7], and the network presented
in [9] to perform P and S picks on temporal windows having
1024 data points. This window size range was selected as a
compromise between 4 s used in [9] and 30 s used in [7].

To compute the F1-score, we followed the method presented
in [7], interpreting (4) in the following manner. A prediction
was considered to be a true positive (Tp) when the peak value
of the segmentation map was higher than 0.5 and the distance
between the output of the Hough voting layer and the target
phase was smaller than 0.1 s. It was considered to be a false
positive (Fp) when the peak value of the segmentation map
was higher than 0.5 but the distance between the output of
the Hough voting layer and the target phase was larger than
0.1 s. Finally, it was considered a false negative (Fn) when
the peak value of the segmentation map was lower than 0.5.
To evaluate the network presented in [9], all predictions were
considered positive since the network outputs a single value
representing the phase location, and the positive predictions
were considered Tps when being closer than 0.1 s to the
target phase and Fps otherwise. Finally, to evaluate PhaseNet,
we computed the F1-score as reported in [7].

Precision = Tp

Tp + Fp
(2)

Recall = Tp

Tp + Fn
(3)

F1 = 2
Precision × Recall

Precision + Recall
(4)

Once the training converged, we selected the iteration with
the highest validation F1-score. The test results are given
in Tables I and II.

TABLE I

10.24-s WINDOW F1-SCORES FOR P PHASES

TABLE II

10.24-s WINDOW F1-SCORES FOR S PHASES

C. Impact of Window Size on Mean Absolute Distance

The state-of-the-art methods presented in [7] and [9]
were implemented and the mean absolute distance between
predictions and handpicked phases was computed. The three
methods were evaluated for input window sizes in the range
30–4 s, and this range was selected by using the processing
windows proposed in [7] and [9].

Fig. 3 shows the mean absolute distance for each window
size and network architecture.

III. DISCUSSION

Our tests show that our approach outperforms state-of-the-
art phase-picking algorithms such as those in [7] and [9].

When using only the segmentation subnetwork to detect
phases, our results already show an improvement with respect
to PhaseNet, which is due to the choice of a deeper network
with more discriminatory power and the use of a large, 0.1 s,
categorical mask instead of a Gaussian spot.

Once the regression network and Hough voting module
are used to refine the results, the mean absolute distance is
reduced while approximately keeping the same F1-score. This
result suggests that the segmentation subnetwork performs
the discriminatory heavylifting while the second subnetwork
pinpoints the precise phase location.

Cospy achieved 2.18% and 7.05% increase in F1-score
for P and S phase picks, respectively, when compared to
PhaseNet for 10.24-s windows. On the other hand, our
approach achieved 15.98% and 23.72% decrease in the mean
absolute pick distance for P and S phase picks, respectively,
when compared to that in [9] for 4-s windows, and 12.48%
and 23.02% decrease when compared to PhaseNet for 10.24-s
windows.

These results can be used to draw three conclusions. First,
deeper networks compute more complex features that improve
the discriminatory power between the target phase, other
phases, and noise. Second, iteratively refining the location
predictions by using a combination of segmentation and
regression networks works better than using only a regression
approach. Third, performing regression by computing distance
maps and postprocessing them using the Hough voting mod-
ule performs better than training a network to regress the
target value.
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Fig. 3. Average absolute difference between the computed and hand-picked phases. The 120-s waveforms in the data set were randomly cropped using
windows ranging from 30 to 4 s and the mean absolute distance was plotted. Cospy achieved a lower mean absolute distance for every window size when
comparing the results of the same window sizes. Our approach also achieved the best mean absolute distance when comparing performances across window
sizes.

TABLE III

STANDARD DEVIATION OF THE MEAN ABSOLUTE ERROR (MS)
ACROSS WINDOW SIZES

On the other hand, the window size affected Cospy less than
other methods, as reported in Table III. This indicates that
Cospy not only achieves lower mean absolute values across
window sizes but is also more robust to window size changes.

Cospy achieved lower average absolute errors than the other
two networks while using kernels of size 3. This proves that
using larger kernel sizes of 7 as PhaseNet, or 21, 15, and
11 as [9], does not improve the performance of the network,
and long-term relations are better modeled using architectural
patterns such as ASPP. This interpretation is also supported
by the findings presented in [22], which state that deeper
networks that use kernels of size 3 will outperform more
shallow networks that use larger kernels.

Finally, even though the proposed network requires a larger
number of computations, we found that it can still perform
around 695 picks per second when analyzing temporal win-
dows of 1024 data points on an Nvidia 2080 Ti graphics card.

IV. CONCLUSION

In this paper, we proposed a convolutional network archi-
tecture for the detection of seismic phases. Our method uses
a three-step approach, where the first step creates a rough
segmentation mask around the targeted phase, the second
step creates a distance map around the peak value of the
segmentation mask, and the third step combines the outputs
of both networks using Hough voting.

Our experiments show that our approach achieves both a
higher F1-score for picks closer than 0.1 s and a smaller
mean absolute distance when compared to previous convo-
lutional network approaches. Our experiments also highlight

the importance of using cascaded networks to iteratively refine
the predicted location.

Future work will include using phase picks, and seismo-
grams, acquired in multiple geographic locations. These data
will further validate our approach and increase the reliability
of the results.

Finally, given the good results, the large database Cospy
was trained on, and the open software release of the method,
we believe that our approach may be suitable to be included in
popular seismology software packages such as ObsPy, or Seis-
ComP3, and will improve the productivity of the seismologists
using it.
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Chapter 3

Other contributions

Besides the three selected journal papers included in the main chapters of this thesis, mul-
tiple scientific contributions have been made in the form of conference articles [72], and
unpublished work. This chapter summarizes the main contributions that were not covered
previously.

First, the work developed for the conference paper [72] is presented. This work shows a
method for forecasting NO2 levels in Madrid using LSTM units [73]. The proposed method is
trained using both publicly available NO2 readings [74], and meteorological information, and
is compared with CALIOPE [75]. Then, Xyat, a web application for the analysis of xylem
anatomy is introduced. This application uses convolutional networks for the segmentation
of conductive elements and ring paths. The problem of conduit and ring segmentation is
presented, and the DeepLab V3+ architecture [46] is evaluated for this task. Additionally a
web application created to facilitate the use of Xyat is described.

3.1 Air quality forecasting in Madrid using long short-term
memory networks

Air quality is usually forecast using model based methods such as CALIOPE. Specifically,
CALIOPE uses the BSC-DREAM8b [76], CMAQ [77], HERMES [78], and WRF [79]
models to forecast air quality over a 4km2 grid. One of the main disadvantages of methods
such as CALIOPE is the large amount of computational resources needed to perform accurate
forecasts. On the other hand, multiple machine learning based methods for air quality
analysis have been developed recently such as the spatio-temporal deep learning (STDL)
model presented in [80], which shows promising results for the forecast of particulate matter
smaller than 2.5 µm (PM2.5). Another example is outlined in [81], where an hybrid method
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is presented that forecasts PM2.5 for the next 48 hours using weather forecasts, current
meteorological data, and air quality data. One last example is shown in [82], where a
machine learning based classifier is used to detect air quality exceedances.

Fig. 3.1 LSTM Unit. Long and short term relationships between the input data at each time
step (xt) are computed using a set of gates (σ ) that modulate how the input data (xt) is filtered,
the internal state (ct) is updated, or the activation (ht) is propagated.

A popular approach for analyzing temporal series with deep learning are LSTM networks.
LSTM networks are a type of neural networks usually applied recurrently to each of the
single data points (eg: feature vectors, image frames) that belong to a sequence. LSTM
units are designed to not only harness short term relationships between data points, but also
remember long term relationships. This is achieved by a series of gates, denoted by the
Greek letter σ in Fig. 3.1, that can modulate the input, output, and how the state of the unit
is updated. This way, the input of each time step (xt) will be filtered by the input gate, the
leftmost in Fig. 3.1, controlling the extent to which the input affects the state of the LSTM
unit. The output gate, the rightmost of the three yellow blocks in Fig. 3.1, determines how
the internal state (ct) influences the LSTM activation. The update gate, the one in the middle,
computes how the state of the unit is updated. Moreover, two different values are computed
for each time step. On the one hand ht represents the activation of the unit and is one of the
two ways of propagating information to future steps. On the other hand ct represents the
state of the LSTM unit, this state will also be propagated to future steps, however it is not
modulated by the output gate.
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Inspired by the surge in machine learning based air quality forecasting methods, a new
model is evaluated for the forecasting of NO2 levels in Madrid. This model uses LSTM
layers of 512 hidden units to analyze temporal information, and fully connected layers of
1024 hidden units to compute the target forecast value. Specifically, a 120 hour time series
comprising NO2 level, temperature, humidity, accumulated precipitation, pressure, cloud
cover, wind speed, and wind direction was fed into the proposed model. Once the last time
step was fed into the model, the output was compared to the NO2 level of the next 8th, 16th,
or 24th hour and optimized using the L2 norm. An schematic illustration is shown in Fig.
3.2.

Fig. 3.2 Air quality forecasting architecture. A time series of NO2 and meteorological data
is fed into a netwok comprised of 2 LSTM layers of 512 hidden units, followed by 2 fully
connected layers of 1024 hidden units.

The proposed approach was trained using hourly measurements NO2 stored in the open
data portal of Community of Madrid [74], and a handful of meteorological variables such
as wind speed and accumulated precipitation by courtesy of MeteoGalicia. An hourly time
series, ranging from 01/01/2011 to 31/12/2016, was created for each of the evaluated air
quality stations including both the NO2 readings and the meteorological values. This time
series was divided into 5-day overlapping time frames, and the resulting list was shuffled and
split into a training set having 95% of the data, and a validation set having the remaining 5%.

After the proposed method was trained, it was compared with CALIOPE in terms of root
mean square (RMS) error using the evaluation reports archived in [83]. To this end, the 3
air quality monitoring stations where the NO2 levels surpassed the 200 µg/m3 threshold the
most times and the error rates were compared as shown in table 3.1.

Although the proposed method outperformed CALIOPE for the selected dataset, the
two methods are very different in nature. On the one hand, CALIOPE provides a discrete
forecast covering a 4 km by 4 km grid, this is extremely useful for weather forecasting
since the weather of a specific location is heavily influenced by the meteorological variables
of surrounding areas. On the other hand, the proposed method is simpler, which allows
to incorporate different data sources easily, and only uses local data, which produces very
targeted results.
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Station RMSg=8 RMSg=16 RMSg=24 RMSCALIOPE
Barrio del Pilar 10.24 10.59 10.18 26,08

Pza. Fernández Ladreda 11.22 10.53 10.75 26.3
Avda. Ramón y Cajal 10.61 10.16 10.61 26.08

Table 3.1 NO2 forecasting error. Once the LSTM model was trained, the validation NO2
levels after 8, 16, and 24 hours were forecast and compared to the station readings using the
RMS score. The error values for CALIOPE, as reported by the Barcelona Supercomputing
Center (BSC) for a 24 hour forecast, are also included in the table.

3.2 Xyat: Deep learning for quantitative wood anatomy

Fig. 3.3 Conduit segmentations. Xyat analyzes
conductive elements blocked by tyloses and
ignores resin ducts.

Wood xylem samples, imaged at magnifica-
tions up to 100X, are used to study how envi-
ronmental variables affect its structures and
elements [84–86]. Annual growth rings con-
stitute a record of past environmental condi-
tions, so the analysis of samples with multi-
ple growth rings is used to study how plants
respond to the environment retrospectively
[87].

This analysis is usually performed man-
ually, or with the aid of image analysis soft-
ware which usually performs tasks such as
conduit labeling, or ring detection. One of
the most widely used software packages for
semi-automated analysis of wood samples is
ROXAS [88]. On the one hand, ROXAS can
analyze large samples in little time, however,
due to the relative simplicity of the analysis
methods included, and the use of species-
specific parameters when performing anal-
ysis, ROXAS can introduce errors that still
need to be corrected manually. According
to [88], for a 120 year long pine sample of
about 75000 tracheids, the user still has to
spend around 4 hours performing manual correction. This may be worse for heaths, where
the absence of clearly defined early wood border vessels makes automatic ring detection
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harder, or for oaks, where the conduits are usually covered by tyloses, which may divide
automatically segmented conduits.

Fig. 3.4 Ring segmentations. Xyat uses both
contextual and local information to compute
ring paths.

Image processing has undergone a revo-
lution in the past decade thanks to the devel-
opment of modern convolutional networks.
While traditional machine learning relies on
heavy feature engineering to achieve com-
petitive results, convolutional networks au-
tomatically perform this feature engineering
step using annotated training data. Specif-
ically, this means that no handcrafted fea-
tures are needed to perform automatic anal-
ysis of xylem samples when using convolu-
tional networks. Aditionally, convolutional
networks have already outperformed tradi-
tional image processing methods for some
xylem analysis tasks, such as conduit seg-
mentation [89].

Building upon popular segmentation ar-
chitectures such as DeepLabV3+ [46], a new
pipeline for the completely automated anal-
ysis of xylem images was developed. The
proposed method segments xylem conduits
and ring boundaries, generating masks such
as those illustrated in Fig. 3.3 and 3.4. Once
the segmentation masks are computed, they

are used to compute metrics such as conduit area, density or radius, and ring size and hy-
draulic diameter. To perform segmentation, the X-65 variant described in [46] was trained
using the following protocol:

• Image preprocessing. Image intensities were normalized between 1 and -1. Addition-
ally, images were downscaled to a 30% of their original size when performing ring
analysis.

• Ring path preprocessing. Image paths were dilated. This increased the ratio between
foreground and background pixels from 0.12% to 9.17%.
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• Tiling. The network is fed 512x512 pixel patches. When an image is larger, it is
divided smaller sections, these sections are sliced using a stride of 128 pixels.

• Optimizer. The Adam optimizer is used with an initial learning rate of 0.001

• Batch normalization. Batch normalization is used after each convolution operation
with ε = 1e−3 and momentum = 0.999.

• Batch size. During training, a batch size of 4 was used.

• Data augmentation (Training). Colors were distorted by randomly changing image
contrast, saturation, and hue. Additionally, images were randomly flipped, horizon-
tally and vertically, and a nonlinear image warping was performed, shifting image
coordinates by a maximum of 5%.

• Data augmentation (Evaluation). Each image was rotated 90º four times. Each
instance was segmented and the results were averaged after undoing the rotations.

• Pretraining. The network was pretrained on the Cityscapes dataset [90].

The proposed method was evaluated using three different species, Pinus sylvestris,
Quercus pyrenaica, and Erica arborea, covering all xylem functional types. Since most
images include hundreds of conduits but only a handful of rings, two datasets were created,
one for conduit analysis evaluation, and other for ring analysis evaluation. For the conduit
analysis dataset, both the conduits and rings were manually annotated, for a total of 58
images: 21 pines, 19 oaks, and 18 heaths. On the other hand, only ring boundaries were
manually annotated for the ring analysis dataset. This second dataset included 377 images:
47 pines, 168 oaks, and 162 heaths.

Species C. count C. area R. count R. width Hydraulic diameter
Pine 0.99 0.98 0.99 0.99 0.99
Oak 0.98 0.98 0.96 0.99 0.98

Heath 0.99 0.90 0.94 0.92 0.99
Table 3.2 R2 for conduit and ring dependent biomarkers.

This evaluation was carried out using two different scores. First, Xyat and the method
described in [89] were compared with the manual labels using the Dice score, second, the
biomarkers computed manually and using Xyat were compared using the R2 coefficient.
When evaluating [89] for the task of ring segmentation, some changes were introduced
to enable successful training. First, the sigmoid activation was replaced with the softmax
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Method Pinec Oakc Heathc Piner Oakr Heathr
Garcia-Pedrero 0.96 0.92 0.95 0.94 0.83 0.77

Xyat 0.97 0.96 0.96 0.94 0.86 0.87
Table 3.3 Dice score for the segmentation of conduits and ring paths.

function. Second, the network was optimized with the cross entropy loss. Finally, the
ramdom rotation step was removed from the data augmentation pipeline.Tables 3.2 and 3.3
show the results achieved.

Fig. 3.5 Xyat application architecture.

Despite the good results, the dataset used
to train evaluate the network is relatively
small and does not represent the variabil-
ity found in xylem images of woody species
worldwide. Because of this, the performance
of the network is expected to drop when
analyzing samples of other tree species, or
samples prepared following different proce-
dures. In order to mitigate this adverse effect,
the network should be trained on a larger
dataset that is representative of real world
conditions. This dataset should include both
variability in the sample preparation method,
and a wide range of the microscopic features
used in wood identification [91].

Additionally, a web application was de-
veloped to facilitate the use of the analysis
pipeline. The application architecture is illustrated in Fig. 3.5. A web client is used to submit
segmentation jobs using a representational state transfer (REST) abstract public interface
(API). The back end will manage the job and send it to a work queue, that is designed to be
scalable and be consumed by multiple workers. Each worker runs a copy of the convolutional
network for the segmentation of conduits and rings.





Chapter 4

Conclusions

This thesis describes the application of pattern recognition methods to different tasks such
as cell astronomy, digital karyotyping, and seismic phase picking. Each of the three journal
publications included in chapter 2 have introduced the problem, and described a novel
approach that achieves state of the art results.

First, an analysis pipeline for cell astronomy is presented. The proposed approach detects
cells using a sliding window classifier and, for each individual cell, estimates its fluorescence
intensity and diameter using a custom fitting procedure called H-EM. This fitting procedure
uses a uniform distribution to model the local background noise, while using a normal
distribution to model the shape and fluorescence intensity of the cell. The proposed approach
was evaluated using both microbeads, and cell controls. On the one hand, microbeads are
used in flow cytometry to perform quality control, optimize flow cytometer parameters, and
measure sample concentration. On the other hand, immunophenotyping controls are also
widely used in flow cytometry to characterize a predefined cell population.

The first step of the analysis pipeline, cell detection, achieves a TPR of 0.9780 at a
FPR of 5.1629e-04. These results are on par with the state of the art methods described
in [21]. Additionally, when comparing H-EM to state of the art cell fitting methods such
as DAOSTORM [16], we conclude that H-EM can estimate fluorescence with lower error.
The comparison between DAOSTORM and H-EM shows that lymphocytes show the largest
variation for the estimated fluorescence. We argue that this disagreement stems from the
large size variability of lymphocytes, when compared to granulocytes and monocytes. Since
DAOSTORM only fits the center and intensity of the bright spot, changes in the diameter of
the fitted spots will introduce significant errors. Finally, we show that H-EM can accurately
retrieve the size of microbeads at SNRs down to 7.8. The diameter of microbeads of MESF
levels 4, 3, and 2 was estimated using H-EM and matched the range especified by the
manufacter, 7.1−7.9µm.
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Section 2.2 introduced a semantic segmentation convolutional network architecture
for digital karyotyping. The proposed network architecture uses VGG blocks to build
an initial set of features. Then, these features are refined using spatial pyramid pooling,
which retrieves contextual information by sampling the image using different dilation rates.
The final segmentation mask is then computed by upsampling the resulting features with
bilinear interpolation. The main advantage of the proposed approach is the use of both local
spectral information, and contextual spatial information. The spectral information serves
as the key indicator to identify each chromosome using the emitted spectra. However, the
spectral information may not be enough to accurately identify a chromosome so, in this
case, contextual information is acquired to use the size, shape, or centromere position, when
performing segmentation. The proposed approach was evaluated on the Vysis samples of the
ADIR dataset, a public set of multispectral images commonly used to evaluate karyotyping
methods.

The proposed architecture analyzes both spectral and spatial information to reach a level
of performance, expressed in terms of CCR, only previously achieved using semi-automated
approaches. The proposed method achieved a CCR of 87.41%, which constitutes a a 27%
improvement over HOSVD [24], and a 20% improvement over [27]. These results show that
convolutional networks adapt better that traditional machine learning approaches to inter
image spectral variability. They also show that, by integrating spacial features, convolutional
networks outperform those that only using spectral features. Finally, it is worth noting that
the dataset used to train and evaluate the method only has 70 images. Better results may be
easily achievable by simply training on larger datasets.

Section 2.3 shows a multi-step analysis pipeline for locating seismic phases on seismome-
ter data. This multi-step pipeline first computes a rough segmentation mask, having a 0.1
second radius around the targeted phase. Then, it computes a distance map, where each
data point represents its distance to the targeted phase. Finally, both steps are combined
Hough voting, an interpretation of the Hough transform where each data point of the distance
map casts a vote weighted using the corresponding segmentation mask value. The proposed
algorithm was evaluated on 60067 P picks and 17392 S picks of the NCEDC dataset, and
two metrics were reported. The first metric is the F1 score with a margin of error of 0.1
seconds for the analysis of 10.24 second windows, such margins of error are tipically used
when evaluating picking algorithms to account for the inter- and intra-subject variability. The
second metric is the average absolute difference between the computed and manual pick for
windows of different sizes, which expresses the typical distance between the computed and
manual pick.
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This section shows the importance of iteratively refining convolutional network results
to locate seismic phases. The proposed method was compared with Phasenet [57], and the
network described in [66]. For 10.24 second widows, our method outperformed PhaseNet
by 2.18% and 7.01% for P and S picks respectively, and the network of [66] by 18.48% and
19.7% for P picks and S picks respectively. The proposed method also showed the lowest
mean absolute error regardless of the window size. These results show that by combining
segmentation networks, regression networks, and Hough voting, a lower mean absolute
error can be achieved when compared to using segmentation, or regression networks alone.
On the one hand, the segmentation network performs the discriminatory heavylifting by
roughly locating the targeted phase regardless of the background noise. On the other hand,
the regression network pinpoints the precise phase location. And finally, by using Hough
voting, we can combine the best aspects of segmentation and regression networks to achieve
state of the art results.

Finally, chapter 3 shows other two smaller contributions that were not published in JCR
journals. First, an air quality forecasting method is presented. This method uses two LSTM
units, followed by two dense layers to forecast the NO2 value of the next 8, 16, or 24 hours
using both NO2 readings, and meteorological information. The method was compared to
CALIOPE [75], a simulation based forecasting method, and we found that the proposed
approach achieved lower forecasting errors than those reported by the BSC. This may indicate
that machine learning based forecasting methods can successfully complement model based
methods, the first can achieve accurate predictions for specific areas, while the latter compute
a dense grid that covers large areas. Then, we describe the application of convolutional
networks to the analysis of xylem cross sections. The first step of the proposed application is
the segmentation of conductive elements, which will be later used to compute anatomical
features such as area or equivalent diameter. Annual ring paths are segmented afterwards,
this step divides the sample into annual sections which will be used to group the conductive
elements. Finally, annually resolved features, such as the hydraulic diameter, are computed
using the information generated in the previous steps. Additionally, the chapter presents a
web application that uses the proposed network to analyze wood samples in an accessible
manner. The proposed method was evaluated using two metrics, first, by comparing the
biomarkers estimated automatically, and manually using R2, and second, by comparing the
manual and automatically generated masks using the Dice score. Our method achieved an R2

of at least 0.9 for all the biomarkers considered, and outperformed the network presented
in [89] for both conduit, and ring segmentation. These good results, coupled with the web
application ease of use, show the potential of the proposed solution to facilitate the task of
quantitative xylem analysis.
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With these points in mind, it can be be agreed that this thesis has made a positive
contribution to the field of data analysis using pattern recognition methods. First, the cell
detection and biomarker estimation keypoints of the proposed research plan have been
fulfilled by publishing a scientific paper. Then, two state of the art methods were also
published for the tasks of digital karyotyping, and seismic phase picking. These two methods
have not only contributed to reducing the need of manual analysis, but also contributed to the
field of deep learning research with the validation of novel techniques such as the analysis of
1D samples using cascaded networks and Hough voting.
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