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“Prediction is very difficult, especially about the future.”

Danish proverb.
Also attributed to the writer Robert Storm Petersen and to the physicist Niels Bohr.
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Resumen

Antecedentes

Las ofertas y promociones son estrategias de marketing que las cadenas de super-
mercados emplean para estimular la demanda de productos. Consisten en una serie
de tácticas diseñadas para motivar compras por parte de los consumidores. Las pro-
mociones tienen un gran impacto en las ventas de productos. En Reino Unido, la
Comisión de Mercados y Competencia estima que en los supermercados ingleses,
las ofertas conllevan un incremento de las ventas en torno al 200%, e incluso algunas
ofertas alcanzan incrementos del 3000%. Además del incremento en ventas, las ofer-
tas también atraen nuevos clientes, generan asiduidad, tratan de neutralizar ofertas
de los competidores y ayudan a reducir espacio de almacenamiento. La estimación
de las ventas de ofertas y su efecto en otros productos es crucial, debido a que afecta
a toda la cadena de distribución.

Objetivos

La presente Tesis Doctoral se centra en el estudio, desarrollo y validación de mé-
todos de Aprendizaje Máquina interpretable aplicado a ofertas en cadenas de hi-
permercados. En particular, se centra en tres tópicos: (T1) la predicción de ventas
promocionales, (T2) la predicción de ventas promocionales en escenarios cold-start
en los cuales no hay histórico de ventas y (T3) la cuantificación de canibalización en
ventas de productos causada por ofertas. Los principales motivos para centrarnos
en estas tres áreas se deben a que son problemas comunes que los analistas de ventas
encuentran en su día a día. Además, tradicionalmente la investigación en Aprendi-
zaje Máquina se ha focalizado en minimización de errores de predicción mientras
que la interpretabilidad de las predicciones no ha tenido la misma importancia. Por
ultimo, dotar de interpretabilidad tanto a la predicción de ventas como a sus efectos,
puede resultar beneficiosa para muchos miembros de la cadena de distribución.

Las etapas comunes a estos tres tópicos son las siguientes: (i) desarrollar y eva-
luar métodos sobre datos reales de ventas de diferente casuística, procedentes de
distintos países, tipos de tiendas y categorías de productos; (ii) evaluar la interpre-
tabilidad en modelos simulados donde el mecanismo generativo es conocido; (iii)
comparar las soluciones obtenidas con el estado del arte y, en aquellos casos donde
estén disponibles, comparar con las predicciones generadas por la cadena de super-
mercados; (iv) diseñar soluciones para ayudar a los analistas en la toma de deci-
siones; y, finalmente, (v) compartir en GitHub todas las soluciones para que otros
investigadores y profesionales puedan beneficiarse de ellas.

Los objetivos específicos del primer tópico, O1, son la creación, discusión y eva-
luación de la aplicabilidad de métodos interpretables a la predicción de ventas pro-
mocionales. En la misma línea, el segundo objetivo O2 considera el problema de
predicción cold-start en promociones y su solución a través de métodos interpreta-
bles. Por ultimo, el tercer objetivo O3 se centra en el problema de la canibalización
de ventas desde una perspectiva causal.
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Metodología

La metodología seguida en esta tesis puede ser dividida en una metodología general
aplicada a las tres áreas de investigación y una metodología específica para cada
tópico.

La metodología general puede dividirse en los siguientes puntos: (i) revisión ex-
tensiva de la literatura, (ii) preparación y validación de los datos, (iii) definición de
las métricas de interés, (iv) definición de cota baja de precisión empleando un mé-
todo simple, (v) definición cota alta de precisión empleando un método sofisticado
encontrado en la búsqueda bibliográfica, (vi) diseñar modelos surrogados que per-
mitan la evaluación de la interpretabilidad, (vii) investigar modelos que suplan las
carencias de interpretabilidad de los métodos encontrados en la literatura, (viii) ve-
rificación mediante backtesting de la solución propuesta respecto de los modelos de
alta y baja precisión. Finalmente, (ix) evaluación de los resultados, lo cual se aborda
iterando los pasos anteriores hasta que la precisión se sitúe al menos entre las dos
cotas.

La metodología seguida en O1 implica a la investigación de métodos capaces de
aprender métricas basadas en las observaciones manteniendo la interpretabilidad.
Cuando esta investigación se llevó a cabo, la literatura sobre aprendizaje máquina
en predicción promocional era apenas existente. Dada la ausencia de métodos inter-
pretables cuyos resultados pueden ser fácilmente ajustados por el analista, el algo-
ritmo de los k vecinos más próximos (k-NN) fue elegido como técnica fundacional
sobre la cual construir un método interpretable de predicción promocional.

La metodología de O2 se fundamenta en la investigación de métodos de predic-
ción cold-start capaces de proporcionar interpretabilidad. Entre los métodos exis-
tentes para el cálculo de predicciones, los recientes métodos denominados Gradient
Boosting Decision Tree (GBDT) mostraron unas prestaciones superiores a otros méto-
dos en nuestros test iniciales, sobretodo, en la precisión respecto a tiempo de cómpu-
to. En el momento de realizar esta investigación, estas técnicas carecían de interpre-
tabilidad a nivel de predicción. Consecuentemente, el tópico T2 se centró en dotar
de interpretabilidad a varios métodos GBDT mediante explicaciones contrastivas.

La metodología de O3 se enfocó en la investigación de métodos para la cuantifi-
cación de la canibalización de productos debido a promociones en supermercados.
Se trata de un tema que no ha sido muy estudiado en la literatura y, sobre todo, no
ha sido estudiado como un fenómeno causal. Por estos motivos, la metodología en
este ultimo tópico ha consistido en el estudio y aplicación de métodos causales en
series temporales. El método Causal Impact ha sido elegido como método fundacio-
nal sobre el que desarrollar un marco de trabajo para la detección y cuantificación
de la canibalización promocional.

Resultados

Los resultados relevantes del objetivo O1 consisten en un método novel e interpre-
table basado en k-NN para la estimación de las ventas de una futura promoción. El
método se centra en encontrar y puntuar automáticamente aquellas variables que
han sido relevantes en las ventas históricas, y emplear esta información para encon-
trar vecinos que sean similares a la promoción a estimar. Al ser evaluado sobre un
gran conjunto de datos reales, el método mejora significativamente las predicciones
de la cadena de supermercados en diversas categorías y localizaciones geográficas.
Las predicciones son presentadas como combinaciones de ventas históricas, con lo
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cual el analista puede modificar sus contribuciones. Del mismo modo, las promo-
ciones históricas son elegidas en virtud de sus características, valores que también
pueden ser modificados. La interpretabilidad en el cálculo de promociones puede
traducirse en beneficios para todos los integrantes de la cadena de distribución.

Los resultados relevantes del objetivo O2 incluyen un método novel para generar
predicciones cold-start, situación muy común en productos nuevos. La interpretabi-
lidad es generada a través de explicaciones contrastivas congruentes provenientes
de algoritmos GBDT, en particular, CatBoost, XGBoost, LightGBM y NGBoost. Los
resultados en modelos surrogados demuestran que el método propuesto detecta las
variables que contribuyen a las ventas y es capaz de seleccionar las promociones más
similares a la actual para producir las explicaciones contrastivas. Los resultados en
datos reales muestran que el método consigue una precisión cercana a métodos del
estado del arte como AutoGluon o los propios GBDT mencionados anteriormente.

Los resultados relevantes del objetivo O3 son un marco de trabajo que emplea
inferencia causal para cuantificar el impacto de la canibalización debido a las pro-
mociones. Al contrario que otros métodos, el propuesto en esta tesis no requiere
información previa acerca de los productos que pueden canibalizar. Todos los pro-
ductos con ventas promocionales son analizados. Aquellas promociones que han
resultado en ventas considerables son anotadas como posibles ofertas caníbal. A
continuación, el método busca aquellos productos cuyas ventas hayan disminui-
do durante las ofertas caníbal, denominados productos víctima. Todos los pares
caníbal-víctima son analizados con el método Causal Impact, que permite cuantificar
efectos causales en series temporales. Los resultados, calculados sobre 3067 produc-
tos en 13 departamentos de 11 supermercados, indican un total de 1965 episodios de
canibalización que se traducen en un total de 719 271 unidades no vendidas debido
a este fenómeno. La canibalización promedio calculada para todos los productos es
de un 31%.

Conclusiones

La presente tesis se centra en métodos interpretables de Aprendizaje Maquina apli-
cados a las ofertas y promociones en cadenas de hipermercados. Basándonos en los
resultados y las publicaciones, puede concluirse que la presente tesis contribuye al
avance en métodos interpretables.

Los tres métodos desarrollados en la tesis se complementan al tratar diferentes
aspectos del ciclo promocional. El primer objetivo consiste en un método capaz de
calcular las ventas de promociones regulares. Se trata de un método online y ligero
al no requerir grandes cantidades de datos para su entrenamiento. Estas propie-
dades son deseables en el ámbito promocional, donde el volumen de promociones
regulares suele ser muy elevado, si bien depende del hipermercado. El método esta
diseñado para los analistas, ya que las ventas se presentan como contribuciones de
promociones históricas. A diferencia de otros métodos, el analista puede inspeccio-
nar y modificar los resultados.

El método resultante del segundo objetivo se centra en la predicción de promo-
ciones donde no existe histórico, situación que ocurre con productos nuevos, varia-
ciones de los existentes o, por ejemplo, nuevos supermercados. La estimación de
estas ventas es complicada y, en general, los analistas emplean horas buscando pro-
mociones o productos similares. Nuestro método presenta las predicciones como
explicaciones contrastivas congruentes de modo que los analistas pueden entender
las razones que fundamentan la predicción. Al igual que en el primer método, los
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analistas pueden modificar los parámetros que controlan la contribución de las pro-
mociones y sus variables.

Por último, el marco de trabajo resultante de la tercera área de investigación per-
mite cuantificar los efectos de promociones sobre otros productos. La aplicación
práctica de la cuantificación de la canibalización ha sido demostrada sobre largos
conjuntos de datos reales en varias cadenas de supermercados. Debido a que los
episodios de canibalización son generalmente desconocidos, las interacciones entre
productos se presentan como un grafo dirigido permitiendo entender la canibaliza-
ción por departamentos al completo. Creemos que esta información es valiosa para
los equipos de marketing y directores de supermercados.

Estas tres herramientas pueden utilizarse conjuntamente para la ayuda a la toma
de decisiones en sistemas de cálculo de promociones. El primer método se centra
en promociones regulares que podemos llamar productos P1. El segundo método se
centra en el cálculo de nuevos productos, llamémosles P2, a través de la búsqueda
de similitudes con productos P1. Por último, el tercer método es capaz de cuantifi-
car si existe un cambio en las ventas de productos P1 cuando los productos P2 son
ofrecidos en promoción.

Los resultados indican que los métodos de Aprendizaje Máquina interpretables
tienen una precisión aceptable y son fáciles de manipular y depurar. Esperamos que
este trabajo contribuya a la adopción de métodos interpretables en cadenas de hiper-
mercados. La reservas por parte de la industria a la adopción de sistemas llamados
caja-negra puede superarse con métodos interpretables donde exista interacción en-
tre humano y máquina, y además permitan al humano entender las consecuencias
de modificar ciertos parámetros.
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Abstract

Background

Sales promotions are marketing strategies used by retailers to stimulate the demand
of products. They include a range of tactical techniques designed to encourage con-
sumers to take direct and immediate purchase action. The impact of promotions in
supermarket sales is substantial. The UK’s Competition Commission reported that
sales promotions in British supermarkets typically lead to sales increases of 200%,
with some offers reaching 3000%. Besides the increase in sales, promotions also at-
tract customers into stores, increase store traffic, counteract competitors and reduce
the retailer’s storage space and stockpiling. The estimation of promotional sales and
its effect on other products is crucial, as it affects the whole supply chain.

Objectives

This Doctoral Thesis focuses on the study, development and validation of inter-
pretable Machine Learning (ML) methods applied to promotions in grocery retail.
In particular, it consists of the following three topics: (T1) promotional forecasting,
(T2) cold-start promotional forecasting and (T3) quantification of sales cannibalisa-
tion due to promotions. The reason to focus on these topics specifically is that they
are encountered by promotional forecasters on a daily basis. Also, that research in
ML predictive methods has traditionally focused on error minimisation, whereas
efforts in interpretability have not experienced the same surge. Finally, that inter-
pretability of promotional predictions, as well as their effects, can benefit supply
chain practitioners.

The objectives common to the three topics are: (i) to develop and evaluate the
methods on real-market data featuring different countries, store types and product
categories, (ii) to evaluate interpretability on ground truth models, (iii) to bench-
mark our solutions against the ML state-of-the-art methods and to the retailer’s pro-
prietary forecasts when available, (iv) to design our solutions to support forecasters
in their decisions so that predictions can be easily modified, and finally, (v) to open
source the implementation of all the methods in GitHub so they can be explored and
used by the community.

The objectives tailored to topic T1 are to discuss and evaluate the applicabil-
ity of interpretable ML methods to the prediction of promotional sales. Along the
same lines, topic T2 considers the problem of cold-start forecasting and its solution
through interpretable ML. Topic T3 considers the problem of sales cannibalisation
from a causal perspective.
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Methodology

The methodology followed in this thesis can be divided into a general methodology,
applied to the three research topics, and three specific methodologies tailored to the
individual research topics.

The general methodology can be broken down into: (i) extensive literature re-
view of the topic, (ii) data hands-on: analysis and curation of datasources, (iii) defin-
ing metrics of interest, (iv) setting baseline accuracy by applying a simple method,
(v) setting upper bound accuracy by applying state-of-the-art methods found through
the literature review, (vi) designing surrogate models that enable the evaluation of
interpretability, (vii) working on an interpretable method that fill the gaps in inter-
pretability discovered in the literature review. Starting simple and adding complex-
ity as needed. (viii) back-testing the proposed solution against the baseline and up-
per bound models, and (ix), evaluating the results and iterating the aforementioned
steps until the accuracy sits between the baseline and the upper bound.

The particular methodology for T1 involved the research of methods that are able
to learn a metric from the observed data while preserving interpretability. At the
time of conducting this research, the ML literature available on this topic was scant,
almost non-existent, in the field of promotional forecasting. In lieu of a lightweight
interpretable method whose results can be easily tweaked by a forecaster, the near-
est neighbour algorithm (k-NN) was chosen as a foundational method to build a
interpretable method for forecasting promotions.

The methodology for T2 involved the research of methods for cold-start forecast-
ing that are able to provide interpretable predictions. Amongst the existing meth-
ods for tabular forecasting, the latest Gradient Boosting Decision Tree (GBDT) ap-
proaches proved in our initial tests to be superior to other existing methods in the
accuracy vs. speed trade-off. On the other hand, they lack interpretability at the
prediction level. Consequently, topic T2 focused on interpretability, contrastive ex-
planations in particular, and how it can be tailored to GBDT methods.

The methodology for T3 focused on researching methods for quantifying sales
cannibalisation due to promotions, again a scant topic in the literature. Given that
the problem has not been tackled from the lenses of Causality, the research focused
on causal methods to measure its effect on time-series. Causal Impact was chosen as
a method to build a framework for quantifying cannibalisation as a causal effect by
the promoted product on a non-promoted one.

Results

The relevant results of Objective O1 is a novel self-weighted k-NN method that
presents the predictions as the weighted contributions of k historical promotions.
The past promotions are chosen through a weighted Euclidean distance whose weights
are learnt from the data. Evaluated on a vast real-market dataset, the proposed
method significantly improves the accuracy of the retailer’s forecast in diverse cat-
egories and geographical locations, yielding significant and operative benefits for
supply chains.

The relevant results of O2 include a novel method that produces interpretable
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cold-start forecasts. The interpretability comes from congruent contrastive explana-
tions produced by a GBDT algorithm. The results on the surrogate model demon-
strate that the proposed method is able to accurately identify the features that con-
tribute to sales and then select the closest neighbours to produce a contrastive ex-
planation. The results on real-market data also show that the proposed method
performs at a similar level to widespread methods such as CatBoost, NGBoost or Au-
toGluon, and has the advantage of providing interpretability.

The relevant results of O3 are a framework to use causal inference to measure
the impact of cannibalisation due to promotions. The proposed solution does not
need to make prior assumptions on the underlying products that might cannibalise.
As such, it reviews each product that has been on promotion, searching for potential
cannibals, given by products whose promotions have resulted in large sales uplifts,
and for the fall-outs, given by those products experiencing a reduction in sales due
to the cannibals. Then, each detected cannibal-victim pair is analysed with Causal
Impact, a time-series method which allows one to infer the causal effect of an in-
tervention. The results were calculated on real market data featuring 3067 products
from 13 departments (and 3 categories) in 11 stores during 227 days of 2017. A total
of 1965 episodes of cannibalisation were identified, adding up to an estimated total
loss of 719271 units due to cannibalisation. The average percentage of cannibalisa-
tion varies with the department analysed with an overall average of 31%, aligning
with previous studies on cannibalisation.

Conclusions

This thesis focuses on the interpretability of ML methods applied to promotions
in grocery retail. Based on the results and publications in Q1 journals, it can be
concluded that this research contributes to the body of interpretable ML within the
scope of promotional grocery retail.

The three methods developed in this thesis complement each other in different
areas of the promotional lifecycle. The method resulting from the research in O1 is
able to produce interpretable forecasts for regular promotions. It does not require
large amounts of data to train and it is designed as a lightweight online system.
The predictions are weighted averages of past promotions, allowing practitioners to
inspect and modify the contribution of each past promotion into the forecast. More-
over, the importance variable can also be inspected and modified.

The method related to O2 focuses on interpretable promotional forecasts where
no historical information about sales is available. It allows to represent predictions
for new products as congruent contrastive explanations presenting the reasons be-
hind the forecast to the user. As in the method developed for regular promotions,
the user can control the contribution of each historical promotion and its variables.

The framework resulting from the research in O3 allows measurement of the ef-
fect of promotions on other products. We demonstrated the practical application of
detecting cannibalisation on vast datasets of promotions within several stores and
their many departments. A directed graph of the product relationships is built al-
lowing an overview of the cannibalisation for entire departments and not simply for
individual products. This is both unique and of utmost value to store managers and
marketing teams.

These three tools can be used for decision support in promotional forecasting
systems, aiding analysts, forecasters and supply chain practitioners.
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The results indicate that interpretable methods can achieve acceptable accuracy
and are straightforward to manipulate, distill and debug. We hope that this work
will contribute towards the adoption of interpretable ML in grocery retail. Aver-
sion to black-boxes can be overcome with interpretable methods and human-system
interaction, where a human understands the consequences of modifying the param-
eters of a method.
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Chapter 1

Introduction

1.1 Thesis Motivation

Sales promotions are marketing strategies used by retailers to stimulate the demand
of products. They are a range of tactical marketing techniques, designed within a
strategic marketing framework, to add value to products, in order to achieve spe-
cific sales and marketing objectives [1]. Promotions are designed to encourage con-
sumers to take direct and immediate purchase action. They create an incentive to
encourage consumers to purchase a product more quickly, more frequently, and in
greater quantities than in the absence of promotions [2]. The impact of promotions
in supermarket sales is large. The Competition Commission of the United Kingdom
reported that sales promotions in British supermarkets typically lead to sales in-
creases of 200%, with some offers reaching 3000% [3]. Over a quarter of total annual
UK retail sales is estimated to come from discounted sales.

The accurate estimation of the sales of future promotions is of paramount im-
portance in large supermarket chains. Retailers use forecasts as inputs for sales,
inventory and order decisions, suppliers for production and procurement decisions,
and distributors for capacity allocation decisions [4]. The consequences of inaccurate
forecast have severe implications for retailers. Over-forecasts occur when the actual
demand is lesser than the expected demand, so that supermarkets not just incur into
great losses, and significant waste is also generated in the case perishable products.
The opposite scenario, known as under-forecast, refers to those sales which could
have happened but the retailer missed. It generally leads to customer dissatisfaction
and lost sales. To avoid such outcomes, supermarket chains have departments spe-
cialised in promotional forecasting. The practitioners in these departments apply
a wide range of modelling approaches to predict the sales of promotions. Tradi-
tionally, research on promotional sales forecasting has focused on improving accu-
racy [5]–[8]. More generally, the interpretability of predictions has been long avoided
in the initial hype of Machine Learning (ML) methods. In the context of ML, inter-
pretability refers to the fact of humans being able to describe the output of a ML
system. With an increasing number of automated decisions originating from ML
systems, certain applications exist where trusting the decisions is challenging. Pre-
dictions alone and metrics calculated on these predictions do not suffice to charac-
terise a model [9]. This is of special interest in supply chains given that substantial
savings can be attained, mainly in terms of reduced inventory, from sharing infor-
mation and forecasts [10]. The vast network that allows a product to be displayed in
a shelf, that is, all the connections from the producer to the final store, is the supply
chain. Nowadays, supply chains are collaborative environments where informa-
tion is dynamically exchanged, and accurate and informative predictions can lead
to stronger negotiating positions.
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The interpretable forecasting of promotional sales motivated the studies pre-
sented in this thesis. Rather than tackling promotional forecasting as a whole, the
scope is restricted to grocery retail. Amongst those who may benefit from bridging
the gap between interpretability and the prediction of promotional sales are ana-
lysts, store managers, forecasters, and collaborative supply chain practitioners. In
this work, we aimed to give an interpretable answer to the following questions:

• Why is a promotion expected to sell a particular amount of units?

• How can the sales of a new product offered on promotion be estimated?

• Why do some products reduce their regular sales in the presence of promo-
tions?

These questions represent day-to-day problems encountered by supply chain
forecasters. Their answers, from the lenses of interpretability, conform the three
main topics of this thesis, namely, (T1) promotional forecasting, (T2) cold-start pro-
motional forecasting, and (T3) the effect of sales cannibalisation and its forecast im-
plications.

In topic T1, the estimation of sales during promotions was addressed. This study
results in a novel interpretable ML method specifically tailored to the automatic
prediction of promotions in real-market applications. The method in question is a
fully-automated weighted k-nearest neighbours regressor. The neighbours are past
promotions with similar characteristics to the one being predicted. The metric rep-
resenting this similarity is learnt from the data following the hypothesis that pro-
motions with similar sales share similar features. For example, a promotion on ice-
cream during summertime will probably sell a similar number units than a past sum-
mertime promotion rather than one that happened during wintertime. The method
has been developed on real market data provided by a worldwide retailer, cover-
ing numerous categories from three different countries and several types of stores.
The robustness of the method was demonstrated on detailed surrogate models, rep-
resenting interactions amongst the independent variables such as multicollinearity.
The algorithm was benchmarked against the forecasts provided by the retailer and
ensembles of regression trees, outperforming both on a merit figure. Additionally,
we showed that the model can be productionalised as an endpoint that is accessed
as a representational state transfer (RESTful) service.

The second topic of the thesis focused on cold-start forecasting during promo-
tion, which refers to the prediction of products that lack historical records. Grocery
retail is a complex environment in constant change. To adapt to the market demand
retailers extend their products catalogue, for example, with new products or newer
presentations of existing ones. The prediction of these items is particularly difficult.
At the time of conducting this research, to the best of our knowledge, no literature on
the topic of cold-forecasting promotional sales in grocery retail was available. The
result of our studies is an interpretable method that combines the predictive bene-
fits of Gradient Boosted Decision Trees (GBDT) regressors and the interpretability
of contrastive explanations (CE). These CE are implicitly generated by the manner
we shape the datasets. The method presents the cold-start forecasts in relation to
the observed promotional sales of other products, which we call neighbours. They
are selected based on a measure of closeness to the predicted promotion, which is
derived from the variable importance calculated during the training of the regres-
sors. With this information, the expert reviewer can adjust the cold-start prediction
by simply varying the contribution of the neighbours. To validate the results, the
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method was tested on a surrogate model as well as on real-market data. The results
on the surrogate model demonstrate that our method is able to accurately identify
the features that contribute to sales and then select the closest neighbours to produce
a contrastive explanation. The results on real-market data also show that the pro-
posed method performs not far from state-of-the-art methods such as CatBoost [11],
NGBoost [12] or autoML solutions such as AutoGluon [13], and that it has the advan-
tage of providing interpretability.

The third topic covered in this thesis studied promotional sales cannibalisation.
Certain products being promoted have a knock on effect on non-promoted ones.
This is typically observed in premium or luxury products being promoted to a price
similar to the non-premium ones. In the promotional jargon, the promoted ones steal
the sales of the regular products. The quantification of this effect is important for re-
tailers, as cannibalisation can lead to wasted food and lost profits. The literature on
the topic is scant, approaching the problem from different perspectives, such as the
detection of cannibalisation as a deviation from the expected sales [14], the deviation
across different product families [15], the pairwise effects based on cross-price elas-
ticity [16], or auto regressive models [17]. To the best of our knowledge, there is no
literature addressing promotional cannibalisation as a causal effect. Our hypothesis
is that causal inference can be used to measure the impact of cannibalisation during
promotions. This research has been conducted time-series data from a supermarket
chain featuring a large collection of products from different departments in several
stores. The validation of our approach has been done on surrogate models where
the cannibalisation mechanism and its extent is known. The result is a framework
that from a pool of products, i.e. an entire department, is able to detect sales inter-
actions between products due to promotions and estimate the cannibalisation effect
using causal inference. This is both unique and of utmost value to store managers
and marketing teams.

The methods resulting from this research are grounded on empirical data col-
lected from worldwide retailers, covering numerous categories, different countries
and several types of stores. Also, detailed surrogate models have been used to test
truth finding and robustness. Moreover, for reasons explained in the personal moti-
vation section, forecasters have been a central component of this thesis, being taken
into account in the solutions that we have developed. Apart from interpretable fore-
casting solutions, we have emphasised the control over the predictions, which can
be easily modified according to the forecasters criteria.

1.2 Personal Motivation

A few words on my personal journey in the promotional forecasting world. During
nearly 5 years I had the pleasure of working in the supply chain department of a
worldwide retailer, specifically in the promotional forecasting team. During this
time I worked on a ML forecasting engine which was eventually rolled out to predict
daily the sales of promotions in the United Kingdom, Republic of Ireland, Korea,
Hungary, Thailand and Slovakia.

It was an exciting and challenging time, and together with my team we managed
to reduce food waste and stockpiling which resulted into large cost savings for the
retailer. But it was not an easy journey. We were effectively replacing existing fore-
casting systems, most of them a blend of heuristics and statistics, with a ML engine.
The new system proved to be more accurate and flexible, although not transparent,
a so-called black-box model. That alone was a great source of discomfort for the local
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teams of forecasters that were being asked to trust a new system that was completely
opaque. I first-hand experienced the mistrust in the new system, especially during
my secondment to the Bangkok office to lead the productionalisation of the new
Thailand forecasting system. During the first month of trial, the forecasting analysts
scrutinised the predictions coming from our system. They quite rightly wanted to
know how the forecast was produced. Beyond being able to explain some of the re-
lationships between the training data and the predictions, I could not provide them
with better answers, or answers that satisfied them for that matter. The key issue
was the lack of interpretability of our system and it was a major barrier preventing
the adoption of our ML engine. Back in Europe, I resolved to redirect my thesis
research towards interpretable ML models.

1.3 Objectives

The present Doctoral Thesis focuses on the study, development and validation of
interpretable ML methods applied to promotions in grocery retail. As stated in Sec-
tion 1.1, it focuses on the following three topics: (T1) promotional forecasting, (T2)
cold-start promotional forecasting, and (T3) quantification of sales cannibalisation
due to promotions. The objectives pertaining to this thesis can be divided into gen-
eral and topic-specific. The general objectives are listed as follows:

• To develop interpretable ML methods applied to promotions, narrowing the
scope to grocery retail.

• To acquire, prepare and process real-market data from different countries, type
of stores and categories of products.

• To develop and evaluate the methods on real-market data featuring different
countries, store types and product categories.

• To test the methods in surrogate models where the mechanisms generating the
sales are known, allowing to address most common pitfalls such as collinearity
or endogeneity. Also to evaluate the fidelity of the presented methods repro-
ducing the ground truth.

• To benchmark our methods against state-of-the-art ML methods. When avail-
able, compare against the retailer’s proprietary forecasts.

• To design our solutions to support and aid the forecasters in their decisions.
The predictions generated by the tools must be easy to control and modify.

• To open source the implementation of all the methods in GitHub so they can be
explored and reused by the community (Matlab and Python).The tools must be
able to run in production environment, sailing away from development code
and minding production quality code.

The objectives tailored to topic T1 are to discuss and evaluate the applicability
of interpretable ML methods to the prediction of promotional sales. In the same
line, topic T2 considers the problem of cold-start forecasting and its solution through
interpretable ML. Topic T3 considers the problem of sales cannibalisation from a
causal perspective.
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1.4 Methodology

The present thesis is composed of three main research topics that relate to promo-
tional sales. Accordingly, the methodology is be divided into two main blocks: a
general methodology and a specific methodology followed in every topic.

The general methodology stems from Agile methodology and it basically con-
sists on considering each one of the research topics as a project. As per the princi-
ples of the Agile manifesto [18], we considered the result of the research as a product.
This shaped the development towards the following aspects: attention to documen-
tation, fast iteration cycles (around 2-3 weeks), continuous development and, to an
extent, satisfaction of the final user (forecasters). The general methodology can be
broken down into the following sorted steps:

1. Extensive review of the literature about the existing topic. Save publication ex-
cerpts, pay special focus on possible existing interpretable solutions and iden-
tify gaps in the literature. Discuss the findings with the thesis directors.

2. Data. For the first two topics, I have privy to complete datasets from a world-
wide retailer covering all promotions in several categories for 4 different coun-
tries. For the third topic, sales cannibalisation, the datasets are publicly avail-
able although they contain only information (fundamental variables such as
price are not available). Despite their different original file formats, the datasets
are validated and prepared so they can be read with the same tools. This in-
volves the Exploratory Data Analysis (EDA) which verifies that the datasets
are usable: missing and distinct values, correct variable type, basic statistics
and distributions.

3. Define the metrics of interest for the current problem. Apart from accuracy
and error metrics, complexity of the solution and runtime constraints must be
taken into account.

4. Baseline accuracy. It involves generating predictions with either a linear method
or a naïve forecast (an average of the last values).

5. Upper bound accuracy. If possible, apply the methods found in the literature
review and/or autoML packages to establish the state-of-the-art accuracy.

6. Surrogate models. Design ground truth models where interpretability can be
evaluated.

7. Work on an interpretable method that fills the interpretability gaps spotted in
the literature review. Start simple and add complexity as needed.

8. Backtest the proposed solution against the baseline and upper bound models.

9. Evaluate the results and iterate steps 7 and 8 until the accuracy of the proposed
solution sits between the baseline and the upper bound, preferably closer to
the latter.

Some other conventions that we have been very present in this thesis are the DRY
principle: Don’t Repeat Yourself, which aims to reduce the repetition of software
patterns. Let us delve in the following sections into the specific methods per topic.
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1.4.1 Promotional forecasting

As stated in the general methodology, during the study of the current topic we eval-
uated baseline methods. Our results showed that linear methods are not able to
capture the complexity of promotions. The research for this topic started in circa
2015 and by then the technology stack that we used was fundamentally Matlab. As
the upper bound methods, we selected the regression trees available in the Statistics
toolbox. To ensure interpretability we decided to investigate k-nearest neighbours
(kNN) as our objective was to present a forecast as the combination of past promo-
tions, or in the context of kNN, neighbours. The direct application of conventional
distances (Euclidean, Minkowski, Cosine and Mahalanobis) did not produce better
results than the baseline models. We then, partly based on intuition and work expe-
rience, stated a straightforward hypothesis: there are some promotional features that
determine the sales of a product. We set to find a distance metric learning technique
that worked with our real-market datasets. The solution that we found combines
the following tasks: (i) data preprocessing and interpretable feature engineering (i.e.
one-hot-encoding for categorical variables), (ii) feature importance calculation, (iii)
a cross-validation stage that tunes the number of neighbours and, (iv) weighted av-
erage that depends on the feature importance.

The calculation of the feature importance is based on a subsampling strategy fol-
lowed by a minimisation that internally uses non-negative least squares (NNLS) and
L2 regularisation. The regularisation ensures that the feature importance is spread
across the variables. The reason for using NNLS is that the feature importance is
a positive semi-definite vector. The NNLS method available in both Matlab and
Python, is FORTRAN based active set approach [19]. It is optimised and for the
amount of data that we use for training (we treat each SKU independently) it offers
a great trade-off between speed and accuracy. Although not included in the pub-
lished paper, for larger datasets (i.e. more than one SKU), we use the faster approach
to NNLS described in [20] and train the weak learners in parallel using Joblib [21].

Additionally, we showed that our Python [22] solution can be easily wrapped as
Flask [23] application in a Docker [24] container setting an endpoint for interactive
forecasting and one for batch mode. The deployment and continuous integration
can be done through Drone [25] pushing to a Kubernetes [26] cluster. If latency is
paramount, FastAPI [27] should be considered over Flask. Details about this method
are presented in Chapter 3.

1.4.2 Cold-start promotional forecasting

The problem that we tackled in our second research topic was cold-start promotional
forecasting, which entails the sales prediction of products that lack history. The hy-
pothesis followed in this work is that a new SKU being predicted belongs to a de-
partment (i.e. soft drinks), so the sales information of similar products within that
department can be leveraged to create cold-start forecast.

We approached this problem in 2018 and by then we have fully moved our tech-
nology stack to Python and cloud-based providers. That allowed us to benchmark
our initial solutions against the latest available open sourced methods. In our tests,
extreme gradient boosting methods such as XGBoost [28], LightGBM [29] and Cat-
Boost [11] achieved much higher accuracy than our proposals and also, in a fraction
of the time (all of them are C++ based). These methods, despite being interpretable
to an extent, could not directly provide with an explanation in the likes of "new prod-
uct PA is expected to sell SA because it is similar to products PB and PC that sold SB and
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SC in similar promotions". These explanations are known as congruent contrastive ex-
planations [30], [31] and can be utilised to construct interpretable forecasts. We then
set to find an approach that allowed to use these great methods in an interpretable
manner.

Our final solution involves the following tasks: (i) data preprocessing and inter-
pretable feature engineering (for example, feature crossing is not allowed), (ii) data
preparation for the boosting-based methods, (iii) a similarity metric calculation and,
(iv) a weighted average that produces the estimated sales.

The standard way of training boosting methods is to set the data in a tabular
structure, where the sales are the response variable (a vector) and the features of each
promotion are a row in a matrix. The data preparation task involves challenging this
general setup. First of all, the response variable is the difference in sales between
pairs of promotions. Consistently, each input row of the independent variables is the
concatenation of the features of the pair of promotions. This bizarre set up allows to
directly generate newer predictions as offsets of historical ones.

Given that the aforementioned boosting methods can calculate a feature impor-
tance vector, it can be leveraged to perform a search, based on a scaled Euclidean
distance, to find the most similar promotions to a cold-start one. That allows to
feedback to the user not just the forecast itself but a list of similar products, or neigh-
bours, along with the feature importance that drove the similarity search. Then, the
user has control to override the feature calculation or the contribution of similar
products.

An important aspect to highlight is that the hyperparameters of the boosting
methods (number of trees, learning rate, tree depth, minimum samples per leaf and
minimum split gain) do not need to be manually tuned. Gradient boosting methods
seamlessly integrate with Bayesian hyper-parameter optimisation methods [32] that
require the lower and upper bounds of the parameters, instead of the final value.
In our approach, the main two parameters are the number of neighbours and the
validation size. We recommend a number of neighbours around 5 to keep the solu-
tion interpretable. The validation set size is simply set as a fraction of the size of the
dataset.

1.4.3 Quantification of sales cannibalisation

The third and final topic researched in this thesis is sales cannibalisation. This phe-
nomenon refers to the knock-on effect on the sales of some products caused by some
others being on promotion. During the literature review we found out that no re-
search has been published on tackling cannibalisation due to promotions in grocery
retail as a causal problem. We then directed our literature review to methods that
allow the estimation of the effect of an intervention. Amongst the existing frame-
works [33]–[35], there is a technique called Causal Impact [36] that is tailored to
time-series. Using Causal Impact, alongside with STL [37] decomposition of the
sales series and a methodology to select cannibalisation episodes, allows us to recre-
ate a time-series where no cannibalisation had occurred. Comparing the original
signal with the simulated allows to infer the daily cannibalisation caused by the
promotion. Additionally, we explored how to relate promotional forecasts to canni-
balisation using the interpretable method Shapley Additive Explanations (SHAP).

The final solution is composed of the following steps: (i) preprocessing the datasets,
(ii) grouping the datasets into store-departments, (iii) selection of possible cannibals,
(iv) selection of possible victims, (v) causal quantification with Causal Impact, and
(vi) graph representation.
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1.5 Contributions and publications

The contributions of this thesis are organised as per the three main topics of research
in the following sections.

1.5.1 Interpretable promotional forecasting

Our contribution is a self-weighted k-NN that presents the predictions as the weighted
contributions of k historical promotions. Its main features are the following:

• Designed to work on single SKUs. Common ML approaches (GBDT and DL-
flavours) require a decent amount of training data. Their feature importance
calculations reflect all the products within the training set – when they do (DL).

• Forecast horizon: either the full length of the promotion or the first week.

• Outputs: Point-forecast and prediction boundaries (based on the standard de-
viation).

• Users have full control on the output. Both feature importance and sales con-
tribution can be overridden – or disregarded.

• Note that our method has been super-seeded by newer ML methods and is
generally less accurate than those.

This work has been published as Aguilar-Palacios, Carlos; Muñoz-Romero, Ser-
gio; Rojo-Álvarez, José Luis. Forecasting Promotional Sales Within the Neigh-
bourhood. IEEE Access, volume 7, pages 74759-74775, 2019. DOI 10.1109/AC-
CESS.2019.2920380. The publication along with a graphical summary are covered
in Chapter 3.

1.5.2 Interpretable forecasting of cold-start promotional products

Our contribution is a forecasting engine that uses GBDTs (namely it can use XG-
Boost, CatBoost, LightGBM and NGBoost) to predict new SKUs supporting the fore-
cast with congruent explanations. Its main features are listed as follows:

• Leverage the predictive power and speed of GBDT – as opposed to reinvent
the wheel.

• Forecasts for new SKUs are presented as a blend of the sales of the most similar
SKUs (neighbours).

• Users have control on the output. The distance (inverse of their contribution)
to the neighbouring products can be overridden.

• Forecast horizon: either the full length of the promotion or the first week.

• Predictions: Point-forecast and its boundaries.

The publication resulting from this research can be found as Aguilar-Palacios,
Carlos; Muñoz-Romero, Sergio; Rojo-Álvarez, José Luis. Cold-Start Promotional
Sales Forecasting Through Gradient Boosted-Based Contrastive Explanations. IEEE
Access, volume 8, pages 137574-137586, 2020. DOI 10.1109/ACCESS.2020.3012032.
The publication along with a graphical summary are covered in Chapter 4.
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1.5.3 Causal quantification of cannibalisation due to promotions

Our contribution focuses on tackling the detection and quantification of cannibali-
sation from a causal perspective. Its main features are the following:

• Cannibalisation tackled as a causal effect. Literature on grocery retail canni-
balisation is scant. Moreover, to the best of our knowledge, no research ap-
proaches this problem from a causal perspective.

• Leverage Causal Impact to measure the loss in sales.

• Users have insights on cannibalisation across full departments and can act
upon this knowledge.

• Granularity: daily estimations of the cannibalisation episode.

This work has been published as Aguilar-Palacios, Carlos; Muñoz-Romero, Ser-
gio; Rojo-Álvarez, José Luis. Causal Quantification of Cannibalization During Pro-
motional Sales in Grocery Retail. IEEE Access, volume 9, pages 34078-34089, 2021.
DOI 10.1109/ACCESS.2021.3062222. The publication along with a graphical sum-
mary are covered in Chapter 5.

1.6 Thesis outline

This thesis is presented as a collection of three publications in Q1 journals, following
the legislation of the International Doctorate School at Universidad Rey Juan Carlos.
The organisation of the thesis is as follows:

• In Chapter 2, to contextualise the commercial scope of this thesis, an introduc-
tion to grocery retail and promotions is given. This is followed by the descrip-
tion of the datasets and the set up pf the notation. Next, we briefly review of
most common forecasting methods employed in grocery retail, time series and
ensembles of gradient decision trees. We also introduce interpretability and
the most common forecast error metrics.

• In Chapter 3, we present the first contribution of the thesis published as Fore-
casting Promotional Sales Within the Neighbourhood.

• In Chapter 4, we present the second contribution of the thesis published as
Cold-Start Promotional Sales Forecasting Through Gradient Boosted-Based
Contrastive Explanations.

• In Chapter 5, we present the third contribution of the thesis published as Causal
Quantification of Cannibalisation during Promotional Sales in Grocery Re-
tail.

• We conclude in Chapter 6 and discuss future work.
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Chapter 2

Background

This chapter presents grocery retail and promotions, describing the most conven-
tional types. We introduce academic descriptions for promotions, the objectives that
retailers pursue when running them, their main effects and outcomes and they are
perceived by the customers. It is then followed by the introduction of the datasets
used in this thesis. The following section sets a mathematical framework for pro-
motions. Next, the definition of interpretability along with the SHAP method are
presented. Then, regression methods for promotional forecasting are introduced.
Finally, a section on forecasting error measuring closes the chapter.

2.1 Grocery retail

Grocery shops are retail establishments that sell food and other products used in the
home [38]. During the early years of the 20th century, supermarkets, larger forms
of grocery stores, were born. Supermarkets are self-service shops offering a wider
variety of food and household products, traditionally organised into aisles. Typi-
cally comprise meat, fresh produce, dairy, and baked goods aisles, along with shelf
space reserved for canned and packaged goods as well as for various non-food items
such as kitchenware, household cleaners, pharmacy products and pet supplies. Su-
permarkets brought with them a self service approach to shopping using shopping
carts, and were able to offer quality food at lower cost through economies of scale
and reduced staffing costs [39]. The first self-service grocery store is attributed to
the chain Piggly Wiggly and it was opened in Memphis (United States) in 1916. Dur-
ing the latter part of the 20th century, supermarkets were further revolutionised by
the development of vast warehouse-sized, out-of-town supermarkets, selling a wide
range of food from around the world [40]. These type of stores are normally re-
ferred as hypermarkets and combine a supermarket and a department store under
the same roof. A department store is a retail establishment offering a wide range
of consumer goods in different areas of the store, where each area, or department,
specialises in a determined product category.

Depending on the size of the retail store, the former Office of Fair Trading (United
Kingdom government) distinguishes between convenience stores (with a surface of
less than 280 m2), mid-range stores (between 280 and 1,400 m2) and one-stop shops as
(over 1,400 m2) [41]. The Institute of Grocery Distribution (IGD) in the United King-
dom highlights that food and grocery sales are worth £179.1 billion (50.2% of total
retail sales). This industry employs 3.9 million people spanning farming, manufac-
turing, wholesaling, retailing and catering, plus even more indirectly through all the
service providers to our sector, a total of 14% of all UK employment [42].
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2.2 Promotions in Food and grocery retail

Sales promotions are marketing strategies used by retailers to stimulate the demand
of products. They are a range of tactical marketing techniques, designed within
a strategic marketing framework, to add value to products, in order to achieve a
specific sales and marketing objectives [1]. Promotions are designed to encourage
consumers to take direct and immediate purchase action. They create an incentive to
encourage consumers to purchase a product more quickly, more frequently, and/or
in greater quantities than in the absence of promotions [2].

The impact of promotions in supermarket sales is large. The UK’s Competition
Commission reported that sales promotions in British supermarkets typically lead to
sales increases of 200%, with some offers reaching 3000% [3]. For retailers, increasing
sales is not the only reason for running promotions. The objectives behind running
promotions are [43]–[47]:

• Stimulate buyer behaviour. Customer increases consumption due to the pro-
motion.

• Attract customers.

• Introduce new products or brands. Product testing and brand switching.

• Counteract competitors.

• Build store traffic.

• Switching customer behaviour. Product substitution and brand switching.

• Maintain or increase sales volume during off seasons. Counteract sales fluctu-
ation.

• Introduce new brands or increase the sales of established brands.

• Increase the loyalty of the consumers.

• Purchase acceleration or forward buying. Customer maintains regular con-
sumption but stores items for later use. To a lesser extent than acceleration,
promotions decrease inter purchase timing.

• Repeat purchasing: customers buy and consume the product more often dur-
ing the period of the promotion.

• Reduce retailer’s storage space and stockpiling.

• Generate profit. Directly caused by promotional sales or indirectly by the
aforementioned factors, promotions are ultimately profitable.

To achieve these objectives, retailers use a variety of techniques to promote prod-
ucts. The most common approaches include price discounts, special deals, vouch-
ers, rebates and special displays. Price discounts typically involve direct price cuts
such as 25% off. Price promotions show that the greater the degree of the discount,
the greater the increase in sales [2]. Special deals are free with-purchase (BOGOF:
buy-one-get-one-free), reduced price with-purchase (buy one and get another at a
reduced price), multi-purchase (three for the price of two). Coupons issued by su-
permarkets or manufacturers, discounts via loyalty cards or refunds. Vouchers are
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also referred as collector promotions and they generally consist of a gift return trig-
gered by the collection of vouchers or food labels. Special displays are typically
grouped as front-of-store, end-of-aisle, in-aisle, signs designed to attract attention
(shelf-takers) or flyers [2], [48].

Figure 2.1 shows promotional and regular sales. This figure shows the sales and
unit price of a product (anonymised) during 14 months in the four different of types
of stores of an Asian retailer.

Depending on their demand patterns, products can be categorised as functional
and innovative. Functional typically refers to groceries and food and overall their
demand is steady, which is not the case with innovative products such as technologi-
cal products [49], [50]. However, their demand in the presence of sales promotions is
far from stable. These special deals increase normal sales of functional products and
hence the functional products will also have uncertain demand during the period of
promotional sales [51]. The existing literature about the effects of sales promotions
on food purchasing and consumption identifies the following outcomes or promo-
tions. First off, the uplift of sales. Promotions lead to substantial short-term (period
of the promotion and its immediate aftermath) increases in the sales of the promoted
product. The extent of their effect varies among different types of product categories,
time of the year, festive periods and events such as sport events. There is evidence
that sales promotions can encourage consumers to change their consumption pat-
terns. Consumers are more likely to buy more storable foods on promotion relative
to perishables because they think they can save money by buying now and storing
the product for later. In economic terms, stockpiling reduces the perceived acquisi-
tion and replacement costs of consumption [52]. The long-run effect of promotions
is still under debate, with some academics showing that the increased sales due to
promotions do not necessarily lead to changes in consumption patterns, i.e: sales
normalise once the promotion is finished and the product is offered at its a regular.

Customer perception of promotions

The outcome of promotions is also determined by the perception and characteris-
tics of the consumers as well as their decision-making. Some of the factors leading
to sales could be directly associated with the purchase itself, for instance the outlet
where the purchase is to be made, the quality to be bought, when and how to pay.
In most instances, firms remove the need to make this decision by either including
the essentials in the form of sales promotion tools like coupons, discounts, rebates
and samples [53]. Another important factor mediating the effect of the sales pro-
motion is defined by consumer characteristics, which include location and life-stage
(social status and age) [54]. The marketing literature refers to people more likely to
respond to promotions as deal-prone consumers. In general, opined consumers like
promotions as they provide utilitarian benefits such as monetary savings, added
value, increased quality, and convenience, as well as hedonic benefits such as enter-
tainment, exploration, and self expression [55].

The framing of promotions should be also considered. Framing [56] relates to
the behaviour of customers depending on the manner in which the information is
received (negative or positive). Promotions perceived as negative framing are less
effective than positive ones [57]. Demographical consumer characteristics have a sig-
nificant influence on how framing affects them [58]. However, there are also studies
that have found that neither positive nor negative frames affect purchase decisions
of consumers [59].
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FIGURE 2.1: Promotional and regular sales. This figure shows the
sales and unit price of a product (anonymised) during 14 months in

the four different of types of stores of an Asian retailer.



2.2. Promotions in Food and grocery retail 15

The perception of discount has also been a research subject. The scale of the dis-
count has an effect, so consumers more precisely consider numerical values rather
than the type of measurement units of discount (% versus monetary values) [60].
Fast-Moving Consumer Goods (FMCG), also known as consumer packaged goods
(CPG), are products that are sold quickly and at a relatively low cost, for example
packaged foods, cosmetics, over-the-counter drugs, dry goods, and other consum-
ables. With respect to promotions in the FMCG category, those offers with imme-
diate incentive, such as price-cuts nature are likely to appeal to all consumer seg-
ments [61]. Studies have shown that in general, price aware consumers are the most
deal prone [62], [63].

Despite sales promotions being designed to produce a quick response from the
customer [64], some studies report that promotions will not only boost sales in
the immediate future, but they will also translate into loyal customers in the long
run [65], [66]. There may also be a long term effect on the brand franchise after the
promotion is over and that sales promotion may also have an effect on the relation-
ship value of the brand [67].

Another factor that affects the perception of promotions is intermittency. Sales
promotion cannot be conducted on a continuous basis because they will eventually
become ineffective. They have to be offered for a limited time and perceived to have
value [68]. A greater understanding of the different types of consumer responses to
promotions can help managers to develop effective promotional programs as well
as provide new insights for consumer behaviour theorists who seek to understand
the influence of different types of environmental cues on consumer behaviour [69].

Supply chain workflow

The main retailer component that makes promotions possible is the supply chain.
A supply chain is a network between a company and its suppliers to produce and
distribute a specific product to the final buyer [70]. Supply chain activities involve
the transformation of natural resources, raw materials, and components into a fin-
ished product that is delivered to the end customer [71]. The actors in this pro-
cess, from the raw materials to the actual purchase, comprises suppliers, manufac-
turers, wholesalers, retailers and customers. The management of the supply chain
involves the management of upstream and downstream relationships to deliver su-
perior customer value at less cost to the supply chain as a whole [72]. The infor-
mation exchange within a Collaborative Supply Chain (CSC) actors is centric and it
has motivated popular operational models such as Supply Chain Operations Refer-
ence (SCOR). The SCOR model was developed by the Supply Chain Council and is
a strategic planning tool that allows senior managers to simplify the complexity of
supply chain management enabling next-generation supply chain management [73].
This coordination improves the efficiency of supply chains in terms of cost, profit
and revenue generation, timely replenishment and prompt recovery from problems.

The estimation of promotional sales is pivotal in supporting inventory and pro-
duction planning for supply chains [74]. This process of planning promotions is
complex and challenging [75], as overestimation of consumer demand in sales pro-
motions can result in high storage and waste costs, especially in the perishable foods
category, whilst, on the other hand, underestimation can result in consumer com-
plaints and loss of store/brand loyalty due to poor availability of stock [76].

Traditionally, each actor of the supply chain independently produced predictions
for the demands of products. This is being replaced by collaborative forecasting
arrangements, so that the demand for the final product (and hence the demand
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for components to be supplied by different members) can be predicted more accu-
rately [77] and benefit the entire supply chain [78]. Collaborative Planning Forecast-
ing and Replenishment (CPFR) combines the intelligence of multiple trading part-
ners in planning and fulfilment of customer demand by linking sales and marketing
best practices. The CPFR framework encourages transparent information exchange
as one of the key elements of collaboration [51], [77]. Product and brand managers
regularly negotiate sales promotion schedules with retailers to employ various sales
promotion tools [79]. To execute sales promotions, an active participation from all
supply chain partners is highly critical.

Given the importance of these predictions, retailers have large teams dedicated to
forecasting. These employees, commonly referred as forecasters, are analysts work-
ing on anticipating the future sales of products. It is not uncommon for these teams
to be divided into departments or categories, such as fresh or dairy. Forecasters
have extensive insight on the products they forecast, as well as good knowledge of
the local markets, the behaviour of consumers and their buying habits [80]. Based
on their experience and intuition, forecasters develop rules of thumb that help in the
prediction of sales. Due to the complexity and large number of promotions, many
retailers have implemented forecasting decision support systems that aid forecast-
ers. A mathematical tool alone is often insufficient, and additional information and
(forecasters) knowledge is required to reach reliable forecasts [81]. The knowledge
and skills of forecasters should never be underestimated.

2.3 Data sources

The Economist published in 2017 an article titled "The world’s most valuable re-
source is no longer oil, but data" [82] acknowledging the value of data. The retail
industry has adapted, especially during the last decade, to a data-centric business
model where data is essential to all types of operations.

The promotional data collected by retailers comes from different sources and
elements. To describe the main components, it is fair to establish the primary level as
the one composed by the combination of store and SKU. A store sells at a particular
time a product on that is on display at a certain price. Product sales are collected as
the tilt scans the SKU, hence they are typically referred as scanned sales. Retailers
carefully maintain logs of the SKU supply, back-store inventory, returned items and
tally them against scanned sales. Items that are damaged, stolen or unavailable at the
shelves (i.e: replenishment issues) are identified as lost sales. SKU-store combination
allows to identify the type of display where the product is placed, promotions (and
their features) and price (or discount).

Calendar data allows to know the time of the purchase, day of the week, month,
season and year. Store location allows to know nearby landmarks such as public
transport stations, schools or hospitals. Also the closeness of competitors as well as
area demographics and estimated income. The combination of store location and
calendar data allows to know holiday periods, local festivities or special events in
the area. Furthermore, these two pieces of information are also combined with local
weather data allowing to know average temperate and humidity in the area. Some
products are strongly correlated to seasonal periods or sudden rises in temperatures.
For example, barbecues in May or soups for snowing days in winter.

The method used for payment can be used to derive additional information. For
example, when using a membership card, age, gender and address of the customer
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FIGURE 2.2: Data landscape. This figure shows the data-points that
retailers can capture when a simple purchase takes place.
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Category Records Promotions SKUs Length (µdays) Stores (µ± σ) Sales (µ± σ)

EU-1: Wines 27315 5902 224 21.27 148.3 ± 189.4 14597.8 ± 43438.4
EU-1: Household 81339 20520 758 20.28 169.6 ± 203.9 13271.4 ± 33252.3
EU-1: Meat and poultry 28992 7707 307 23.27 141.9 ± 188.0 23986.2 ± 80959.5
EU-1: Grocery 1 101469 28599 1221 21.99 161.2 ± 205.3 13126.8 ± 40719.9
EU-1: Produce 24302 5755 234 14.38 136.7 ± 177.1 59568.7 ± 174099.1
EU-1: Frozen 36185 8677 438 22.79 154.1 ± 197.5 20641.5 ± 49423.2
EU-1: Impulse 155215 41532 1236 20.00 168.9 ± 207.1 25632.5 ± 73863.5
EU-1: Beers and spirits 46568 15540 311 17.86 170.2 ± 207.5 8343.8 ± 21767.0
EU-1: Health and beauty 157440 41213 1485 24.27 151.6 ± 184.6 4773.5 ± 23641.9
EU-1: Provisions 127709 33770 1077 22.16 160.4 ± 206.2 27782.1 ± 72070.7
EU-1: Bakery 27842 5946 340 21.43 136.4 ± 182.6 24618.6 ± 58440.7
EU-1: Grocery 2 119255 31434 1123 19.67 183.4 ± 216.6 17036.4 ± 45432.6
EU-2: Health and beauty 38222 13224 1609 27.81 35.7 ± 19.9 444.4 ± 920.2
EU-2: Ready to eat 20851 5941 517 9.51 36.3 ± 19.5 1853.3 ± 3945.9
EU-2: Cook,bake,spread 12688 3604 336 14.44 43.7 ± 21.6 3862.1 ± 19695.4
EU-2: Soft drinks 48635 12289 871 14.59 42.3 ± 21.4 4350.0 ± 17660.6
EU-2: Meat,fish,poultry 3943 1387 101 8.05 44.9 ± 20.4 13600.5 ± 24075.5
EU-2: Snacks sweets 27202 6559 596 14.12 41.3 ± 21.4 2857.5 ± 6874.1
EU-2: Produce 6196 1568 204 8.22 47.1 ± 21.3 16686.7 ± 33776.3
EU-2: Baby care 13369 4473 479 19.08 38.4 ± 20.5 453.3 ± 975.8
EU-2: Dairy 37309 10108 739 11.15 38.1 ± 19.3 4868.6 ± 23275.0
EU-2: Meals 18339 5201 451 16.08 44.4 ± 23.1 1649.8 ± 3199.1
EU-2: Homeclean and consm 37600 10954 869 15.65 36.6 ± 22.5 876.3 ± 2837.1
EU-2: Pet 14436 3989 382 17.17 34.9 ± 21.1 1373.4 ± 2715.2
EU-2: Alcohol 37364 10037 1115 23.42 39.2 ± 21.1 3365.4 ± 17128.4
EU-2: Bakery 3619 1219 182 9.28 44.3 ± 21.3 9696.9 ± 29083.6
EU-2: Noodle,pasta,rice 3833 1089 161 13.60 41.8 ± 21.2 2149.9 ± 3157.8
EU-2: Frozen food 15827 4234 428 12.41 33.6 ± 19.4 1115.5 ± 2094.5
EU-3: Produce 1225 1212 67 16.02 97.3 ± 354.3 9110.1 ± 39551.2
EU-3: Household 3649 3423 288 20.35 663.0 ± 602.5 15397.3 ± 28120.2
EU-3: Grocery 1 12108 11137 707 21.56 431.0 ± 552.6 11323.1 ± 24865.9
EU-3: Meat and poultry 1591 1588 162 26.81 298.3 ± 481.8 17346.4 ± 48330.3
EU-3: Impulse 22548 19203 929 20.29 588.9 ± 608.1 41714.5 ± 87508.0
EU-3: Frozen 2580 2564 169 25.89 864.9 ± 592.1 29086.0 ± 47745.6
EU-3: Beers and spirits 4982 4823 193 18.31 672.3 ± 639.6 8838.0 ± 22086.6
EU-3: Provisions 21482 20127 894 23.83 422.6 ± 529.1 23274.5 ± 45214.6
EU-3: Wines 2856 2217 126 21.99 689.1 ± 527.4 31162.8 ± 42643.3
EU-3: Bakery 3755 3566 201 22.16 585.8 ± 605.4 25768.0 ± 44300.8
EU-3: Grocery 2 11633 11043 674 20.21 606.3 ± 603.9 13884.7 ± 26858.1
EU-3: Health and beauty 2470 2374 257 23.15 667.6 ± 583.7 8822.9 ± 13399.0
AS-1: Hba and cosmetic 19343 9752 905 13.64 231.0 ± 351.1 2708.3 ± 6988.7
AS-1: Bakery 169 107 24 14.20 173.3 ± 189.5 135782.6 ± 311186.4
AS-1: Produce 1188 795 112 6.75 191.3 ± 204.3 20814.6 ± 44607.6
AS-1: Meat and seafood 1174 694 62 5.20 197.1 ± 210.9 38018.7 ± 91678.8
AS-1: Basic food 12050 5418 619 13.96 278.0 ± 417.2 20308.5 ± 84454.8
AS-1: Precooked 847 583 71 13.15 608.9 ± 538.0 16139.4 ± 18391.4
AS-1: Meal solutions 302 179 35 15.96 206.1 ± 200.7 13373.7 ± 19184.4
AS-1: Household 26425 11171 848 13.76 221.8 ± 354.8 7287.6 ± 24593.8
AS-1: Impulse 26891 10596 758 13.27 335.2 ± 468.8 16507.0 ± 57447.8
AS-1: Dairy 5735 2603 259 15.34 341.3 ± 466.7 4353.4 ± 7174.7
AS-1: Frozen 756 420 83 14.85 257.2 ± 424.1 2888.0 ± 6719.9

TABLE 2.1: Proprietary datasets used in this thesis.

might be used for enriching purchase datasets. Figure 2.2 shows how this informa-
tion is collected and merged into customer profiles.

2.3.1 Proprietary datasets

The development of the methods in this thesis have been possible thanks to the
promotional data facilitated by a worldwide retailer. The datasets contain numerous
categories from three different countries and several types of stores, as summarised
in Table 2.1.
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Category-department SKU SKU promo Daily sales

DRINKS-BEVERAGES 613 191.91 7088.31
DRINKS-LIQUOR,WINE,BEER 73 19.27 170.33
FOOD-BREAD_BAKERY 134 43.00 1083.31
FOOD-DAIRY 242 146.27 1943.90
FOOD-DELI 91 74.36 516.36
FOOD-EGGS 41 31.36 346.59
FOOD-FROZEN_FOODS 55 13.82 276.08
FOOD-MEATS 84 53.82 816.60
FOOD-POULTRY 54 45.55 977.83
FOOD-PREPARED_FOODS 26 6.73 225.08
FOOD-PRODUCE 306 240.82 5608.58
GROCERY-GROCERY_I 1334 399.18 8187.60
GROCERY-GROCERY_II 14 2.09 59.40

TABLE 2.2: Public dataset from Corporacion Favorita (Ecuador).

2.3.2 Public datasets

Probably one hinderance in the research of retails promotions is due to the fact
that, traditionally, it has been difficult to get access to promotional datasets. Even
when academics have managed to get promotional datasets, there are restrictive
non-disclosure agreements (NDA’s) that prevent the sharing or disclosure of them,
leading to silos in research (this has happened to us during this thesis). This is fortu-
nately changing thanks to organisations such as the Makridakis Open Forecasting Cen-
ter (MOFC) that hosts a yearly worldwide competition, named the M-competition,
where the retail datasets are available for researchers. This is also facilitated by the
Kaggle organisation that has held some competitions in the past related to grocery
retail. Although these datasets are only partial views on the supply chain, they
only contain some stores or no product information is available, they are helping in
democratising the access to grocery retail data to ML practitioners and researchers.

During this thesis we have also used data from the Ecuadorian grocery retailer
Corporación Favorita SA1. The datasets contain the sales of thousands of items in
stores across Ecuador, although they do not feature information about the prices
or descriptions of the SKUs. A Boolean variable is include to indicate whether the
product was on promotion. A description of this dataset is given in Table 2.2.

Another public dataset called “Breakfast at the Frat” was also used during this
thesis. This dataset is made publicly available2 by the company Dunnhumby and it
contains sales, promotional indicators, and prices for several stores in the US. The
limitations of this dataset are the weekly resolution (as opposed to daily) and the
total number of 58 products. It features the top five products from each of the top
three brands within four categories (mouthwash, pretzels, frozen pizza, and boxed
cereal).

Although not featured in any of the publications resulting from this thesis, the
dataset from the M5 competition was also explored in this thesis. It consists on daily

1Available through Kaggle at https://www.kaggle.com/c/favorita-grocery-sales-forecasting/
data

2Breakfast at the Frat is available upon request at https://www.dunnhumby.com/source-files/

https://www.kaggle.com/c/favorita-grocery-sales-forecasting/data
https://www.kaggle.com/c/favorita-grocery-sales-forecasting/data
https://www.dunnhumby.com/source-files/
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sales featuring several stores and departments from the American retailer Walmart.
It is also available through Kaggle3.

2.4 Mathematical framework for promotions

As mentioned in Section 2.2, sales promotions can be presented in a variety of forms
involving different combinations of prices and discounts, displays, type of stores
and commercial campaigns to mention some. These data is collected in a tabular for-
mat by retailers and can typically be divided into four categories: numerical, binary,
time-date and categorical variables.

Amongst the numerical variables, is it common to find information about the
number of stores that are running the promotion, the prices before the promotion is
launched and during the promotion, as well as the discount. We represent these fea-
tures by nn numerical variables, either continuous or metric features, as random real
processes {xm

1 , . . . , xm
n1
} where each xm

i ∈ R follows a probability density function
(pdf) denoted by xm

i ∼ fxm
i
(xm

i ). To describe the store type, display, relative position
in the aisle or the type of promotion, nc categorical variables are used. They are
random categorical processes {xc

1, . . . , xc
n2
} where xc

i ∈ Gvi and vi is the number of
possible values for xc

i within the set G. Each xc
i follows a mass density function (mdf)

xc
i ∼ gxc

i
(xc

i ). Binary variables, which are a particular case of categorical variables,
are used to inform about features such as a product being seasonal or the placement
of a product on a featured display, amongst others. To mark the beginning and end
of promotions, date and time variables are used. Typically day of the week, week
number, month and season are derived from the launching dates, mainly to account
for trends and seasonal effects. There are other types of features that could be used
as promotional information, such as free-text documents from customer reviews.
These datafeeds are not available in this thesis.

To explain the arrangement of these variables as tabular input data, let us intro-
duce the terms and notation followed along this thesis. Given a set of m observed
sales promotions, we represent the explanatory variables composed of nn numerical,
nc categorical and nd date variables as X ∈ Rm×n, where n = nn + nc + nd. We use
y ∈ Rm to represent the response variable of the m promotions, which is typically
the amount of sales in units, or can sometimes be a compound metric that factors
sales and indicators such as market volatility. This is the set D = {X, y}, whose
matrices are

X =


x(1)1 x(1)2 x(1)3 . . . x(1)n

x(2)1 x(2)2 x(2)3 . . . x(2)n
...

...
...

. . .
...

x(m)
1 x(m)

2 x(m)
3 . . . x(m)

n

 and y =


y(1)

y(2)
...

y(m)

 , (2.1)

where superscript (i) denotes the i-th row, a promotion, of a matrix and subscript j
denotes the j-th column or variable of a matrix. Hence, the sales of one promotion
are represented as yi whereas the variables are xi.

Despite the hybrid nature of the input data, both X and y real-valued matrices.
Depending on the granularity of the time date information, these variables can be
presented as simple date strings, timestamps (we encourage the use of the inter-
national standard iso-8601) [83], date-types or UNIX epochs [84]. The latter is the

3M5 dataset available at https://www.kaggle.com/c/m5-forecasting-accuracy/data

https://www.kaggle.com/c/m5-forecasting-accuracy/data
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preferred date-time format used in this thesis for matrix X as it is straightforward to
operate on it.

The encoding of the nc categorical variables as real-valued is typically done using
the following methods. For a given categorical variable xc

i with a set G of v1, . . . , vp
distinct values, one-hot encoding creates p new dummy features (binary) for each
unique value as per

xc
i = 1G(vi) =

{
1 when vi ∈ G
0 when vi /∈ G ,

where 1G(·) is the indicator function for membership of G. Depending on the cardi-
nality of xc

i , the application of one-hot encoding can lead to a phenomenon known as
the curse of dimensionality [85]. The increase in the number of dimensions is especially
problematic in methods founded on distances, such as the first method presented in
this paper. This effect has motivated the development of alternative encoding meth-
ods. Some of them, encode the categorical variable taking into account the values of
the response variable y. Examples of such are mean target encoding [86], where the
categorical variable is represented by the average of the response variable for each
vi value, namely, E[y|xc

i = vi], or the James-Stein encoder [87], which is a weighted
average of the values that the response variable takes when xc

i = v, as per,

(1− β) · E[y|xc
i = v] + β · E[y], (2.2)

where

β =
var[y|xc

i = v]
var[y|xc

i = v] + var[y]
, (2.3)

or its variant aimed to reduce overfitting known as the CatBoost approach [88].
Another popular set of approaches is the use of methods to produce spatial pro-

jections such as auto-encoders. These are not considered in this thesis due to inher-
ent lack of interpretability.

2.5 Interpretability

With an increasing number of automated decisions originating from Machine Learn-
ing (ML) systems, certain applications exist where trusting the decisions is challeng-
ing. Predictions alone and metrics calculated on these predictions do not suffice
to characterise a model [9]. Understandably, a participant in the supply chain of
a retailer might feel uneasy placing an order on a new product with very little in-
formation about it. This situation gets more complicated when the decision on the
number of units originates from an automated ML system with no supporting feed-
back on the figures, the so called “black-box“ models. This means that the users
—and even the creators— of the algorithms cannot easily discern how the variables
relate to the outcome and to each other [89]. This situation of mistrust can be re-
mediated by adding information on how the decision has been made. Ideally some
level of cooperation should exist between the human and the ML system where the
user can control and modify the results.

The goal of interpretability is to describe a system in a way that is understandable
to humans [90], and fulfilling three pillars: trust, interaction and transparency [91].
Interpretability should not be confused with explainability, which focuses on the ex-
planation of the internals of a model to a human. Explainability has been the subject
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of many recent works in the research community [92]–[96] aiming to clarify and fa-
cilitate the understanding of ML and Deep Learning models.

2.5.1 Interpretability via SHAP

SHapley Additive exPlanations [97]–[99] is an approach to explain the result of a
model using a local approximation. This approximation is produced by the expla-
nation model, which is based on the Shapely values from cooperative game theory.
Lloyd Shapley introduced in 1953 [100] a concept solution to find a distribution of
the total gain amongst N players cooperating. The idea is that the marginal con-
tribution of the i-th player is calculated from the coalition of S players as follows:

φi(v) = ∑
S⊆N\{i}

|S|! (N − |S| − 1)!
N!

(v(S ∪ {i})− v(S)), (2.4)

where the function v() is called the worth of coalition and describes the total ex-
pected payoff that the members of the coalition can obtain by cooperation. Apart
from being the optimal solution in cost sharing games with concave cost functions,
the Shapley values present attractive properties such as efficiency, symmetry or lin-
earity amongst others [101].

In the context of Machine Learning and Deep Learning, the Shapley values can
be used to produce a unified approach to interpreting models. Particularly, the out-
come of a model f can be locally explained with a simpler and linear model g if the
following assumptions are met:

• The output of a model can be seen as the cooperation between the input vari-
ables. Therefore the players in Equation 2.4 are redefined as the coalition set
S = z′ of non-zero features.

• To approximate the local prediction with the Shapley values, the equality ∑N
i=0 φi =

f (x) is enforced.

• The features for the local model g are simplified inputs x′ that map to the original
inputs through the mapping function x = hx(x′). The output of the original
model is approximated as f (x) = f (hx(x′)) ≈ g(z′) whenever z′ ≈ x′.

• The function v() is fx() which is the expected value produced by the model
explained conditioned on the subset of features S, formally E[ f (x)|XS].

In [97], Lundberg states the following three properties that satisfy that the solu-
tion is unique:

• Local accuracy: the linear approximation equals the output of the model.

• Missingness: variables that are missing are attributed no value.

• Consistency: changes in the model are reflected in the importance attribution.

All of the above is encapsulated in the SHAP linear equation as follows,

f (x) = g(z′) = φ0 +
M

∑
i=1

φi · z′i, (2.5)

where φ0 represents the expected value E[ f (x)] and z′ ∈ {0, 1}M, being z′i = 1 when
the variable i is observed and z′i = 0 when is missing or unobserved. Equation
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(2.5) is adapted to explain kernel-based models, deep learning models and ensemble
methods.

An example of leveraging SHAP to produce force plots showing the interaction of
input variables is given in Appendix A of the third publication of this thesis Causal
Quantification of Cannibalization during Promotional Sales in Grocery Retail, featured in
Chapter 5.

2.6 Regression methods for promotional forecasting

In the past three decades several quantitative and qualitative forecasting techniques
for grocery retail have been proposed in the literature. Qualitative forecasting tech-
niques include sales force composites, customer surveys, jury of executive opinion,
the Delphi method and judgemental forecasting [51]. Quantitative forecasting tech-
niques include time-series methods such as exponential smoothing, the Holt-Winter
model, the Box-Jenkins model and ARIMA amongst others. Statistical and machine
learning approaches have also been proposed by academia [5]–[7], [102], includ-
ing multivariate regressions, kNN, Decision Trees, Support Vector Machines, Neu-
ral Networks (shallow and deep). In this section we explain two topics that have
been omitted for space restrictions in our publications: the principles of time-series
forecasting and Gradient Boosting Decision Trees.

2.6.1 Time-series forecasting

The classic approach to forecasting in grocery retail is founded on time-series meth-
ods. The information in this section follows the textbook Forecasting: Principles and
Practice [103].

The idea behind time-series forecasting is that a time series yt can be decomposed
into a seasonal component St, a trend Tt and a residual Rt:

yt = Tt + St + Rt = St + At. (2.6)

The seasonal component is expected to be quite steady, being the focus on pre-
dicting what is called the seasonalised component, At = Tt + Rt. Figure 2.3 illus-
trates the components Tt, St and Rt of total daily sales for the dairy department in a
store located in Quito. The decomposition has been calculated with STL.

The prediction ŷt|t−1 has a residual, or error, defined as et = yt − ŷt|t−1. By ex-
tention, the error of all of the predictions can be measured by the SSE, defined as

SSE =
T

∑
t=1

(yt − ŷt|t−1)
2 =

T

∑
t=1

e2
t . (2.7)

Exponential smoothing methods are amongst the most popular approaches for
time series forecasting. Predictions are calculated as weighted averages of the histor-
ical observations. The remaining of this section presents the idea behind exponential
smoothing alongside with its two forms: the weighted average and the component
form. Additionally, Holt’s method and its extensions are also presented.

Forecasting with exponential smoothing

The idea behind exponential smoothing is that the prediction ŷ at time T + 1|T is
calculated as a contribution of the past observations weighted by recency through
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FIGURE 2.3: STL decomposition of the total daily sales (blue) of the
dairy department in Store 44. The orange line represents the trend Tt
whereas the green one represents the seasonal weekly pattern St. The

red line represents the residuals Rt of the decomposition.

the smoothing parameter 0 < α < 1, as per,

ŷT+1|T = αyT + α(1− α)yT−1 + α(1− α)2yT−2 + · · · . (2.8)

It classically takes two equivalent forms, known as the weighted average and com-
ponent form. The weighted average form is a combination of the weighted past
observations plus a constant value commonly referred as level,

ŷT+1|T =
T−1

∑
j=0

α(1− α)jyT−j + (1− α)T`0, (2.9)

where `0 is the level, which is small for large T.
The alternative representation is the component form, where the values of series

at time t are represented by the level `t, as per,

ŷt+h|t = `t = αyt + (1− α)`t−1. (2.10)

Holt’s linear

To improve the accuracy of the previous method, Holt [104] extended the component
form of exponential smoothing to include a term accounting for the trend of the
series, as per,

ŷt+h|t = `t + hbt =

αyt + (1− α)(`t−1 + bt−1)︸ ︷︷ ︸
level

+

h (β∗(`t − `t−1) + (1− β∗)bt−1)︸ ︷︷ ︸
trend (slope)

.
(2.11)

The trend term is constant and typically leads to overforecasting, which has mo-
tivated the development of methods that damp the trend.
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Damped Holt’s

Damped methods focus on decreasing the trend over time by using a damping pa-
rameter 0 < φ < 1. Its formulation is as follows,

ŷt+h|t = `t + (φ + φ2 + · · ·+ φh)bt,

`t = αyt + (1− α)(`t−1 + φbt−1),
bt = β∗(`t − `t−1) + (1− β∗)φbt−1.

(2.12)

If φ = 1 the equation corresponds to Holt’s linear. In practice, 0.8 < φ < 1 as
lower levels are too decreasing.

Holt-Winters’

Holt-Winter’s extends Holt’s to include seasonality in the estimation. The seasonal
term is represented by St+h−m(k+1), where m is the frequency of the seasonality (m=12
months in a year), and k = (h− 1)/m is an integer which ensures that the estimates
of the seasonal indices come from the final year of the sample. Some particularities
of the method are that level `t is calculated on the deseasonalised values of yt and the
previous level plus the trend (non-seasonal), balanced by α. The seasonal equation
shows a weighted average between the current seasonal index, (yt − `t−1 − bt−1),
and the seasonal index of the same season last year (i.e., m time periods ago). The
smoothing parameters and initial estimates for the components are normally esti-
mated by minimising the RMSE.

There are main two forms of seasonality, representing how it affect the series: as
an additive term or as a multiplicative term. The additive form of Holt-Winters is
preferred when the seasonal variations are roughly constant through the series. This
form is calculated as per

ŷt+h|t = `t + hbt + st+h−m(k+1) + rt,

`t = α(yt − st−m) + (1− α)(`t−1 + bt−1),
bt = β∗(`t − `t−1) + (1− β∗)bt−1,
st = γ(yt − `t−1 − bt−1) + (1− γ)st−m.

(2.13)

The multiplicative formulation is preferred when the seasonal variations change
proportional to the level of the series. Its calculation is as follows,

ŷt+h|t = (`t + hbt)st+h−m(k+1)rt,

`t = α
yt

st−m
+ (1− α)(`t−1 + bt−1),

bt = β∗(`t − `t−1) + (1− β∗)bt−1,

st = γ
yt

(`t−1 + bt−1)
+ (1− γ)st−m.

(2.14)

2.6.2 Gradient Boosting Decision Trees

The idea behind Gradient Boosting Decision Trees (GBDT) for regression is to ad-
ditively combine weak “learners” to form a stronger learner. Generally, these weak
learners are regression trees, so let us briefly define them. A regression tree seeks to
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partition the features input space with regards to the response variable. The parti-
tioning starts from a base node, the root, which splits the values of a variable into two
subsets, commonly referred as left and right children and that give the appearance
of a branch. The children are subsequently split until the branch reaches a certain
depth. The terminal regions are referred as leaves and the paths generated during
partitioning resemble a tree seen upside-down.

Without delving into detail, there are two main concepts related to growing a
regression tree: the output value and the split criterion. The mathematical notation
for the i-th promotion is xi, yi from D = {(xi, yi)}, where |D| = n is the number
of observations, xi ∈ Rn being m the number of features and yi ∈ R. The output
value F(xi) of a regression tree is the average of the response variable for the in-
stances that lie within a leaf or terminal region Rm, properly, ĉm = E[yi|xi ∈ Rm].
The process of computing the terminal regions Rm is defined by the split criterion.
Finding the splitting thresholds for all the variables is computationally infeasible.
To make the problem tractable, a greedy approach can be used to compute the split
of one a variable at a time. Considering a feature j and a split threshold η on the
values of j, the partition into the two subsets (children) Rl(j, η) = {X|xj ≤ η} and
Rr(j, η) = {X|xj > η} is the solution to

min
j,η

{
min

cl
∑

xi∈Rl(j,η)
L(yi, cl) + min

cr
∑

xi∈Rr(j,η)
L(yi, cr)

}
. (2.15)

To evaluate the fitness of the approximation we typically define the cost function
L(yi, γ) as the mean squared error (MSE),

L(yi, γ) =
1
n

N

∑
i=1

(yi − γ)2, (2.16)

which is a differentiable function with regards to γ and whose optimal value can be
simply calculated as the average

∂L(yi, γ)

∂γ
= 0⇒ γ = E[yi]. (2.17)

The solution then to Equation 2.15 is to scan through the values of feature j to find
the threshold η that produces the minimum cost. Due to using the MSE as the cost
function, this splitting criteria is normally referred as the MSE criteria. This binary
partitioning of the space is iteratively repeated on the children nodes to compose
regression trees.

Decision trees are flexible, fast to train and interpretable as they can be simply
rendered as a set of rules. On the other hand, they are prone to over-fitting and
therefore might not generalise well. Gradient boosting overcomes the accuracy lim-
itations of regression trees by the adding the predictions of several trees into one.
This is achieved by laying the trees into layers or forests, where the trees refine the
prediction of the upper layer trees. This is done in a sequential process driven by
iteratively minimising the prediction error.

To explain GBDT let us follow [85]. There are two main stages in generating
GBDT: model initialisation and tree growing. The model initialisation step consists
of setting the model to a constant value that minimises the error of the cost function,

F0(x) = arg min
γ

n

∑
i=1
L(yi, γ). (2.18)
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In the case of using MSE as cost function, the initialisation value is F0(x) = E[yi], the
averaged value of all the inputs.

The second stage, known as tree growing, represents the core of GBDT and it
involves iteratively growing M trees, from m = 1, . . . , M in the following steps:

(i) Calculate the pseudo-residuals for the observation i and tree number m as

rim = −
[

∂L(yi, F(xi))

∂F(xi)

]
F(x)=Fm−1(x)

for i = 1, . . . , n. (2.19)

Please note that when the loss function is the sum of squared errors, Equation 2.19
is just the observed values minus the predicted values, the residuals. The name
pseudo-residuals refers to the possibility of using other cost functions.

(ii) The following step consists on fitting the regression tree m to the datasetDm =
{(xi, rim)}, using the residuals as the response variable instead of yi. By fitting a
regression tree to the rim residuals, we create the terminal regions (leaves), named
Rjm for j, . . . , Jm, being Jm the total number of leaves in tree m.

(iii) Given that more often than not, terminal regions contain more than one
residual, the output value γjm is calculated as the optimisation problem (line search),

γjm = arg min
γ

∑
xi∈Rjm

L (yi, Fm−1(xi) + γ)) . (2.20)

Equation 2.20 is simplified to the average of the residuals, γjm = E[rim|xi ∈ Rjm],
when the loss function is the sum of squared errors.

(iv) Finally, borrowing the update rule from gradient descent, the predictions are
updated at a learning rate ν as

Fm(xi) = Fm−1(xi) + ν
Jm

∑
j=1

γjm I(xi ∈ Rjm). (2.21)

Figure 2.4 shows a GBDT trained on the Grocery data from country EUR-1 (pri-
vate datasets 2.3.1). The GBDT has been built with [105] whereas the visualisation is
rendered with [106]. The input variables are the number of stores, the type of store,
and the price during and prior to the promotion on a total 44581 records. The depth
of the trees is 3, as represented by the levels in the tree structure. The leaves show
the prediction given by the tree if the branch is navigated whereas the number n
indicates the number of samples that fall in that leaf, and are used in the calculation
of the average.

2.7 Forecast errors

Measuring the accuracy of forecasts is difficult. The choice of a metric is very depen-
dant on criteria such its business significance and applicability. There is no one-size-
fits all approach for quantifying the error of forecasts. Each metric has disadvantages
that can lead to inaccurate evaluation of the forecasting results [107]. Additionally,
these measures do not always ensure easily interpretable results when applied in
practice [108]. In this section the most common forecast metrics are presented, di-
vided into absolute and squared errors, percentage errors and relative errors. In all
the equations yi represents the actual value whereas ŷi represents the forecast.
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FIGURE 2.4: Gradient Boosted Decision Trees on grocery data from
EUR-1. This figure shows how variables are split to create the tree
structure and how the leaves output the average of the values that

fall in them.
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2.7.1 Absolute and squared errors

These type of errors are amongst the most popular forecast accuracy metrics. How-
ever, they present several shortcomings: they are scaled dependant and they tend to
follow a highly skewed distribution with a heavy right tail [109].

Mean Absolute Error (MAE). It is attractive as it is simple to understand and
calculate [110] but it has the following limitations: lack of robustness [109] and it is
not scale independent [107]. It is defined as

1
N

N

∑
i=1
|yi − ŷi|. (2.22)

A variation of MAE is to use the median instead of the average and it is commonly
referred as Median Absolute Error (MdAE).

Mean Squared Error (MSE). It is defined by the formula

1
N

N

∑
i=1

(yi − ŷi)
2. (2.23)

A classic variation of MSE is its root form, known as Root Mean Squared Error
(RMSE), which is simply the square root of the MSE. Another variant aimed at
minimising the scale dependency of MSE and RMSE is called Normalised RMSE
(nRMSE) which consists of normalising the errors by the mean of the actual values.

In summary, it is a reasonable choice to evaluate forecasts using absolute and
squared errors when the time series measured are within the same scales and outliers
have been removed [107]. If minimising extreme errors while allowing for small
ones is the main target, absolute errors are a good fit.

2.7.2 Percentage errors

The main shortcomings of percentage errors are the division by the actual value yi,
which can be zero, the sensitivity to outliers, the lack of error symmetry and that the
error measures are biased [107].

Mean Absolute Percentage Error (MAPE). MAPE is another popular metric al-
though it has several problems. Its formulation is as follows,

100
N

N

∑
i=1

∣∣∣∣yi − ŷi

yi

∣∣∣∣ . (2.24)

Due to its formulation, zero and negative actual values cannot be used, making it
unsuitable for intermittent demand data [109]. Another problem of MAPE is that is
extremely vulnerable to outliers. Its main limitation within the scope of this thesis
is that MAPE neglects the magnitude of the error as it is divided by the actual sales.
Due to the caveat of non-symmetry, some authors [107] do not recommend them.

2.7.3 Relative errors

There are two relative errors that have been used along this thesis to evaluate the
results of the predictions on aggregates, normally full categories or departments, in
one or more stores.
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Forecast Error it is similar to MAPE, although is not a percentage. Its formulation
is

N

∑
i=1
|yi − ŷi|/

N

∑
i=1

yi. (2.25)

In our applications, it does not have zero-division issues as in our studies promo-
tions with zero sales have not been considered.

To evaluate over and under forecasts on the aggregates, we have applied the
Forecast Bias, which is calculated as follows,

N

∑
i=1

(yi − ŷi)/
N

∑
i=1

ŷi. (2.26)

Evaluating forecasting methods based on just one metric is difficult and it can
be misleading, as the chosen metric might not reflect some particularities that are
important to the business. It is probably best to calculate some of the metrics and
align with the business to decide which one represents the outcome of the project
best.
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Interpretable Forecasting of
Grocery Promotional Sales
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SKU information

{
  "request_date": "18-March-2019",
  "promotional_SKU": {
    "id": 2512,
    "sku": "6a726ac815c5",
    "discount": 0.8,
    "baseline_price": 100,
    "num_stores": 38,
    "start_date": "22-March-2019",
    "end_date": "27-March-2019"
  },
  "historical_SKU": [
    {
      "id": 1589,
      "sku": "6a726ac815c5",
      "discount": 0.7,
      "baseline_price": 90,
      "num_stores": 103,
      "start_date": "26-March-2017",
      "end_date": "02-April-2017",
      "raw_sales": 300
    },
    {
      "id": 1192,
      "sku": "6a726ac815c5",
      "discount": 0.3,
      "baseline_price": 140,
      "num_stores": 82,
      "start_date": "18-March-2018",
      "end_date": "26-March-2018",
      "raw_sales": 110
    }
  ]
}

{
  "request_date": "18-March-2019",
  "response_type": "forecast",
  "promotional_SKU": {
    "id": 2512,
    "sku": "6a726ac815c5",
    "forecast": 270,
    "weights": [
      {
        "id": 1589,
        "w": 12.7
      },
      {
        "id": 1192,
        "w": 2.381
      }
    ]
  }
}

Iteration 1 Xk

Xk

Xk

Iteration 2

Iteration N

...

mean v

Training set

Validation set

Kp

mean

k

The training set is randomly subsampled N times. During each iteration, one promotion is selected as the target Xk and the vector v is calculated using NNLS. The resulting feature importance vector

is the average across the N iterations.

Feature Importance

Each promotion in the validation set is predicted using v, and the number of neighbours is varied from 2

to 15. The predictions are then validated using the forecast error. The neighbours that produce the

smallest error are averaged across the validation set.

Number of neighbours

Remove NaNs and missing values

Validation

Date/time variables
Ad-hoc variables

Feature Engineering

Split into training, validation and test

Data partitioning

OHE categorical variables

Preprocessing

Promotional Data The promotional information is prepared for the training and forecasting.

Forecast
The forecast is produced as a combination of the two past promotions. Interpretable

and easy to modify.



Received April 28, 2019, accepted May 17, 2019, date of publication June 3, 2019, date of current version June 20, 2019.

Digital Object Identifier 10.1109/ACCESS.2019.2920380

Forecasting Promotional Sales
Within the Neighbourhood
CARLOS AGUILAR-PALACIOS 1, SERGIO MUÑOZ-ROMERO 1,2,
AND JOSÉ LUIS ROJO-ÁLVAREZ 1,2, (Senior Member, IEEE)
1Department of Signal Theory and Communications, Telematics and Computing Systems, Universidad Rey Juan Carlos, 28943 Madrid, Spain
2Center for Computational Simulation, Universidad Politécnica de Madrid, 28660 Madrid, Spain

Corresponding author: Carlos Aguilar-Palacios (carlos.aguilar.palacios@gmail.com)

This work was supported in part by the Research Grants FINALE, and in part by the KERMES through Spanish Government under
Grant TEC2016-75161-C2-1-R and Grant TEC2016-81900-REDT/AEI.

ABSTRACT Promotions are a widely used strategy to engage consumers and as such, retailers dedicate
immense effort and resources to their planning and forecasting. This paper introduces a novel interpretable
machine learning method specifically tailored to the automatic prediction of promotional sales in real-market
applications. Particularly, we present fully automated weighted k-nearest neighbors where the distances are
calculated based on a feature selection process that focuses on the similarity of promotional sales. Themethod
learns online, thereby avoiding the model being retrained and redeployed. It is robust and able to infer the
mechanisms leading to sales as demonstrated on detailed surrogate models. Also, to validate this method,
real market data provided by a worldwide retailer have been used, covering numerous categories from
three different countries and several types of stores. The algorithm is benchmarked against an ensemble of
regression trees and the forecast provided by the retailer and it outperforms both on a merit figure composed
not only by the mean absolute error but also by the error deviations used in the retail business. The proposed
method significantly improves the accuracy of the forecast in many diverse categories and geographical
locations, yielding significant and operative benefits for supply chains. Additionally, we briefly discuss in
the Appendix how to deploy our method as a RESTful service in a production environment.

INDEX TERMS Automated feature selection, weighted k-nearest neighbors, online learning, predictive
models, promotions, supply chain, non-negative least squares.

I. INTRODUCTION
Sales promotions are marketing strategies used by retailers
to stimulate the demand of products. In addition to being
profitable, promotions also help to reduce stockpiling, attract
customers, build store traffic, introduce new products and
counteract competitors [1]–[3]. Typically, retailers use a
variety of approaches to promote products, including: price
discounts, special deals (buy-one-get-one-free), vouchers,
rebates and special displays [4]. Even when these factors
are within the retailer’s remit, there are external components
that determine the performance of a promotion, including the
following: macro-economic changes, competitors, sensitivity
to market trends, sales in complementary and competitive
categories and seasonal effects [5]. From the perspective of
the retailer, the estimation of promotional sales is pivotal in

The associate editor coordinating the review of this manuscript and
approving it for publication was Kathiravan Srinivasan.

supporting inventory and production planning for supply
chains [6], operational decisions and also for reducing
waste. For customers, accurate forecast results in adequately
stocked shelves and an improved shopping experience. Man-
ufacturers and suppliers also benefit from sharing forecast
information [7].

The promotional planning process is complex and chal-
lenging [8], and it must account for changes in a dynamic
and highly competitive market. As a result, retailers employ
forecasters, who are dedicated analysts anticipating the future
sales of products on offer. It is not uncommon for these teams
to be divided into categories, such as ‘‘fresh’’ or ‘‘grocery’’,
where the forecasters develop rules of thumb based on their
experience and intuition to predict the sales. Due to the com-
plexity and large number of promotions, many retailers have
implemented forecasting decision support systems, casting
these rules into heuristic algorithms that aid the forecast-
ers. Some retailers have also applied statistical and machine
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learning approaches proposed by academia [9]–[12]. All of
these methods rely on information from historical sales to
forecast future sales. However, only a fraction of them are
able to provide an interpretation behind the figures. This
lack of a comprehensive explanation complicates business
decisions. Even if methods such as Decision Trees, Neural
Networks, or Support Vector Machines could provide more
accurate predictions, forecasters and managers need to be
convinced of the rationale behind the results, even if it means
sacrificing accuracy for informativeness [13]. Amongst the
methods that provide contextualization, linear approaches are
generally not accurate enough (see Experiment IV-A). Whilst
heuristic ones are, they are often difficult to adapt to new
scenarios.

Ideally, a forecasting algorithm for promotions should be
adaptable, interpretable, accurate, and stable. Adaptability
requires that the algorithm performs well under distinct cate-
gories, different geographical locations and market changes,
all factors which impact product sales. Stability requires
that the accuracy does not dramatically depend on time,
so the model does not need to be continually refreshed.
This minimizes the downtime required by re-training, test-
ing and re-uploading, a significant issue for worldwide
retailers.

In this paper we present a new method to forecast promo-
tions founded on online learning k-nearest neighbors (kNN).
The kNN algorithm is a well-known non-parametric method
that has been successfully applied for decades to a multitude
of problems and it still continues to be a topic of interest
in predictive applications [14]–[16]. Our variant of kNN
searches for the closest promotions using a distance that is
scaled by the relevance of each feature. Each stock keeping
unit (SKU) is treated independently and the past promo-
tions are used to train the algorithm. To produce a forecast,
the inverse of these distances constitute the weights of a
weighted average that aggregates the past sales. The method
has been developed and tested on surrogate models and real
market promotional data from a worldwide retailer, covering
several categories (fresh food, grocery, beauty products and
drinks) in 3 different countries with different types of stores.
It is lightweight and interpretative and the results can be
easily modified by an operator in a cost-efficient framework,
overcoming the classical view of a demand forecasting being
costly [17].

The rest of the paper is organized as follows. First,
Section I illustrates promotions and their mechanisms.
Section II contextualizes promotions and presents the frame-
work used in this paper. Section III describes the proposed
method. Section IV describes the experiments including data
description and error metrics and presents the results on
actual data and Section V discusses the method and its
suitability to support managers and forecasters in market
environments.

A Python implementation of the method is available in
https://github.com/CarlitosDev/nextDoor/.

II. PROMOTIONS
In this section, we introduce some key concepts about pro-
motions and their mechanisms along with the framework and
notation used in this paper. As previously stated, scientific lit-
erature on promotions based on machine learning algorithms
is often applied mostly from a data matrix problem statement,
without paying attention to the specific peculiarities of the
problem. In this work we establish a general framework on
our promotional scenario linking the data generation, sta-
tistical description of promotional processes, data sampling
corresponding to different controlled and uncontrolled situa-
tions, and finally the corresponding matrix description of the
problem. Matrices are denoted as uppercase boldface letters
whereas vectors are denoted as lowercase boldface letters.
In our framework, promotion models rely on data sampled
from multidimensional random processes that are usually
given by a mix of quantitative and qualitative variables.

A promotion that is launched on a particular product can
be seen as a collection of parameters that the retailer devises
in order to attract customers, and ultimately to increase sales.
As mentioned in Section I, the retailer controls certain factors
and not others, e.g. competitors, economic climate, or trends.
Amongst the controlled factors, one of the variables that influ-
ences sales the most is price. A common strategy amongst
retailers is known as ‘‘price cut’’ pertaining to promotions,
which is a direct reduction in the regular price of a given item.
More forms of price reductions are in the likes of buy one
(or more) and get one (or more) free, where a minimum num-
ber of items is required to trigger the offer. The duration of the
promotion is another relevant variable, ranging from offers
lasting for one or two days, to the usual biweekly or monthly
cycles or to the more permanent ones known as rollbacks
that can last for months. Festivities, events and holidays
are also important factors when running promotions. Some
products are very seasonal, such as Christmas paraphernalia,
whereas some products are sold all year long but tend to peak
at particular times, motivating campaigns such as back to
school. It is worth mentioning that some of these campaigns
promote similar products resulting in a cannibalization effect.
Another aspect of promotions is that retailers might direct
promotions to groups of stores, as opposed to nationwide
offers, and also the SKU on offer might present different
prices for different types of stores. Regarding time and dates,
some products are heavily seasonal concentrating the sales in
certain periods of the year. There are also products that tend
to be purchased during particular days of the week, and for
some countries payday is also important. Holiday and local
festivities dramatically impact promotional sales. In terms
of measuring the success of a promotion, a common key
performance indicator (KPI) are the sales. For some retailers,
it is given by the total amount of sold units, but more com-
monly it is a compound measure of the sales along with some
market performance indicators. The sales performance of a
promotion is holistic, as each feature plays a different role.
A collection of descriptive features is pivotal in understanding
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FIGURE 1. Product history covering 14 months in an Asian country. The upper chart shows the nationwide normalized sales, being the promotional
periods the ones shadowed in gray color whereas the normal sales are white colored. The sales seem to have a weekly pattern and there are 3 clear
peaks corresponding to the end of the year and a national festivity. The bottom chart shows the normalized price of the item for the same period. This
graph intends to illustrate that the relationship between price and sales is far from simple.

it, otherwise, and as depicted by Figure 1, the information
about item price is not enough to infer the unit sales.

Let us establish in this section our framework to operate
with promotional information. Firstly, a promotion can be
described as a paired biset (x, y), where y ∈ R is the response
variable or KPI, and x is a vector of the parameters that
describe the promotion itself and determine the response
variable to an extent, as there are other factors that are not
known. It is important to note the temporal intrinsic relation-
ship among these variables, in such a way that parameters
in x are all known before the promotion starts, whereas the
KPI is only known at the end of the promotional period. The
parameters that define a promotion and referred here as fea-
tures, and they contain information in different data formats.
The part of x that contains n1 continuous or metric features
information are random real processes {xm1 , . . . , x

m
n1} where

each xmi ∈ R follows a probability density function (pdf)
denoted by xmi ∼ fxmi (x

m
i ). The non-metric counterpart are n2

random categorical processes {xc1, . . . , x
c
n2} where x

c
i ∈ Gvi

and vi is the number of possible values for xci within the set G.
Each xci follows a mass density function (mdf) xci ∼ gxci (x

c
i ).

Therefore, x ∈ Rn1 × Gn2 and it can be seen as a hybrid-
type or heterogeneous multidimensional vector. Other types
of features could be used as promotional information, which
are not considered here, as for instance free-text documents,
as far as they are not as usually available as the two preceding
ones.
In our framework, the data that we observe from histori-

cal promotions comes from the underlying joint distribution
p(x, y), which contains the description of the features and
response variables as follows:

p(x) =
∫
<y>

p(x, y)dy (1a)

p(y) =
∫
<x>

p(x, y)dx (1b)

where < · > denotes the corresponding integration domain.
Our interpretation of p(x, y) is that some of the variables

contained in x (the available promotion context) determine
to a great extent the value of y (the actual promotion KPI).
Therefore, our motivation is to be able to estimate the values
of y given the parameters in x, which are known or even can
be controlled when the promotion is planned. In probabilistic
terms this corresponds to know the conditional or posterior
probability of the KPI for a given value of the context, given
by p(y|x). In the case of having complete knowledge of the
statistical distribution, we could use exact probabilistic data
models to estimate the effect of the features vector on the
response variable, as follows:

p(y|x) =
p(x|y)p(y)
p(x)

(2)

However, we do not hold the full knowledge of the distri-
butions, instead we only have a limited number N of sets of
paired observations of these random processes, which can be
formally expressed by:

p(x, y)
Su
−→ {(xi, yi), i = 1, . . . ,N } (3)

where Su is an operator that generates N samples uniformly
distributed over the domains of x and y. This motivates us to
use a parametric model whose parameters are adjusted with
the data available at the prediction time and in an online man-
ner. Thus, we can estimate y given x through the following
equation:

y = ŷ+ ε = 0(x)+ ε (4)

where 0(x) is an ideal estimator of y and ε represents the
unknown information that is not captured in the context x
or retained by the estimating function 0. To represent the full
set of N observed historical promotions, let us introduce the
following matrix notation X = [x1, x2, . . . , xN ]> and y =
[y1, y2, . . . , yN ]> so that set D is formed by concatenating
as per x and y, i.e., D = {(x1, y1), . . . , (xN , yN )}, generally,
D = {X, y}. This is a usual notation in machine learning lit-
erature, and X is often called the input data matrix, or simply
the data matrix.
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FIGURE 2. Promotional sales and regular sales are typically intertwined.
This picture shows the normalized price and number of stores, axes x1
and x2 respectively, plotted against the normalized sales, distinguishing
between regular sales in green color and promotional sales in red.

Also, let us define an operator 9, in such a way that given
a set of feature observations and a vector of free parame-
ters θ controlling its adjustment, it yields a function g that
approaches to the ideal estimator 0, formally denoted as:

g = 9(X, y, θ)⇒ g(x)→ 0(x) (5)

Hence, operator 9 is used to estimate the value of the
response variable of a new promotion given the set of
features xp as follows:

ŷp = g(xp)+ ep (6)

Note that operator 9 and its free parameters θ represent on
a general view any machine learning estimation algorithm
that can be built from a set of the observed and available
promotional data. Therefore, this operator includes all the
design stages that are usually necessary to ensure generaliza-
tion, this is, the strategy followed for splitting the available
data set into a training and a test set. Function g is usually a
non-parametric expression, in the sense that operator 9 has
an implicit stage for estimating some set of model weights
according to the training and test subsets. If we denote by w
the set of model weights that are intrinsically estimated by
the algorithm, we can see that the intermediate stage can be
expressed as follows:

w = 9(X, y, θ )⇒ ŷp = g(w, xp) (7)

where we have made explicit that function g depends also
on the estimated model weights. Nevertheless, the compact
representation in Eq.(5) is usually enough for our notation
and estimation process description.

The machine-learning based promotional modeling can be
seen then as a nonlinear multidimensional regression prob-
lem. Figure 2 depicts, for visualization purposes, a set of
promotional sales as a function of two context variables.
It can be clearly seen that these variables are not enough to
account for a quality model of the promotion dynamics, and
more explanatory features should be included to unfold the
changes in KPI. Nevertheless, the grey surface represents the
existence of a smooth surface accounting for the dynamics

at this amount of explanatory features, which allows us to
abstractly visualise what is happening whenmoving to higher
dimensional input spaces.

Some specific problems can be stated from this model
notation that are well-known in the statistical literature and
are likely to be present in the promotional data. On the one
hand, collinearity effects can be implicit in the data, which
can be denoted as:

p(x, y)
Scx
−→ {(xi, yi), i = 1, . . . ,N } (8)

The collinearity sampling operator Scx indicates that, rather
than uniformly sampling in the x multidimensional space,
input space is sampled through a constrained and often linear-
like region, given by some linear sub-manifold of the space,
with the average form:

n1∑
n=1

βnxmn = K (9)

where K is a constant and some of the sub-manifold coeffi-
cients βn are different from zero. For those input features, not
only the input domain is loose represented in the statistical
sampling, but also those input features are highly correlated
among them and secondarily with the output. Many esti-
mation operators, such as the corresponding to least-square
solution, exhibit problems to yield a stable solution at least
in the available regions from the statistical sampling of the
input space. This effect is present in many variables that can-
not be easily observed naturally throughout all their domain
due to business constrains, for instance, existing promotional
strategies can preclude from statistical sampling of some
promotional combinations of strongly competing products.
Collinearity is addressed in the experiments section IV-A.

On the other hand, output subrepresentation can be also
present on the data, which can be modeled as a different
nonuniform sampling operator

p(x, y)
Ssy
−→ {(xi, yi), i = 1, . . . ,N } (10)

This Ssy sampling operator represents that a non-uniform
sampling is performed in y variable, which straightforwardly
can be seen as inducing and unbalance of the represented
promotions in the data. This is also due to the fact that
historical promotions will be more likely driven by intuition
and management principles, rather than trying to fulfil any
criterion on statistical sampling. We address subrepresenta-
tion of promotions in the experiments section IV-B.

III. PROPOSED METHOD FOR MODELLING PROMOTIONS
In this section we present our algorithm for the estimation of
the promotional response to a set of known features, follow-
ing the framework presented in Section II.

Let us begin the section by describing the input data,
the preprocessing step and the partition in training, valida-
tion and test sets. Typically the promotional data collected
by retailers can be divided into four categories: numerical,
binary, time-date variables and categorical. Amongst the
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numerical variables, is it common to find information about
the number of stores running the promotion, the prices before
the promotion is launched and during the promotion, as well
as the discount.

Binary variables are used to inform about features such as
a product being seasonal or the placement of a product on a
featured display, amongst others.

Time and date information is converted to numeri-
cal or binary data in our model. For example, the starting
date of a promotion is decomposed into numerical variables
representing the year, month, week of the month, day of the
week and a numerical date. The duration of the promotion,
as well as the number of days since the last promotion hap-
pened are also stored. These variables are subsequently used
in the preprocessing step to calculate the number of days and
months between promotions and also to create binary flags
indicating whether the promotions happen in the same year,
month or week of the month, which are especially important
for matching products that are seasonal or promotions that
happen during festive periods.

Amongst the qualitative variables we typically find
descriptors of the type of store or the type of promotion.
As these variables present low cardinality, they have simply
been converted to numerical data by using one-hot-encoding
(OHE) transformation. In OHE, a categorical variable with li
labels is represented by li binary predictors. Dimensionality-
related issues for this input data codification are not expected
to represent an issue in our datasets.

To create a model, the data for each individual product
is divided into training, validation and test sets. These sets
are chronologically organized and their sizes depend on the
product itself. The training set contains the first M historical
records, on average 74.99 ± 65.57 rows. It is followed by
the validation test, which on average contains 18.74± 16.13
records. Finally, the test set is composed of the last promotion
launched on all types of stores, averaging to 3.28 ± 2.07
records. Throughout the section the training set will be simply
referred as X.

After the preprocessing step, all the observed input features
[x1, . . . , xM ] are of numerical type and therefore arranged
into a matrix X ∈ RM×n. The observed promotion responses
are grouped in vector y ∈ RM . In the case of having missing
values, which rarely occurs, we have opted to remove the
record from the dataset.

One of the motivations of this paper is to estimate y in an
interpretative manner but also favoring direct modifications
of the estimate. In this regard, the weighted arithmetic mean
is a fairly simple manner of calculating the performance of
a promotion at time k based on the combination of p ≤ M
historical realisations, and this can be written as,

ŷk =
w>y
w>1

(11)

A key concept of ourmethod is thatw couples the historical
observations of y and X. These weights w =

[
w1, . . . ,wp

]>
are calculated as per Eq.(7) where 9(·) is a function that

depends on the observed values of X and y and the vector of
free parameters θ . Vector 1 is a column vector of all ones. For
a forecaster, the prediction is easy to adjust by simply varying
the contribution of the historical promotions.

The hypothesis behind 9(D, θ ) is that, for a given SKU,
the promotions that sold a relatively similar number of units
have something in common. In other words, very little time
is needed with an expert forecaster to realize that, when
being asked to predict the KPI of a promotion (or validate a
forecast), firstly the forecaster will identify certain features
that relate the promotion to forecast for and the historical
ones, for example, similar price, number of stores or time
of the year. With that idea of similarity, a prediction based
on the past sales will be worked out. This expertise relies on
selecting these features.

To approximate the behavior of the expert mathematically,
9(·) employs a matrix of distances M and vector of variable
importance v.

Let us dive into the calculation of M, which is a matrix
indicating the differences between the features of promotions.
From the training set Dnorm where each feature has been
normalized from 0 to 1, so 0 ≤ xij ≤ 1,∀xij ∈ X, we ran-
domly extract a promotion k with data {xk , yk} ⊆ Dnorm. The
idea here is to quantify the closeness between the features of
promotion k and the remaining M − 1 promotions in Dnorm,
and to do that, first we definematrixMwith the element-wise
Euclidean distance as follows:

M(k)
= (X′ − 1 xk )� (X′ − 1 xk ) (12)

where superscript (k) indicates that the result has been calcu-
lated with regard to the k th promotion. X′ ∈ RM−1×n comes
from matrix X where row xk has been removed, and � is the
Hadamard product. Any measurement derived from matrix
M implicitly assigns the same relevance to all of the features.
As this is not the general case, we define a feature importance
vector v ∈ Rn×1

+ that determines the importance of each
variable by scaling the columns of M. The closeness of each
observation in X′ to xk is therefore the product M(k)v.

Based on v and M, we can now define the weights w
from Eq.(11) so the largest contributions come from the most
similar promotions, as follows,

w(k)
i =

1
√
miv

, i = 1, · · · , p. (13)

where w(k)
i is the contribution of historical promotion i to

forecast promotion k and mi is the ith row of matrix M(k).
By substituting Eq.(13) in Eq.(11), we can formulate the
problem of finding v can be tackled as minimizing the norm
forecast error,

v̂ = argmin
v∗


∥∥∥∥∥∥yk −

∑p
i=1

1
√
miv

yi∑p
i=1

1
√
miv

∥∥∥∥∥∥
2
 (14)

which can be approached as an optimization prob-
lem, although there are some issues around it for this
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particular application. Firstly, there is no guarantee that the
chosen optimization algorithm will always converge, and
secondly, the computational burden results in large waiting
times for the forecasters. Because of these issues, we propose
a non-optimal approach based on the intuition that similar
sales are driven by similar features. To illustrate our approach,
let us define a set with two historical promotions Dnorm

=

{(xi, yi), (xk , yk )}. Our goal is to approximate the value of yk
with just one observation, so the first step consists of setting
the weight wi to a measure derived from the difference in
sales,

w(k)
i =

1
|yk − yi|

(15)

Substituting the definitions given for wi in Equations (13)
and (15) yields to:

|yk − yi|2 = miv (16)

As the elements of vector v are positive real numbers, we can
solve a non-negative least squares (NNLS) problem estab-
lished as follows:

v̂ = argmin
v∗

∥∥∥miv− e
∥∥∥
2
+ λ2 ‖v‖2 subject to v ≥ 0 (17)

where e = |yk − yi|2, and v −−→
e→0

0 and v −−−→
e→∞

∞,

meaning that we assign a larger weight wi to a promotion that
performed similarly than to a promotion that did differently.1

The parameter λ controls the amount of regularisation that
prevents a variable to massively dominate the NNLS solution.

To extend this formulation to the real case where the train-
ing set consists of M observations, we define the differences
vector e(k) = [|yk − y1|2, . . . , |yk − yM−1|2]> and rewrite
Eq.(16) in matrix form,

e(k) =M(k)v(k) (18)

And as described earlier, solve the problem with NNLS as:

v̂ = argmin
v∗
{‖Mv−e‖2+λ

2
‖v‖2} subject to v ≥ 0 (19)

We have established a framework to find the most relevant
variables related to the sales of a promotion k . However,
it is obvious that just one promotion does not represent the
relationship between the features and promotional sales for
a product. To gain wider insight into the features and also,
to improve stability and accuracy, we repeat this process using
a bootstrap aggregating (bagging) approach. In this step we
repeat B times the process described above and average the
results to obtain the feature importance vector v, as outlined
in Algorithm 1.

Once we have the feature importance vector v, forecasting
a new upcoming promotion k + 1 is a matter of two steps.
First, matrix M(k+1) is built using Eq.(12) to represent the
feature distances between k+1 and theM observations from

1Our KPI are measured in integer units (scaled when necessary).
To grant numerical stability in Eq.(15), the denominator is modified to
max{1, |yk − yi|}.

Algorithm 1 Pseudo-Code for Feature Selection: Bagging

Input: X ∈ Rm×n, y ∈ Rm×1, B, C , P, t (consistency
threshold).
Output: S: Set of relevant features. v: Importance of the
relevant features.

1: With complete X, normalize each variable.
2: for b = 1→ B do
3: Retrieve the vector of predictors xb from X and the

sales yb from y.
4: for c = 1→ C do
5: GenerateX′ by sampling uniformly with replace-

ment P rows from X (excluding xb). The same applies to
sales vector y′.

6: With X′ and xb, calculate the matrix of feature
distances M(k) using the definition from Eq.(12).

7: Using yb and y′, calculate the sales-based weights
w as defined in Eq.(15).

8: Find the variable importance vector lc (being lc

the cth row of pool matrix L ∈ RC×n) using NNLS as
per Eq.(19).

9: end for
10: Set ab = mean(L) where ab the bth row of pool matrix

A ∈ RB×n.
11: end for
12: Aggregate A throughout the B iterations to obtain f =

agg(A).
13: for i = 1→ n do
14: if (f)i > t then
15: S = S ∪ (x)i
16: v = v ∪ (b)i
17: end if
18: end for

the training set. The second step is to calculate weights w
that scale the historical KPIs by combining M(k+1) and v as
follows,

w(k+1)
= (M(k+1)v)−1/2 (20)

where w ∈ RM
+ . As mentioned in Section I, one of the

motivations pursued in our algorithm is to be able to explain
how the forecast is produced and also to be easily modified.
The frequency of products going on promotion is very vari-
able and it is not uncommon to find products in the training
set that have been on special for at least 60 times in the
last two years. The idea here is that, instead of presenting a
forecast involvingM promotions in the training set, we select
a representative subset of them, the so-called neighbors.

The number of past promotions considered can be deter-
mined following different approaches. Based on our exper-
iments, the best forecasting results are achieved when we
cross-validate this number of neighbors on the validation
set. To do this, for each promotion (xp, yp) in the validation
set, we apply Eq.(20) sweeping the number of neighbors k
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FIGURE 3. Diagram illustrating the forecasting process. For a new
promotion xk , we first use the historical data to calculate feature
weights v. Then, distances matrix Mk is calculated using xk and the
historical data, where the columns are scaled by v. With that information,
we then calculate weights w that scale the historical values of the
response variable y to produce the forecast yk.

from 2 to the maximum number of historical promotions
available, limited to a maximum of 15. Then we calculate
the forecast error in each iteration and select the number of
neighbors as the one that yields the minimum forecast error,
as follows,

k (p) = argmin
k∗

{∣∣∣∣∣yp −
∑k

i=1 wiyi∑k
i=1 wi

∣∣∣∣∣ · 1yp
}

(21)

The global number of neighbors is then determined by the
average across all the validation set of the individual neigh-
bors, formally k = mean([k (1), . . . , k (P)]). The forecasting
process is summarized in Figure 3.

There are several technical considerations which are taken
into account. Firstly, during the testing phase, we realized
that bagging, despite its robustness, can take a longer train-
ing time than expected for an interactive application. So we
looked for a faster alternative without significantly decreas-
ing accuracy. We found a sub-sampling strategy that yields
similar results in a fraction of the bagging time, summarized
in Algorithm 2. A comparison between both approaches is
addressed in Section IV-B. Secondly, to improve the selection
of features, the output of each expert can be combined to
get a consensus of the most prominent variables. It also
eases the set up of the hyperparameters as the idea behind
ensemble learning is to combine experts with different fea-
tures. And finally, at the cost of losing some interpretability,
the method presented in this paper can be boosted to a strong
forecaster. By selecting different training hyperparameters,
we can create a set of weak forecasters and combine the
predictions. This alternative to ensemble learning is tested in
the experiments section and even if the results are positive,
we do not recommend applying this approach as it sacrifices
interpretability.

IV. EXPERIMENTS AND RESULTS
After presenting the foundations of the method, this section
details the validation through a series of four experi-
ments. The first experiment addresses both collinearity and

Algorithm 2 Pseudo-Code for Fast Feature Selection:
Sub-Sampling

Input: X ∈ Rm×n, y ∈ Rm×1, B, P, t (consistency threshold).
Output: S: Set of relevant features. v: Importance of the
relevant features.

With the complete X, normalize each variable.
2: for b = 1→ B do

GenerateX′ by samplingP rows without replacement
from X, and the sales y′ from y.

4: Set the first row of X′ as xb. Do the same for yb.
With X′ and xb, calculate the matrix of feature dis-

tancesM(k) using the definition from Eq.(12).
6: Using yb and y′, calculate the sales-based weights w

as defined in Eq.(15).
As per described in Eq.(19), find the variable impor-

tance vector ab where ab the bth row of pool matrix
A ∈ RB×n.

8: end for
Aggregate A throughout the B iterations to obtain f =
agg(A).

10: for i = 1→ n do
if (f)i > t then

12: S = S ∪ (x)i
v = v ∪ (b)i

14: end if
end for

endogeneity as retailing data commonly suffer from these
two issues, which can be problematic for various methods.
The second experiment feature selection in a typical busi-
ness scenario such as promotional events. To evaluate the
selection of pivotal variables, a simulated surrogate model
that mimics Mother’s Day was built, and the positive results
prove the feature selection capabilities. The third experiment
deals with hyper-parameter tuning on a real dataset consisting
on 361 sales promotions for a European country concluding
with a set of recommended parameters. The fourth experi-
ment evaluates the algorithm on a large real-market dataset
consisting on thousands of promotions from three different
countries and types of stores.

In the following experiments, we benchmark our method
against Least Squares (LS), an ensemble of regression trees
and the retailer’s forecast, where available. We have deliber-
ately not included methods that are not directly interpretable,
such as, SVM-r or widely used deep learning architectures
such as Long Short-Term Memory (LSTM) or Gated Recur-
rent Units (GRUs).

A. COLLINEARITY AND ENDOGENEITY
In this experiment we address the performance of our method
under collinearity and endogeneity conditions. Collinearity
is a phenomenon in which one of the predictors is linearly
related to another predictor. Commonly, promotional data
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FIGURE 4. Distribution of sales during promotions of a model simulating
a popular ready-to-eat vegetables box. The variability of promotional
sales can be overwhelming.

presents linearly related variables, for example price and dis-
count. Endogeneity refers to situations where the prediction
error is correlated with one of the regressors. As mentioned
in Section II, not all the variables that impact the performance
of a promotion can always be measured. To illustrate this
situation, consider a variable z that represents the affluence
of shoppers in stores. It clearly impacts the sales y but in this
scenario it is not directly measured by the retailer. On the
other hand, within the information that the retailer is able
to collect from each promotion, there is a variable that mea-
sures the number of times a day the items in the shelves are
restocked. In this scenario, z affects both the independent
and the response variable, and it is known as a confounding
factor. Note the confounding variable corresponds to the ε
mentioned in Eq.(4). A deeper explanation about endogeneity
in Marketing Decisions Models can be found in [18].

To assess the performance of our method under collinear-
ity and endogeneity conditions, we forecast a controlled
response variable where the generation mechanism (true
model) is known, and it contains a bundle of indepen-
dent, dependent and a confounding variable. For reference,
we compare the model to the well-known and widely used
LS one.

The experiment is divided into three different blocks. The
first one, consists of applying our method (and LS) to an
ideal scenario where all the information that contributes to the
response variable is measured. The second block aims to eval-
uate the performance of our method under collinearity effects
and compare it to the LSmodel. The third block demonstrates
the performance of our method under endogeneity conditions
and compare it again to the LS model.

The data model used in this experiment aims to reflect the
sales distribution of an actual promotional product, a popular
ready-to-eat vegetables box whose sales distribution is shown
in Figure 4.

We have invested extensive time in understanding this
promotional product as well as recreating its sales through
a known mixture model. The variables of the model are the
following: variable x1 is drawn from the standard uniform dis-
tribution U (0, 1) and it simulates the normalized discounts;

variable x2 follows the exponential distribution f (x; λ = 1) =
e−x , x ≥ 0 and it accounts for the baseline sales; variable z
simulates fat-tailed effects like store affluence, typically not
captured by the retailers, and it is drawn from a Rayleigh
distribution f (x; σ ) = x

σ 2
e−x

2/(2σ 2), x ≥ 0, where we set the

scale parameter σ =
√

2
π
to have unit mean. This variable z

is the confounding one and it is partly present in the predictor
variable x3, as it is defined as x3 = u1+γ z, where γ = 0.15,
ρx3,z 6= 0 and u1 ∼ U (0, 1); variable x3 can be seen as
an indicator of the number of times the shelf containing the
product is replenished, which is a measurable quantity and
partly influenced by the store affluence; variable x4 models
the common linear dependence observed in retailing data. For
example, the number of orders of the ready-to-eat vegetables
box placed by the stores is related to the sales of the product
itself. Therefore, let us define x4 = λ0 + λ1x2, so x4 and
x2 are linearly dependant. Two categorical variables are also
generated. The first one, c1, follows a Bernoulli distribution
B(1, p=0.5) and it can be seen as a variable indicating when
the promotional product has been featured in a special display
in half of the stores; variable c2 indicates that during the
promotion, the stores were nearly out of stock and requested
more units to the distribution center. That variable is corre-
lated with x2 and defined as c2 = (x2 > 0.85).

After defining the input variables, let us introduce
the mixing model that generates the 500 observations of
sales y. As per the real-market data that we have ana-
lyzed, large discounts properly advertised tend to generate an
avalanche effect in sales. To simulate this effect, variable x1
is mapped with an operator ϕ(x) as defined next,

ϕ(x) =


1000+ x 0.5 ≤ x < 0.8
2500+ x 0.8 ≤ x < 0.9
3800+ x x ≥ 0.9

(22)

The rest of the variables contribute to the response variable
in different capacities as per,

y = ω1ϕ(x1)+ ω2x2 + ω5c1 + ω6c2+ ω7z (23)

We set the weights to ω = [1, 3100, 0, 0, 10, 0, 200]. The
largest weight, ω2 = 3100, has been calculated by fitting
a exponential distribution to the actual sales of the ready-
to-eat vegetables box. Note that variables x3, x4 and c2 do
not contribute to the sales, but are part of the information
collected by some retailers. To account for some imprecision
in the model, such as events that occur at tilt level like
double scanning, no-scanning, damaged products or refunds,
we add some white noise to the sales signal, in our case
N (µ = 46.5, σ 2

= 1.6 · 106). The full model is summarized
in Figure 5.

As mentioned before, the first block of the experiment
evaluates the method in an ideal scenario where only the vari-
ables that contribute to the response variable are observed,
namely x1, x2, c1 and z.

The second block introduces collinearity in the information
available for forecasting, therefore, besides the variables from
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TABLE 1. Collinearity and endogeneity experiment results. The ideal case refers to a forecast where no collinearity neither endogeneity conditions are
present, as per the set of observed variables. In the second case, collinear variables are introduced and subsequently the performance of the method
decreases. The third case depicts the situation where one of the variables that contributes to the sales is not observed, although a noisy version (x3) is
yet recorded. Description of each measure can be found in V-A.

FIGURE 5. Illustration of the data model: yellow nodes represent
independent variables, blue ones are collineal variables and the green
one is the confounding variable. The output variable y represents the
sales in units. Variable x1 is mapped to represent the sales avalanche
effect that large discounts produce. Variables x3, x4 and c2 do not
contribute to the sales, hence their weights ω are zero.

block 1, variables x3, x4 and c2 are also part of the input
dataset. Note that these collinear variables do not contribute
to the response variable. The idea is to evaluate our method
with rank deficiency conditions.

The third block aims to recreate endogeneity through the
confounding variable z, which in this setup affects x3 and y,
but it is not observed.

Table 1 summarizes the results of the experiments where
our method produces decent results in all the scenarios, and
the forecasting error measures used are described in V-A.
It is particularly noticeable that the performance of our
method is affected by collinearity. The explanation is that
the values of v are distributed across the variables as the
method identifies c2, x3, and especially x4, as related to the
response variable. That occurs because these variables are
noisy representations of x1, x2 and z, hence our algorithm is
mislead when searching for similar promotions. On the other
hand, endogeneity does not affect the performance too much,
mainly because much information of the response variable is
already captured in x1 and x2. A few fat-tailed promotions are
not correctly predicted as these extreme values come from the

confounding variable, but the increase in promotions outside
50% is just 1.14%.

B. MOTHER’S DAY EXPERIMENT
A common challenge for retailers is the forecast of events,
defined as short periods of time where the volume of sales
for some particular products massively increases. Mother’s
Day is a good example of it as during this event customers
almost compulsively buy gifts such as flowers or chocolates,
increasing the average sales in orders of magnitude. The
idea behind this first experiment is to mock the sales of an
imaginary product as the combination of some of the input
variables and to represent Mother’s Day as an increase in
sales. This experiment is an example of the promotional
subrepresentation illustrated in Eq.(10).

Within this framework, the capabilities of the proposed
method to infer the mechanisms behind promotional sales
are evaluated. The goals of this experiment are therefore,
to evaluate if the method is able to identify the variables
contributing to the sales. Also, to assess the impact of the
free parameters number of iterations and size of training bag
in this controlled experiment, and finally, to get a comparison
between bagging and the fast subsampling approach proposed
at the end of Section III.

The toy dataset which models Mother’s Day consists of
a matrix X = (Xnum ∪ Xcat) ∈ RN×(I+J ) where the
I numerical variables Xnum ∈ RN×I are drawn from a uni-
form distribution U(0,1) whereas the categorical data Xcat ∈

RN×J come from a Bernoulli distribution B(1, p = 0.5).
The promotional sales y ∈ RN×1 are generated as the

combination of I numerical variables, J categorical variables
and white noise. The contribution of each variable is defined
by a mixing column vector γ = [α1, . . . , αI , β1, . . . , βJ ]> ∈
R(I+J )×1 where αi ∈ (0, 100) and βj ∈ {0, 1, 2, . . . , 100}.
The noisy addition is a column vector g ∈ RN×1 where
each observation gn is normally distributed with µ = 0 and
σ 2
= 10. The response variable is thereby generated as

y = Xγ + g.
Using this setup, let us generate 500 random samples of the

toy dataset with 5 numerical (ni) and 5 categorical variables
(cj), where the sales are the combination of only 3 of those
variables. To introduce 4 Mother’s Day events in the dataset,
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FIGURE 6. This figure depicts the two feature selection approaches described in this paper: left column is sub-sampling (algorithm 2) and right column
shows traditional bagging (algorithm 1) applied to the Mother’s Day dataset. The top row shows the iterations (y-axis) vs the value of the features
(normalized from 0 to 1) and the bottom row shows the average of the iterations. Light blue means zero whereas light pink represents the higher score in
the feature selection. The results obtained with the sub-sampling method are very similar to bagging at a lesser computational burden. Both approaches
select md as the most relevant feature followed by c1, c3 and n1, disregarding the remaining variables.

we randomly select 4 samples and boost the sales by adding
3 times the averaged sales in the dataset (117.17). To flag
these days, a binary variable md is introduced and always
set to false apart from these 4 days where the sales get
117.17 units increased. The equation that generates the mock
sales is y = 0.08 n1 + 0.16 c1 + 0.15 c3 + 0.61 md , where
the coefficients have been normalized. The evaluation of the
accuracy of the feature selection is calculated as the sum of
absolute error δ between the actual feature importance and
the calculated feature importance vectors, both normalized
to 1.0. To benchmark the quality of the feature selection
with another model, we compare it to an ensemble of Least-
squares boosting (LSBoost) regression trees. The ensemble
consists of 100 LSBoost trees with a learning rate of 1.0,
trained on the same Mother’s Day data than our method.

During the tests, the size of the training bagwas swept from
25% to 50%, whereas the number of iterations ranged from
500 to 1000. All the combinations were able to correctly iden-
tify the variables that drive the sales, although the importance
assigned to the Mother’s Day variable is larger than it should
when using sampling bags of 50%. Duplicating the number of
iterations in bagging does not produce any improvement but it
does increase the computational burden. In this sense, the gap
between subsampling and bagging is quite large, although
both approaches give very similar results. Figure 6 shows
a comparison between the two aforementioned strategies,
where the top row represents the features selected in each
iteration and the bottom row corresponds to the averaged
results. The values have been normalized from zero to one
and the color scale maps zero values to light blue. Inspect-
ing the figure shows that both approaches select md as the
most relevant feature followed by c1, c3 and n1, disregard-
ing the remaining variables. For this application, bag-sizes
of 25% produce better results than 50%, and subsampling is
substantially quicker than bagging. The variable importance
vector calculated by the 100 decision trees is a bit far from
the actual ones, being the absolute error δ = 0.30, as the

variable md gets nil importance. A decent interpretation of
this experiment is provided in Figure 7, where the features
are represented in a grid colored by variable importance. The
first row holds the actual values of the toy dataset and the last
one is the results using decision trees. The similarity between
the first row and the remaining ones indicates how accurate
the feature importance selection is, where the cells in light
blue are valued zero.

The positive result of this experiment shows that the
method is robust and accurate in finding the main features
driving sales, even if one of the most important effects
increasing sales is only observed 4 times in the dataset
of 500 samples. It also proves that the approach described in
Algorithm 2 is powerful, reliable and faster than traditional
bagging for this type of problems.

C. HYPERPARAMETER TUNING
As in the majority of machine learning methods, the one
presented in Section III produces different models upon the
combination of the free parameters. The values to be set prior
to the execution of the algorithm are summarized as follows:

• The bag size is the percentage of the training set used in
the bagging or subsampling process.

• The number of loops are a proxy to calculate the number
of iterations as the size of the training set depends on the
item to forecast for. Whereas some products are popular
promotional items with many historical records, some
of them might have rarely been on promotion. To deal
with this spread, the number of training iterations are
calculated as the product between the number of records
in the training bag and the number of loops.

• As discussed in Section III, the features can be selected
using bagging or sub-sampling, but also they can be
selected through the combination of weak learners (WL)
into an ensemble, typically with different hyperparam-
eters to exploit diversity. We have also mentioned that
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FIGURE 7. Feature Selection for events: Mother’s Day example. The grid shows the variable importance where the closer to blue light is the least
important. Top row represents the actual variable importance of the surrogate model. Following rows correspond to the different settings of our method
and bottom row represents the outcome of a 100 decision trees model. In this experiment, only 4 of the 11 variables contribute to the sales as per the
following equation y = 0.08 n1 + 0.16 c1 + 0.15 c3 + 0.61 MD. All of the methods successfully identify c1 and c3, although the combinations with a bag
of 50% assign too much importance to md variable (totally neglected by the DT model). The best approach is subsampling with a bag of 25% over
1000 iterations.

TABLE 2. Feature selection for event-driven mock sales. First row represents the actual surrogate model y = 0.08 n1 + 0.16 c1 + 0.15 c3 + 0.61 MD. The
remaining rows show the combination of iterations, size of bag and type of sampling along with the results. The fifth row shows the best results in terms
of absolute error. The bottom row shows the results of a 100 decision tree model.

instead of combining the selection of features, it is also
possible to combine the predictions of each individual
forecaster, and following the naming convention we
refer to this approach as weak forecasters (WF). Let us
refer to these options during the experiment as type of
aggregation.

• Finally, the number of neighbors can be determined
either by cross-validation or by using a simple cut-off
to 90% of the cumulative sum of the weights.

To optimize the set of hyperparameters, real data from a
retailer in a European country is used in a grid search. This
dataset contains a medley of 354 products representing all
food categories, beauty and household products, and drinks.
The test set contains 361 nation-wide promotions to forecast
for. On average, there are 18.72± 8.92 historical promotions
per product running on 718.58 ± 619.82 large-medium-size

stores (min 1, max 1738). There are no promotions with
zero or negative sales.

Evaluating a forecast algorithm is not trivial at all. A classi-
cal forecast accuracy measure is the Mean Absolute Percent-
age Error (MAPE), as defined in V-A, which gives an idea of
the error but does not consider the volume of sales. From the
business point of view, supply chain managers typically con-
cern about the volume of forecast, mainly because of the costs
and complexities associated with delivering. To model this
effect, we focus on the forecast volume that deviates less than
20% from the actual sales, and also, about the one that devi-
ates more than 50%, as the impact of such forecast errors is
critical to the business. Both calculations are derived from the
relative error between predicted ŷ and actual sales y, defined
as δ = 100%×

∣∣∣ y−ŷy ∣∣∣, where δw20p ≤ 20% and δout50p > 50%
are respectively, the 20% and 50% error bands. The actual
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FIGURE 8. Tuning model hyperparameters: results of the parameter
sweep considering the volumes within 20%, outside 50% and the
computational time. The points are sorted by ranking score
and each test is fully explained in Table 3.

sales of the products contained in these bands are then used
to produce the percentage that measures the volume retained
in themwith respect to the total volume of sales. The reason to
include business metrics can be easily explained through the
following example. Let the actual sales of 4 different products
be sales = [1, 10, 100, 10000, 20000], and the prediction just
one more unit than the sales, i.e., predicted = 1+ sales. The
MAPE is 22.2% whereas the volume contained within 20%
is 99.99%. Broadly speaking, when it comes to loading the
pallets into a lorry, it is advisable to keep the business metrics
in mind.

In order to rank the results of this experiment, let us
introduce a score that combines business and forecast error
measures, and also the response time. In retail chains, the pre-
dictions are reviewed by forecasters, and in many occasions
modified according to their criteria. As mentioned earlier in
this paper, this algorithm is designed to be to some extent
interactive with the forecasters. Once the method has learned
the features and produced a prediction, a forecaster can
select or unselect the historical promotions used to fore-
cast, or even change their contribution to the forecast by mod-
ifying weights w. To factor the interaction in, the response
time of the algorithm, measured as the average time per
prediction, is also taken into account.

To produce a score using these four parameters, let
us reuse Eq.(12). In this scenario, X′ ∈ Rm×4 con-
tains a row per test and x is the ideal case with values
[t, out50p,w20p,MAPE] = [0, 0, 100, 0]T . The actual score
is calculated as the Euclidean Distance standardized by the
standard deviation,

eucScore = (X′ − xk 1>) V−1 (X′ − xk1>)> (24)

Let us develop a explanation of the experiment by depicting
the outcome in space (MAPE has been omitted) as in Figure 8.
Besides the points representing each test are well scattered
over the space, the performance of the method does not
dramatically change due to the different settings, proving that
the method is robust. Also, the majority of the points lie in
a region where the percentage of promotions outside 50%

of the error is low. Table 3 summarizes the combinations of
hyperparameters and the outcome in terms of the score and its
four parameters, sorted from the smallest to the largest score.
The top two ranking positions belong to ensemble of twoWL,
trained with a bag of 50%, and 2 loops, where the one with
cross-validated number of neighbors ranks first. As per the
result of this experiment, the value of the hyperparameters to
use in the remaining experiments are: a ensemble of 2 weak
learners, the feature selection done by subsampling with bag
sizes of 50%, and 2 training loops. Finally, the number of
neighbors is calculated by cross-validation from now on.

D. MARKET DATA
In this experiment we apply the method presented in this
paper on actual market data provided by a worldwide retailer,
setting the values of the hyperparameters as discussed in
Section IV-C. These datasets from 2016 contain data from
3 different countries and all types of promotional products
grouped into the following categories: packed food (1-3),
confectionery, drinks (1-2), fresh food (1-5), frozen food,
non-food items (1-3) and precooked. The loose naming con-
vention aims to comply with confidentiality terms. The total
number of promotions in the test set is 43757, whereas the
training set is larger than a million records. The sales are
aggregated by clusters of similar stores. The retailer has
also kindly provided with its forecast, which it is used as a
benchmark. As the sales for the market data present different
orders of magnitude, we also use the Normalized Root Mean
Squared Logarithmic Error (NRMSLE).

Additionally, to compare our method to a publicly avail-
able academic one, a LSBoost ensemble with 100 trees is
generated per category, being trained on the same data as
our method. Table 4 summarizes a comprehensive explana-
tion of the datasets. The three methodologies are evaluated
using the score presented in the previous experiment,
although the computational time is not available for
the retailer’s forecast data, so it is excluded from the
calculation.

The first dataset represents small-medium size stores in a
European country with 1984 different products from 11 cat-
egories amongst the 14 overall available. The results show
that our method outperforms both decision trees and the
benchmark, especially in the categories fresh-1 and packed-
food 2, where the method performs exceedingly well and
83% of promotions lie within 20% of the forecast error - the
benchmark is above 75% for these categories. For the rest of
the categories, the method performs above the benchmark on
a narrower margin. Figure 9 shows the comparison between
the three approaches sorted by the score of the benchmark.
Although the performance of the 100 decision trees model
is acceptable, the score is quite far out from the other tech-
niques. Table 5 shows a breakdown of different indicators
for the 3 approaches at an aggregated level. Let us inspect
MAPE and NRMSLE from rows 5 and 7 to illustrate why it
is not advisable to use just one type of parameter to judge a
forecast technique. By looking at MAPE values, the forecast
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TABLE 3. Summary of the parameter sweep used to tune the hyperparameters ranked by results score. The top ranking position belongs to an ensemble
of 2 WL, trained with a bag of 50% and 2 loops, and the number of neighbors has been cross-validated. CV stands for cross-validation and NRG means
that the number of neighbors has been selected by retaining 90% of the energy of the weights.

TABLE 4. Summary of the real promotional datasets.

TABLE 5. Comparison between methods for the 3 real datasets. The
results are aggregated by the number of promotions and show that our
method outperforms both the benchmark and regression trees in the
3 scenarios.

in the 7th row gets a better score than row number 5, and
even the NRMSLE values are arguably close, but the per-
centage of forecast with a larger error than 50% adds up to
almost 30%, which translates into inadequate and costly sup-
ply chain processes.

The second set consists of medium-large stores in a Euro-
pean country and it contains 7676 promotional products and
6 types of stores. It is worth mentioning that this dataset
contains a wide spectrum of all of the promotional items:
different selling rate products, so called fast, medium and
slow sellers, bundled items, rebates, club-cards, products with
very little or even no promotional history, amongst many
others. In this aspect, the authors would like to stress that
to tackle this variety of problems, grocers typically employ
different algorithms whereas we are using the same method
for all of these scenarios. That is the reason that in this exper-
iment, our algorithm does not outperform the benchmark
in all of the categories. As shown in Figure 9, the method
performs above the benchmark for categories fresh-3, packed
food-2 and non-food 2 and performs alike for packed food-1
and non food-3. These categories represent 62% of this
dataset, so when the results are aggregated per number of
promotions, the figures favor our method. In the categories
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FIGURE 9. Comparison between the accuracy score (lower is better) of
method presented in this paper (green line), decision trees (gray dashed
line) and the benchmark (red points) for 3 real-market datasets. The top
chart corresponds to Dataset 1, small-medium size stores for a European
country. The middle one is Dataset 2, medium-large size stores for a
european country and the bottom one is Dataset 3, all store types stores
for Asian country. The results are sorted by ascending benchmarks’ score
(lower is better).

FIGURE 10. Bland-Altman difference plot in logarithmic scale for
medium-large stores from a european country for category Food 2. Top
row shows the forecast produced by our method whereas the bottom row
shows the benchmark. The forecast error is scale-free and mostly
contained within the 2σ bands.

where our method underperforms the benchmark, the scores
are decently close.

It is also interesting to discuss the distribution of the predic-
tion errors. Graphical approaches such as the Bland-Altman
differences plot [19], which scatters the residuals of the pre-
diction against the actual value, allow to easily identify model
anomalies such as bias, variance and heteroscedasticity.

Due to the diversity of this dataset, the sales range in orders
of magnitude and the linear scale Bland-Altman plot skews
towards the high sales values, so we use a natural logarithm
scale. Inspecting Figure 10 shows that the forecast error from
our method is decently independent of the volume and close
to homoscedasticity, being the majority of the residuals con-
tained within 2 standard deviations. This figure also shows
in the bottom row the plot for the benchmark. Both charts
show overpredicted values for some slow seller products,
indicating promotions that have underperformed compared to
the historical records.

Finally, the third dataset contains the promotions
of 3774 products in an Asian country with all types of stores.
This market is largely more volatile than the European ones,
and influenced by external factors that are either not captured
in the dataset or unable to be explained or accounted for.
That causes the forecast from the three techniques to be
not as accurate as in the other datasets. In this example,
the overall performance of our method is better than the
other two techniques. There are two categories, non-food-2
and fresh-2, where the benchmark is just above, and in the
category packed-food-3 our method is remarkably better.
Table 5 shows the drop in accuracy for this third dataset.

V. CONCLUSION
The accurate prediction of promotional sales is of paramount
importance for customers, retailers, producers and suppliers.
Amongst others, one of the benefits that the authors would
like to highlight is waste reduction. This paper presented
a new forecasting method inspired in the know-how of the
business analysts, or forecasters, that tackle the problem
of sales forecasting on a daily basis. That motivated us to
work on a kNN method that produces explainable and easy
to modify predictions. Also, we wanted to couple feature
selection and prediction, which we accomplished through a
cost function that is minimized with a NNLS solver. Our
method is founded on online learning, so the predictions
are calculated with the latest data available, thus avoiding
to retrain the model. Also, the forecast is generated at SKU
level meaning that the data always fits in memory. Beyond
the basic formulation of our model, we have shown how to
extend it by combining single learners and weak forecasters
to improve prediction accuracy and can be run in a parallel.
To validate our method, we have conducted several experi-
ments. On surrogate models, we have demonstrated that the
method is able to find the features related to sales, even in
an scenario where the sales are driven by a variable that is
present very little times, our method is able to identify that
key variable. On real-market datasets, we have demonstrated
that we can significantly improve the accuracy of the forecast
by improving the benchmark in many diverse categories and
geographical locations. We have also compared the method
against a 100 decision trees model trained on the same data,
an the results prove that our method is much more suitable
for promotional forecasting applications. In terms of inter-
pretability, the method feedbacks both the most prominent
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FIGURE 11. Running the forecast as a service. Open Source software allows to easily productionalize applications such as the forecasting method
described in this paper. The main engine is a Python class that is served with flask running in a Docker container, which attends requests where the
payload is JSON coded.

features and the weights of the promotions used to calcu-
late the forecast. As many promotions, especially the cost-
sensitive ones, get reviewed and adjusted by forecasters, they
can easily control the historical promotions that contribute
to the forecast by modifying the weights. Known limitations
of the model arise in the following scenarios. When the
values of the observed historical KPIs are far from the ones
to be predicted, the model is unable to produce accurate
forecast. For example, consider a product that is trendy at
the time of forecast but the historical sales do not reflect
that (or viceversa). Another source of inaccuracy is found
when the predictors do not contain meaningful information
about the KPI, so that the feature selection process assigns
similar importance values. Future work will concentrate on
exploring different distance measures to calculate the fea-
ture importance weights, a bit less restrictive than Eq. 15.

Fortunately for us, the categorical data in our datasets present
low cardinality. However, in the case of large cardinal-
ity we recommend to apply some dimensionality reduc-
tion such as the popular Entity Embeddings [20]. As a
final note in the Appendix, we outline how to deploy our
method in a production environment running on a cloud
provider.

APPENDX
A. FORECAST METRICS
Table 6 summarizes the calculation of the forecast metrics
used in this paper.

B. FORECAST AS A (MICRO) SERVICE
Data science teams traditionally operate as autonomous
teams, developing and deploying independently from other

VOLUME 7, 2019 74773



C. Aguilar-Palacios et al.: Forecasting Promotional Sales Within the Neighbourhood

TABLE 6. Summary of the forecast measures used along the paper.

teams. The method presented in this paper is no exception
to this rule and it has been architectured as a micro-service
to be called from the forecaster’s system, usually a web
application.

We make use of several Open Source solutions for this to
happen. The first one is the coding language, where we have
chosen Python 3 [21] for many obvious reasons. To attend
forecast requests, formed as JSON [24] representations,
we have chosen Flask [22], as it is a friendly and lightweight
Python-based web micro-framework. Docker [23] con-
tainers are a great solution for deploying in the major-
ity of cloud providers and in our case, the configuration
file (Dockerfile) to build the container is decently
simple.

One consideration in our deployment is to avoid
database or storage dependencies to improve modularity.
As the number of historical promotions is relatively small
and so is the number of features (as opposed to Big Data),
the REST request contains both the data to forecast for, but
also the historical records. The response of our micro-service
is composed of the forecast but also the weights assigned to
the relevant historical promotions.

The schema V-B illustrates this solution that we have
successfully deployed and tested.
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ABSTRACT Multiple Machine Learning solutions in Industry exist where interpretability is required.
In retail, this is especially important when dealing with cold-start forecasting of promotional sales. In the
planning phase of these promotions, retailers produce sales predictions that are scrutinised by both forecast-
ing experts and managers. In this paper, we combine the predictive benefits of Gradient Boosted Decision
Trees regressors and the interpretability of contrastive explanations. These are implicitly generated by the
manner we shape data. Our method presents the cold-start forecasts in relation to the observed promotional
sales of other products, which we call neighbours. They are selected based on a measure of closeness to
the predicted promotion, which is derived from the variable importance calculated during the training of the
regressors. With this information, the expert reviewer adjusts the cold-start prediction by simply varying the
contribution of the neighbours. To validate our results we test our method on a surrogate model, as well as
on real-market data. The results on the surrogate model demonstrate that our method is able to accurately
identify the features that contribute to sales and then select the closest neighbours to produce a contrastive
explanation. The results on real-market data also show that the proposed method performs at a similar level
to widespread methods such as conventional CatBoost, NGBoost or AutoGluon, and has the advantage of
providing interpretability.

INDEX TERMS Cold-start forecasting, contrastive explanations, interpretableML (iML), retail promotions,
supply chain.

I. INTRODUCTION
Sales promotions are strategies used by retailers to incen-
tivise the market demand of products. The most common
form of promotions include price discounts, special displays,
freebies, deals (two for the price of one), vouchers and
rebates [1]. Apart from being profitable, promotions also
help to reduce stockpiling, attract customers, build store
traffic, introduce new products, and counteract competi-
tors [2]–[4]. The process of planning promotions is com-
plex and challenging [5] and the estimation of sales can
benefit the entire supply chain, including both manufac-
turers and suppliers [6], as well as it can help reducing
waste.

Promotional forecasting is a difficult task and the lack of
historical sales in the cold-start problem makes it even more

The associate editor coordinating the review of this manuscript and

approving it for publication was Tu Ngoc Nguyen .

challenging. Machine Learning approaches have been used to
tackle this problem, especially in fields such as recommender
systems, energy forecast, and online retailers [7], [8]. With an
increasing number of automated decisions originating from
Machine Learning (ML) systems, certain applications exist
where trusting the decisions is challenging. Predictions alone
and metrics calculated on these predictions do not suffice
to characterise a model [9]. Understandably, a participant in
the supply chain of a retailer might feel uneasy placing an
order on a new product with very little information about
it. This situation gets more complicated when the decision
on the number of units originates from an automated ML
system with no supporting feedback on the figures, the so
called ‘‘black-box‘‘ models. This situation of mistrust can be
remediated by adding information on how the decision has
been made. Ideally some level of cooperation should exist
between the human and the ML system where the user can
control and modify the results.
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Amongst all types of promotions, there is a particular sub-
set known as cold-start promotions where the stock keeping
unit (SKU) has not been on promotion before. The main
reasons are typically the inclusion of a new product in the
catalog, a new variety of an existing product, or a regular
product that has just never been on promotion.

This paper focuses on adding interpretability to the predic-
tions produced by a ML system in grocery retail. The goal of
interpretability is to describe a system in a way that is under-
standable to humans [10], and fulfilling three pillars: trust,
interaction and transparency [11]. As such, we propose a new
method able to forecast cold-start promotionswhile providing
interpretability through contrastive explanations. For a philo-
sophical approach to the definitions of contrastive explana-
tions we recommend the works by Lipton [12], [13]. In the
context of ML, Miller [14] distinguishes contrastive expla-
nations according to the type of question that they answer:
‘‘WhyP rather thanQ?’’ or ‘‘WhyP butQ’’. The former is the
alternative question and the latter is the congruent one, which
is the one that we focus on in this paper. A congruent question
asks about the fact P occurs in the current situation, while
some surrogate Q actually occurred in some other situation.
Interpretability should not be confused with explainability,
which focuses on the explanation of the internals of amodel to
a human. Explainability has been the subject of many recent
works in the research community [15]–[19] aiming to clarify
and facilitate the understanding of ML and Deep Learning
models.

The novelty of this paper relies on adapting contrastive
explanations in the context of promotional forecast, the focus
being interpretability and not accuracy. A cold-start item P is
likely to have a market demand that is similar to the one of
product Q, which was on promotion in the past. We forecast
cold-start promotions leveraging Gradient Boosted Decision
Tree (GBDT) methods in an interpretable manner. As the
data for new promotional items is non-existent, the GBDT
methods learn the linkages between new and established
items [20] and produce an output relating them to the new
product.

The remainder of this paper is organised as follows.
Section II presents the framework and describes the pro-
posed method. Section III conducts a series of experiments
to evaluate the model, both in artificial and real market data.
Section IV discusses the method and its suitability to support
managers and forecasters in grocery retailers.

II. CONTRASTIVE EXPLANATIONS WITH GBDT
In this section we present our algorithm for the estimation of
the cold-start promotional sales with interpretability. We first
frame contrastive explanations in a promotional context and
then proceed to describe the input data and how to generate
interpretability using conventional GBDT models.

Our method is founded on the idea that the performance of
a promotion in terms of sales is largely determined by the pro-
motional parameters. For example, a promotion on ice cream

at a great discount during summertime is expected to have
larger sales than the same ice cream at an expensive price dur-
ing wintertime. This is also equivalent to expecting that the
sales will be similar to the ones during the last summer, which
constitutes a congruent contrastive explanation. To present
predictions as a cause and effect mechanism, we suggest
a paradigm shift from the conventional GBDT application
where traditionally, the GBDT regressor is trained to directly
predict the response variable. In this paper we aim to forecast
the difference in sales between pairs of promotions, so we
arrange the input data in a particular shape that allows us to
produce forecasts as comparisons between promotions.

The promotional data collected by retailers can typically
be divided into four categories, namely, numerical, binary,
time-date, and categorical variables. Amongst the numerical
variables, is it common to find information about the num-
ber of stores running the promotion, the prices before the
promotion is launched and during the promotion, as well as
the discount. Binary variables, which are a particular case of
categorical variables, are used to inform about features such
as a product being seasonal or the placement of a product
on a featured display, amongst others. The date and date
variables normally mark starting and end dates. The categor-
ical variables describe the type of store, shelf, or the type of
promotion [21]. Clearly, there are confounding variables that
affect the performance of a promotion although the present
work focuses on the ones that retailers can directly measure.

A. METHOD
To explain the arrangement of this input data, let us introduce
the terms and notation followed along this paper. Given a set
ofm observed sales promotions, we represent the explanatory
variables composed of nn numerical, nc categorical and nd
date variables as X ∈ Rm×n, where n = nn + nc + nd .
We use y ∈ Rm to represent the response variable of the
m promotions, which typically is the amount of sales in
units, or sometimes a compound metric of the sales that
factors the sales and other market indicators. This is the set
D = {X, y}, whose matrices are

X =


x(1)1 x(1)2 x(1)3 . . . x(1)n

x(2)1 x(2)2 x(2)3 . . . x(2)n

...
...

...
. . .

...

x(m)1 x(m)2 x(m)3 . . . x(m)n

 and y =


y(1)

y(2)

...

y(m)

 , (1)

where superscript (i) denotes the i-th row, a promotion, of a
matrix and subscript j denotes the j-th column or variable of
a matrix.

With this notation, we describe next the process of
building a contrastive training set, which we refer to
as extended matrix, Xext. Note that we use bold super-
script or subscript to identify different types of elements,
vectors or matrices. This dataset comes from repeating
the following process iteratively. From D, we randomly
select a first reference observation (xref1 , yref1 ), which is
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compared to another k observations that we call neigh-
bours. These k promotions are also randomly drawn from
D with the restriction that they must have occurred at a
time prior to the reference promotion, formally (Xneig, yneig),

where Xneig
=

[
xneig(1)

>

, . . . , xneig(k)
>
]>

and yneig =[
yneig(1), . . . , yneig(k)

]>
. This is done to preserve the time

structure of the forecasting problem and also to provide diver-
sity during the training stage.

We now arrange the submatrices with p = nn+nc numeri-
cal and categorical columns. The reference promotion part is
x̃ref1 =

[
x̃ref11 , . . . , x̃ref1p

]
. This selection is applied for each

of the i-th neighbours too, as x̃neig(i) =
[
x̃neig(i)1 , . . . , x̃neig(i)p

]
,

being i = 1, . . . , k .
To encode the nc categorical variables as numerical we use

either the James-Stein encoder [22], or the target additive
encoding [23], or the CatBoost approach [24]. The date
and time variables are also manipulated so we can operate
on them. Typically both month and season are derived from
the launching dates, mainly to account for seasonal effects
and trends. The differences in days between the reference
promotion and the neighbours are also calculated, adding up
to a total of q date-derived variables, which are represented
as the following matrix Qref

∈ Rk×q, as per

Qref
=


dref1-neig(1)1 . . . dref1-neig(1)q

...
. . .

...

dref1-neig(k)1 . . . dref1-neig(k)q

 . (2)

We then form the k rows of Xext
ref1

by concatenating the
neighbours and the reference per row as follows,

Xext
ref1 =

x̃
neig(1)

...

x̃neig(k)

x̃ref1
...

x̃ref1
Qref1

 , (3)

with dimensions according to Xext
ref1
∈ Rk×(2p+q).

The target variable to train the model on is the difference
of the response variable between the reference and the neigh-
bours, as per

yextref1 =


yref1 − yneig(1)

yref1 − yneig(2)
...

yref1 − yneig(k)

 =

y(1)1
y(2)1
...

y(k)1

 . (4)

The process detailed above is repeated N times to pro-
duce the training set Dext

= (Xext, yext) where Xext
=[

Xext
ref1
, . . . , Xext

refN

]>
and yext =

[
yextref1

, . . . , yextrefN

]>
.

Figure 1 depicts the construction of Dext in an example
where there are two reference promotions, and the steps
involved in the algorithm are summarised in Algorithm 1.
Please note that the input features to our model are directly
interpretable as they have not been engineered. This is
referred as the transparency property of interpretable models,
particularised as decomposability [9] or intelligibility.

Algorithm 1 Pseudo-Code for Building Dext

Input: X ∈ Rm×n, y ∈ Rm×1, N (number of iterations), K
(number of neighbours).
Output: Xext: Extended X for training. yext: Extended y for
training.
1: for n = 1→ N do
2: Select a random row from X and y and name it

reference xrefn and yrefn .
3: for k = 1→ K do
4: Select a random row fromX and y from the subset

of promotions that occurred before the reference one.
Name it xneig and yneig.

5: Concatenate the numerical and categorical vari-
ables of xneig and xrefn . Operate on the time-date vari-
ables. Append all of them to Xext.

6: Append to yext the difference between the values
of the target variable yref − yneig.

7: end for
8: end for

The set Dext is used to train one of the following GBDT
methods: XGBoost [25], CatBoost [26] and LightGBM [27]
for regression, or NGBoost [28] for probabilistic regres-
sion. The reasons for using GBDT methods, apart from
their accuracy and speed, is that they natively provide with
methods to calculate the importance of the input features.
The regressors are trained using Bayesian hyper-parameter
optimisation [29]. Once the regressor is trained and meets
the minimum requirements for accuracy and error, we cal-
culate the feature importance vector v ∈ R(2p+q), which
can be broken down into the features that it represents as
v = [vneig, vref, vQ]. This vector plays a fundamental role at
forecasting time as it is used to select the closest neighbours
to each instance of test set. It is worth noting that to facilitate
interpretability, the feature importance vector is presented to
the user as the addition of neighbour and reference, which can
be written as v′ = [vneig + vref, vQ].

B. DISTANCES, NEIGHBOURS, AND FORECAST
To illustrate the steps involved in the prediction stage, let
us recall the ice cream example mentioned at the beginning
of the section. Given that we want to predict the sales of a
promotion happening during summertime, in order to form a
contrastive explanation we are interested in promotions that
have occurred under similar circumstances, such as summer-
time or hot days during springtime, and at a similar price.
In this context, very different promotions do not add a large
explanatory value. This concept is translated into our frame-
work by leveraging the components of vector v. Given a new
promotion xtest ∈ Rn to forecast for, to create xexttest we need
k-neighbours. Instead of selecting them randomly as we do
during training, we choose them as the closest promotions to
xtest according to aweighted Euclidean distance. This process
involves to greedily calculate all the distances between the
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FIGURE 1. Arrangement of the training dataset Xext. During each iteration, we randomly withdraw a reference row and a set of neighbours (4 in the
image) from the input dataset X and stack them.

standardised test promotion and the standardised instances in
the training set, denoted as d(xneig, xtest, v). Please refer to
the Appendix B for a discussion on the calculation of this
weighted Euclidean distance.

The distances are then used to forecast each test promotion
using the trained regressor, obtaining k delta values, y1 =
[y(1)1 , . . . , y

(k)
1 ]>, that represent the difference between the

promotion of interest and the neighbouring promotion. This
increment can be subsequently decomposed into the actual
forecast by adding the sales of the neighbouring promotions,

y(1)1
y(2)1
...

y(k)1

⇒

y(1)1 + y

neig(1)

y(2)1 + y
neig(2)

...

y(k)1 + y
neig(k)

 =

ỹtest(1)

ỹtest(2)
...

ỹtest(k)

 = ỹ. (5)

The idea in this equation is to present the forecast as a contrast
to the neighbouring promotions, so the user can compare with
the features and performance of the k neighbours. Return-
ing to the ice cream example, if the reference promotion is
planned for fall season, the method is expected to present a
negative figure when comparing to summertime promotions
but most likely a positive one when comparing to wintertime
offers.

The final forecast can be calculated with either the standard
mean ŷtest = E[ỹ], or as a weighted mean leveraging the
Euclidean distances calculated in Eq. (10), as follows,

ŷtest =
w>ỹ
w>1

, (6)

where w = 1 � d, 1 is a vector with k ones, d =
[d(xneig(1), xtest, v), . . . , d(xneig(k), xtest, v)] and � denotes
the element-wise division. These two approaches for averag-
ing the final forecast are later discussed on the experiments
in Section III-C1.

Note that in our setup, the distance between promotions
can not be zero because the date time variables are always

different. Nevertheless, to grant numerical stability in Eq. (6),
the distances are limited to a minimum value of 10−3.

C. FORECAST GOVERNANCE
It is important to verify that the cold-start forecast ŷtest is
reasonable given the historical promotions. For this purpose,
we add a layer of governance. As the forecast is calculated
using the closest k-neighbours, we leverage the actual sales
of these k-neighbours, yextrefk

, to detect if the cold-start forecast
is an outlier. We do so by means of a modified z-score [30]:

0.6745 |ŷtest − median(yextrefk
)|

median(|yextrefk
− median(yextrefk

)|)
≤ η. (7)

Therefore, when the forecast exceeds η, it is flagged as an
outlier and it should be reviewed by the forecasting team.
Note that, although the proposed value in [30] for η is 3.5,
we recommend setting the threshold η to about 2.5 or 3.0 in
order to be conservative, due to the risk assumed in making
decisions for promotional sales.

D. ONLINE MODEL TRAINING
Typically, the items catalogue of grocery retailers follows a
well-defined hierarchical structure. Different retailers use dif-
ferent naming conventions but generally, items are organised
into categories, families and classes. For example, the ice
cream mentioned earlier on might belong to the ‘‘frozen
food’’ category, to the ‘‘ice cream and frozen desserts’’ family
and to the ‘‘ice cream tubs’’ class.

The training set used by method is always at the SKU
class level, which in our real-market dataset usually contains
between 30 and 200 products. It is stored-aggregated and
composed by the past two years historical promotions. This
is typically less than 1000 records, allowing us to calculate
the forecast in an online fashion, meaning that we train and
forecast on-the-fly per cold-start product. This is done for
several reasons. Promotional environments are typically non-
stationary. By training the model online we make sure the
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FIGURE 2. Schema representing the contrastive regressor broken into functional blocks. The data preparation block illustrates how the input data is
arranged given the number of neighbours. The training block illustrates the the selection of a base regressor and the hyperparameters (they can be
optimised through Bayesian hyper-optimisation). The prediction block aims to represent the role of both number of neighbours and feature importance
in the method. To calculate the forecast of a new SKU, the feature importance is decisive in selecting the k-neighbours from the input data that are the
closest to the new SKU. The neighbours are then used to calculate k predictions of the response variable that are aggregated to calculate the forecast.
The forecast and the constrastive explanations are presented to the user, that has the option of modifying the forecast by varying the distances to the
neighbours or overriding the feature importances.

latest records available are always used. Another reason is
reducing the overhead of model management. This can be
done by adding a forecast governance layer (see Section II-C)
and managing the lifecycle with open source platforms such
as MLflowTM [31].

E. MODEL TRANSPARENCY AND USER INTERACTION
One of the properties of interpretable models is transparency,
which connotes some sense of understanding of the mecha-
nism by which the model works [9].

In our method, there are two main mechanisms involved
in producing a prediction: inner and outer layers. The inner
layer is the underlying GBDT model that generates the y1
values. Aiming to explain the internals of these models is
referred as explainability and is not the purpose of this paper.
SHAP [32] provides local explanations for GBDT in this
context. On the other hand, the outer layer is the one that
provides transparency and intuition about the prediction pro-
duced by our method. The forecast is presented to the user as
a comparison with k past promotions (neighbours), showing
the importance of the input variables, which explains why
the neighbours were selected. It also presents the expected
change in sales of the cold-start promotion regarding the
neighbour, as well as the distance between the neighbour and
the test promotion. This presentation is shown alongside the
experiments in Section III, see Table 1.
The user can appropriately contest the algorithmic decision

in this outer layer. The most immediate action is to modify
the neighbour distances. For example, the method presents
a recent and similar promotion that coincided with a sports
event that massively increased the sales. The user can also

discount the promotion by setting large values for its distance,
so it is disregarded in Eq. 6.

The second form of interacting with the forecast is to
override the variable importance and re-forecast. For exam-
ple, this is often done in order to combat demand volatility.
In abnormal situations such as crisis, the historical demand
of products has little correlation with the actual demand
during the crisis. To ensure the neighbours are the most recent
records, a user can assign a large weight to the variable that
represents the difference in days.

Figure 2 summarises the components described in
Section II. The data preparation block illustrates how the
input data is arranged given the number of neighbours. The
training block illustrates the selection of a base regressor and
the hyperparameters (they can be optimised through Bayesian
hyper-optimisation). The prediction block aims to represent
the role of both number of neighbours and feature importance
in themethod. To calculate the forecast of a newSKU, the fea-
ture importance is decisive in selecting the k neighbours from
the input data that are the closest to the new SKU. The
neighbours are then used to calculate k predictions of the
response variable that are aggregated to calculate the forecast.
The forecast and the constrastive explanations are presented
to the user, having the option of modifying the forecast by
varying the distances to the neighbours, or overriding the
feature importances.

III. EVALUATION
In this section, we focus on evaluating the method through a
series of experiments. The first experiment analyses the role
of the variable importance in the forecast and the explanation.
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The second experiment examines the method focusing on
the selection of the neighbours in a toy dataset. The third
experiment tests the method with real market data, and it
is divided into two parts, namely, analysis of the number
of neighbours, and comparison with Extremely Randomized
Trees [33],CatBoost [26],NGBoost [28] andAutoGluon [34],
which are widespread state-of-the-art methods used both in
academia and industry.

A. ANALYSIS OF THE FEATURE IMPORTANCE
The purpose of this first experiment is to demonstrate that our
method is able to recognise the importance of the variables
that contribute to the promotional sales, and consequently to
select the closest neighbours to a cold-start instance. We also
discuss the results that the model produces and their interpre-
tation.

A simple approach to evaluate if the model finds the rel-
evant features that drive the sales is to use a linear model
where the contribution of the independent variables to the
response variable is known. Let us generate 500 samples
of a model with 5 independent variables (x1, . . . , x5) which
are drawn from the uniform distribution U (0, 1), being X ∈
R500×5. To define the impact of the independent variables
in the response variable, we use a vector of weights w =
[42, 34, 16, 0, 8] being

∑5
i=1 wi = 100. The response vari-

able y ∈ R500 is the linear combination of w with X as per
y = w>X. We then train our model on X and y using as the
base regressor CatBoost, a learning rate of 0.08, a validation
set of 20%, the tree depth set to 12, 300 iterations and 5 neigh-
bours.

Once trained, the variable importance vector for the neigh-
bours is vneig = [18.84, 17.88, 6.10, 1.75, 2.00] and the ref-
erence counterpart is vref = [24.14, 17.75, 6.65, 2.52, 2.36].
As mentioned in Section II-E, this information is presented
to the user as the addition v′ = vneig + vref, which in our
experiment results in v′ = [42.97, 35.63, 12.75, 4.27, 4.36].
Despite the simplicity of the linear model, it is remarkable
that the feature importances calculated by themethod are very
close to the actual weights.

The second part of this experiment shows how to interpret
the contrastive explanations produced by the method. Let us
predict one test instance xtest = [0.1, 0.5, 0.5, 0.5, 0.5] and
ytest = 33.2 with the model and present the explanation
in Table 1. The table shows in its second row the variable
importance colouring the highest value as light yellow and the
lowest as dark green. As known from the variable importance
calculation, x1 and x2 are the variables that have the larger
effect on the promotional sales, and therefore, the neighbours
of the test promotion have very similar x1 and x2 values. Col-
umn y1 contains the raw forecast from the regressor, which
is the expected difference between the sales of the neighbour
and the cold-start instance. Column y (sales) contains the
historical sales of the neighbours whereas column y + y1
represents the addition of the two aforementioned.

Let us interpret the predictions starting with the contrastive
explanation given for neighbour 2. The values x1 and x2 are

both larger in the cold-start instance than in neighbour 2.
The model predicts y(2)1 = 5.62, meaning that the cold-start
promotion is expected to sell 5.62 units more than neighbour
2 did. The forecast with respect to neighbour 2 is ỹtest(2) =
y(2)1 + y(2)neig = 33.33. When comparing to neighbour 3,

the cold-start promotion is expected to sell less, as y(3)1 =
−2.88 units. The forecast ỹtest(3) = y(3)1 + yneig(3) = 34.95,
an error of 1.75 units. The closest neighbour, number 1, is a
mix of the two aforementioned cases as x1 is larger but x2
is smaller. The actual sales of neighbour 1 are 32.61 units,
so the method is right in expecting more sales from the cold-
start promotion but it over-forecasts by 1.76 units.

In this experiment we have discussed the explanations
generated by our method and proved that they are insightful,
valuable, and accurate.

B. PROMOTIONAL PLANNING
In this experiment we focus on how to use our method in the
planning phase of a promotion. Let us illustrate the following
situation. A retailer is interested in launching a promotion on
a cold-start product. During the planning of the promotion the
retailer chooses parameters such as the price of the product
the type of display. In this experiment we explore five possi-
ble combinations of price and type of shelf and discuss how
our method produces the forecast and selects the neighbours
on a surrogate model.

This data model simulates the sales of 3 SKUs at a country
level (constant number of stores) allowing to control the
number of times that the product has been on promotion,
the baseline sales, the price and discount range, and also the
effects on the promotional sales of both the discount and the
type of feature display.

We model the baseline sales of each product as a normal
distribution xb ∼ N (µb, σ 2

b ).We simplify the type of promo-
tions in our model to price cut deals, which allows us tomodel
the discount as a half-normal distribution xd ∼

∣∣N (0, σ 2
b )
∣∣ ∈

[0,∞). The deal effect curve [35], which connects discount
and sales, is modelled as a shifted Gompertz distribution.
In this setup, the sales increase with the discount reaching
a point where they experience a decay. This saturation is typ-
ically observed in stock limited offers. The shifted Gompertz
distribution at a time t , with scale parameter b and shape
parameter η that is used in our examples is defined as:

f (t; b, η) = 1+
(
2.2be−bte−ηe

−bt
[1+ η(1− e−bt )]

)
(8)

The deal effect curves are shown in Figure 3, where the
blue line represents product P1, a product where discounts
do not make a large difference as the product is normally
included in the regular basket, for example, produce products.
Product P2 is represented by the orange line, and in this
case, the discount rapidly increases the sales up to the point
of running out of stock, affecting sales negatively. Finally,
in green colour line there is product P3, which represents
a real case scenario that we have particularly observed in
Asian markets, where there are certain products for which
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TABLE 1. Constrastive explanation of a Cold-Start forecast from Experiment 1. The variable importance is presented in the second row. Column y1

contains the raw forecast from the regressor which is the expected difference between the sales of the neighbour and the cold-start instance. For
example, the cold-start promotion is expected to sell 6.19 units less than neighbour 4, which has larger x1 and x2 values. Column y (sales) shows the
actual sales amount for the neighbour. Column y + y1 is the addition of the change in sales and the neighbour sales. The last column shows the weighted
Euclidean distance between the neighbours and the cold-start promotion.

TABLE 2. Parameters of the surrogate model in Experiment 2 for the 3 simulated products.

a small price cut can rapidly increase sales. As a byproduct
the shelves are empty very quickly resulting in a negative
customer experience.

FIGURE 3. Deal effect curve modelled as a shifted Gompertz function of
the 3 simulated products in Experiment 2.

The effect of shelf or feature capacity is simply modelled
as a direct increment to the sales as per 4.8 · 10−3 · δc, where
δ models the impact of the shelf in that product and c is
the capacity of the shelf. The independent variables of the
model are the market price (includes the discount) and the
feature type, which is encoded as a categorical variable. The
response variable is modelled as the baseline sales scaled by
the Gompertz function of the discount and also dependant on
the shelf capacity, calculated as y = xb · f (xd ; b, η) + 4.8 ·
10−3 · δc. The parameters of the toy model for the 3 products
are summarised in Table 2.

Our model is trained on the variables discount and fea-
ture type, which is mapped to numerical as mentioned in
Section II. The number of neighbours is to 5, the training split
to 25% and the validation test size to 20%. We use CatBoost

FIGURE 4. Plot of the promotional planning problem and its predictions
for different scenarios. The x and y axis are the input variables price and
feature capacity, respectively. The z-axis represents the historical sales per
product with the exception of the red dots that are the predicted sales.

as the underlying regressor, where the number of iterations
is 543, the learning rate 0.09, the tree depth 10, and the cost
function is the root mean squared error (RMSE). From the
training process we retrieve the variable importance vector,
corresponding to 42.95 for the price and 6.53 for the type of
feature display.

During the planning phase, the retailer wants to see the
sales predictions of the 5 following (price, shelf ) combina-
tions: [(63, 6), (65, 13), (70, 11), (85, 6), (95, 10)]. The fore-
cast and contrastive explanations are shown in Table 3 and
a spatial interpretation of the training set, along with the
cold-start forecast offered in Figure 4. Let us analyse the
predictions. For example, in the first scenario, the product
will debut in the market with a price of 63 units and a shelf
type 6. The historical promotions in that region of the space
are mainly from P3 and only one from P1. Given that the
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TABLE 3. Results for the cold-start forecast of a simulated product in 5 different promotional planning scenarios. The reference product column shows
the 5 closest neighbours. The value of features price and shelves (along with their importance) are presented in columns 2 and 3. Column y1 shows the
difference between the cold-forecast and the historical promotion. This parameter is part of the contrastive explanation. It shows that the promotion to
be forecast for is expected to perform differently from the neighbouring one in that number of units. Column y + y1 is the new forecast according to that
past promotion. Column distances shows the scaled Euclidean distance between reference promotion and cold start promotion. It is used to calculate the
prediction presented in each forecast row.

TABLE 4. Comparing different regression methods on 17 cold-start products sorted by MAPE values. In bold letters the method presented in this paper.

weight of the variable price is considerably larger that the
shelf variable, the neighbours are selected mainly by their
price proximity. Our method selects a point from P1 as the

closest, and it is interesting to see the interpretation. The
selling price of P1 is on average 73.46, considerably larger
than 63. Our model infers that the new product at that price
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FIGURE 5. (Left to right) Comparison of the forecast error varying the number of neighbours for the following approaches:
averaged neighbours, weighted average based on the distance and random neighbours. The random neighbours option
produces forecast errors 10 times larger than the averages.

should sell more that P1, and it therefore sets the y1 value to
11.38 units more than P1. With regards to that P1 promotion,
our new product is expected to sell y + y1 = 109.62 units.
The second neighbour is one promotion from product P2,
which normally trades at a lower price. Our model infers that
even if the product is on the same type of shelf, because the
price of the cold-start product is larger, it is expected to sell
−1.57 units less. The same reasoning applies to the remaining
instances. Finally, these forecast are combined by means of
the distances to predict that the new product will sell around
120.12 units.

When reviewing the planing predictions, a forecast analyst
can change the contribution of a neighbour, by varying either
the quantity in y + y1 or the distance, which can be set
to a high value to disregard a particular neighbour. It is
also possible to override the variable importance to return a
different set of neighbours.

C. REAL MARKET DATA
In this third experiment, we apply our method to forecasting
real market products from a European retailer and evaluate
the results. It is a common belief that interpretability means
sacrificing accuracy. Our findings imply quite the contrary.
In this section we demonstrate that our explainable method is
as accurate as the state-of-the-art methods that we benchmark
against.

The data used in the experiment was collected circa
2016 and contains approximately a year of promotional sales
for different retail categories. The dataset features the number
and type of stores, the dates when the promotions occurred,
the regular and promotional prices and the category that each
product belongs to. Some factors are worth considering about
the data. It only features the promotional sales, so assump-

tions about the regular demand or popularity of the products
(including the cold-start ones) can not bemade. The cold-start
products can range from a completely new product, to a new
flavour of a existing SKU, to a product with a new presenta-
tion or packaging. Some of these factors positively contribute
to the high accuracy of the cold-start forecasts tested along
this section. This dataset contains 17 products that have been
on promotion only one time and they conform our cold-start
test set and they are salty snacks, jelly beans, pre-cooked rice,
chocolate, Malvasia wine, lassi, and shampoo.

1) NUMBER OF NEIGHBOURS AND DISTANCES
In this section we discuss how the number of neighbours
affect the forecast and we also analyse the method used to
select the distance amongst them. One may think that the
effort in selecting the closest neighbours must be justified.
At the very least, it has to be better than just selecting random
neighbours. We also evaluate if predicting with the weighted
average (derived from the distances) is more accurate than
using the average of the sales of the neighbours. We set to
demonstrate that this is the case by forecasting the 17 prod-
ucts and comparing the forecast error, which is defined in the
Appendix table 5.

We sweep the number of neighbours from 2 to 5, both
inclusive. As we can see in Figure 5, the first 4 plots from
the left side correspond to the average, followed by the
4 weighted average forecasts, and finally the 4 when random
neighbours are selected. The forecast error from random
neighbours is just out of scale.

2) ACCURACY
Given that our method is built on top of GBDT methods,
we compare it directly to the GBDT methods to evaluate the
differences in accuracy. specifically, we benchmark against

137582 VOLUME 8, 2020



C. Aguilar-Palacios et al.: Cold-Start Promotional Sales Forecasting Through Gradient Boosted-Based Contrastive Explanations

CatBoost and NGBoost. To ensure meaningful pairwise com-
parisons, we use the same data and same parameters. We also
benchmark against another type of trees known as Extremely
Randomized Trees (ERT) [33] using the Scikit-learn [36]
implementation. The fixed parameters for all the tree-based
models are 600 iterations, learning rate set to 0.08, validation
set of 20% (except ERT), and depth to 12. We use our method
with 3 neighbours. We also want to compare our method
to the auto-ML framework AutoGluon [34] using the same
datasets. We use AutoGluon’s tabular prediction module and
apply the fit function without hyper-parameter tuning. For
each one of the cold-start predictions, we train all the methods
on a dataset that contains all the historical promotions of the
category of the product to forecast for. The response variable
is the total number of units sold during the promotion.

Ranking forecasting methods using just one metric is dif-
ficult and it can be misleading as the metric might not reflect
some particularities that are important to the business. Owing
to this, we have decided to evaluate the cold-start forecast
on the following metrics: MAPE, MAE, forecast bias, fore-
cast accuracy, RMSE, mean error, forecast error and R2, all
defined in Table 5. For a discussion on time-series forecasting
error metrics and their implications, we refer to [37]. The
results are presented in Table 4, which summarises these met-
rics per method calculated for the 17 cold-start promotional
products and sorted by MAPE values. ERT achieves the best
scores overall. Both contrastive weighted implementations of
CatBoost andNGBoost produce smaller error figures than the
original implementations. The central part of the table is dom-
inated by theAutoGluonmodels. The largest overall errors are
produced by the AutoGluon neural network regressor.

IV. CONCLUSION
Cold-start forecasting is a difficult but common problem in a
variety of disciplines as no historical information exists on the
subject of the forecast. This problem is particularly challeng-
ing in retail promotions, as the complexity of promotional
forecasting is added to the cold-start difficulty. In this paper,
we proposed to solve this problem through interpretable ML.
We align with authors such as Rudin [38] in the statement
that we should move away from black-box models where the
decisionsmade by automated systems require interpretability.
Furthermore, in scenarios as such, the lack of interpretability
directly affects the usability of a prediction as it inherently
produces mistrust. Given the nature of the grocery retail
business, forecasting affects many elements of the supply
chain, from producers, suppliers, distributors, and customers.
The implications are such that retailers commonly employ
teams of analysts that validate and modify promotional fore-
casts generated by automated systems. Our method has been
designed for these analysts. Apart from automatically esti-
mating the sales of a cold-start promotion, the method pro-
duces explanations on how the prediction has been made,
and also provides appropriate mechanisms to interact with
the forecast as well as to detect outlier forecast that should
be flagged for review.

In this work, we achieved cold-start promotional forecast-
ing and interpretability altogether, which to the best of our
knowledge has not yet been addressed in the literature. Our
method is divided into two layers: an inner layer that calcu-
lates the regression using GBDT (CatBoost, XGBoost, Light-
GBM, and NGBoost have been tested), and an outer layer that
both calculates the forecast, and informs about it using con-
gruent contrastive explanations. One of the particularities of
our method is that the GBDT regressors are trained to forecast
the difference in sales between pairs of promotions, instead
of a direct estimation of the sales. In order to produce a cold-
start forecast, the k historical promotions, or neighbours, are
selected from the training set according to the closest values
in the most relevant features. Their search is done through
a weighted Euclidean distance, where the weights are the
importance of the features calculated by the GBDT regressor
during the training stage. To forecast one promotion, the inner
layer produces k predictions which are subsequently aggre-
gated by the outer layer using the inverse of the weighted
Euclidean distance. Moreover, the method allows user inter-
action to manipulate the predictions by simply varying the
distances or by overriding the variable importance to select
different neighbours.

We recommend to tune the hyperparameters of the model
(number of iterations, depth and learning rate) using Bayesian
hyper-parameter optimisation although the parameters can
also be fixed.

Most retailers group their products into relevant classes.
We train our method on all the historical promotions pertain-
ing to the class of the product that we forecast for. This poses a
limitation as there might be cases when the cold-start product
sells in a different manner to the SKUs within the class.
Equally, if the class does not contain many products or the
promotional observations are very scarce, the forecast proba-
bly will not be very accurate.

Another potential limitation of the method are outlier pro-
motions. The method is able to remove from the training set
promotions that sold very little or featured a small number
of stores, but it is not able to detect promotions that sold
a atypical number of units. These promotions can lead the
method to over-forecasting.

Evaluating interpretability is a non-trivial task and is it
not clear how it should be measured [39]. We demonstrated
using a linear model that our contrastive explanations are
consistent with the model. Particularly, we demonstrated that
the method correctly identifies the variables that influence
the sales the most, and accordingly finds their importance.
We also showed how the contrastive explanations are agree-
able with the intuition of a forecast analyst.

We have also addressed the effect of the number of neigh-
bours and the influence of the distance when selecting the
neighbours using real market data. Also, we have addressed
the myth of interpretability at the cost of accuracy, proving
that our method performs at the same level as CatBoost,
NGBoost or AutoGluon, which are not interpretable by them-
selves.
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TABLE 5. Summary of the forecast measures used along the paper.

Future work should consider filtering outlier promotions
and a more strategic sampling of the historical promotions.
Also a solution is required for the edge cases when the data
in the class is not representative of the product.

We hope that this paper will contribute towards the adop-
tion of interpretable ML in cold-start promotional forecast
systems. Aversion to black-boxes can be overcome with con-
trastive explanations and human-system interaction, where
a human understands the consequences of modifying the
parameters of the method, in our case, neighbour distances
and the importance of the variables, to get a different forecast.

APPENDIX A
NEIGHBOUR DISTANCES
The distance between a promotion to forecast for and the
instances in the training set, d(xneig, xtest, v), determines the
so-called neighbours, and subsequently the forecast itself as
per Eq. (5). It also indicates how far the cold-start instance
is from the observed data. This information is valuable to the
forecast reviewer in the sense that a promotion that lies far
from the ones observed in the training set is more unconven-
tional.

We train the regressor on random neighbours so it learns
the differences in the input features related to the difference in
the response variable. Therefore, the model should be able to
produce a decent forecast with random neighbours. However,
the main goal of this paper is interpretability and to achieve
that, we present the forecast as the combination of promotions
with similar features. The role of the distance is to select these
meaningful instances to compare to.

We leverage the feature importance vector for this task
in two different manners: symmetrical and asymmetrical
weights matrix.

A common approach that follows the axioms of distance
measures is to have a symmetric positive definite weights
matrix W, that scales both column vectors xneig and xtest.
This can be achieved by adding the variable importance of
the neighbour and reference as W = diag(v) ∈ Rn×n, where
diag(·) denotes a diagonal matrix with its main diagonal
formed by the elements of the vector given by (·). Let us

follow [40] to factorise the weights matrix using Cholesky
decomposition as W = L>L and use it in the distance
calculation as follows,

d(xneig, xtest, v) = (xneig − xtest)>W(xneig − xtest)

= (Lxneig − Lxtest)>(Lxneig−Lxtest). (9)

To avoid recalculations, we recommend to store the stan-
dardised and scaled training set Lxneig as a property of the
predictor class. The caveat of this approach is that in some
cases, matrix W is positive semi-definite so we then default
to the direct calculation of d(xneig, xtest,W) skipping the
decomposition.

On the other hand, the asymmetrical approach scales the
training set instances by vneig, the calculated importance on
the neighbours. The test set is scaled by vtest. The formulation
is as follows,

d(xneig, xtest, v) =
p∑
i=1

(√
vneigi · xneigi −

√
vtesti · x

test
i

)2

,

(10)

where xneig represents one of the rows from the training set.
With the k-closest neighbours we then arrange the extended
test set Xext

test.

APPENDIX B
FORECAST EVALUATION METRICS
Table 5 summarizes the calculation of the forecast metrics
used in the paper.

CODE AND DATA AVAILABILITY
The Python implementation of our method and the surrogate
model data are available at https://github.com/CarlitosDev/
contrastiveExplanation/.
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ABSTRACT In food and grocery retail, sales cannibalisation during promotions occurs when a promoted
product has a knock-on effect on the sales of a non-promoted one. The quantification of its effect is important
for retailers, as cannibalisation can lead to wasted food and lost profits. The performance of promotions is
ultimately dependent on their features but also on the characteristics of the stores, i.e. type of store or its
location. Generally speaking, there is no homogeneous response to a promotion, and by extension to sales
cannibalisation. Accordingly, in this paper we describe a framework to analyse the effects of cannibalisation
due to individual promotions based on the relationship amongst their sales. The novelty of our work resides
in understanding cannibalisation as a causal effect where the increase in sales of the promoted product is
partly due to the decrease in sales of the non-promoted one. As such, we propose to use causal inference
to measure the impact of cannibalisation due to promotions. Our method reviews each product that has
been on promotion, searching for potential cannibals, given by products whose promotion have resulted in
large sales uplifts, and for the fall-outs, given by those products experiencing a reduction in sales due to
the cannibals. Then each cannibal-victim pair is analysed with Causal Impact, a time-series method which
allows one to infer the causal effect of an intervention. We demonstrate the practical application of detecting
cannibalisation on vast datasets of promotions within several stores and their many departments. To provide
with an overview of the cannibalisation for entire departments and not simply for individual products,
we build a directed graph. This is both unique and of utmost value to store managers and marketing teams.
Additionally, we discuss in the Appendix the application of explainable forecasting to cannibalisation on a
surrogate model.

INDEX TERMS Causal inference, sales cannibalization, interpretable machine learning (iML), retail
promotions, supply chain.

I. INTRODUCTION
Promotion Sales are common instruments that retailers
employ to stimulate the demand of products. They typically
appear in a variety of presentations being the most common
ones price cuts, which is a direct reduction in the regular
price of a given item or a discount, and bundle offers such
as 3×2, where a minimum number of products is required to
qualify for the offer. Also important are the in-store displays,
campaigns such as back to school or sport events, and the
marketing or advertisement components.

The associate editor coordinating the review of this manuscript and

approving it for publication was Chao Tong .

The main outcomes of promotions are increase in profits,
reduction in stockpiling, purchase acceleration, building store
traffic, introduction of new storage keeping units (SKUs),
and also counteracting competitors [1]–[4]. Another conse-
quence of promotional sales is switching the behaviour of
the customer [5], which is the effect that we study in the
present paper. There are certain promotions that can reduce
the sales of other products offered at the store, a phenomenon
known as sales cannibalisation. It has been defined as the
process by which a new product gains sales by diverting
them from an existing product [6]. Cannibalism occurs when
sales of one of the firm items reduces sales of another of
its own items [7], and it can affect the volume of the sales,

34078 This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/ VOLUME 9, 2021



C. Aguilar-Palacios et al.: Causal Quantification of Cannibalization During Promotional Sales in Grocery Retail

the revenue, or the market share of products. Cannibalisation
happens inside the so-called price-quality tiers [8] due to
price competition, and typically a discount on a premium
brand results in a cheaper brand being cannibalised. The
opposite case is very infrequent. Understanding the effects of
cannibalisation would assist managers in strengthening their
negotiating position with retail buyers [9]. Managers need a
method to verify not only howmuch demand is generated, but
also to what extent this demand comes at the expense of their
other products [10], [11]. Although the effect of cannibalisa-
tion may appear negative, it could eventually be beneficial,
bringing in new consumers and growing the overall market
size [11].

The problem of quantifying cannibalisation in grocery
retail has been approached from different perspectives,
including its detection as a deviation from the expected
sales [12], the deviation across different product fami-
lies [13], or the pairwise effects based on cross-price elastic-
ity [14]. There are also approaches based on structural vector
auto-regressive models such as SVARMAX(1,1) to estimate
cannibalization effects [9]. To the best of our knowledge,
there is no literature addressing promotional cannibalisation
as a causal effect.

The novelty of this paper lies in approaching the detec-
tion and quantification of promotional cannibalisation as an
intervention on the sales of the so-called victim, i.e., the
SKU being cannibalised. Instead of working on aggregated
sales data, we operate at the level of product, store, and day.
It is known that product-level sales data are characterized
by: High levels of volatility and skewness; Multiple seasonal
cycles; Often large volumes though with intermittence, with
zero sales being observed frequently at the store level; And
high dimensionality in any explanatory variable space [15].
Promotions add another level of complexity as their sales
might be affected by pricing, offer type, store, in-store dis-
play, advertisement, or competing products, amongst others.
Thus, every promotion might cause different cannibalisation
effects. Accordingly, we propose a framework to operate
on entire categories or departments of stores, with no prior
assumptions about cannibals and victims, and based on the
interactions among product sales. We individually analyse
the sales of every promotion, accounting for seasonality and
intermittence, and we search for products within the cate-
gory that might have decreased their sales during the promo-
tional period. This results in pairs of products whose sales
are analysed using Causal Impact [16], a method specifi-
cally designed for causal time-series analysis. Causal Impact
allows to estimate the daily sales of the cannibalised product
if no cannibalisation had occurred. Note that this is different
from previous research on cannibalisation where the effects
are traditionally represented by a ratio.

The remainder of this paper is organised as follows.
Section II introduces the real-market data used along the
paper. Section III introduces the notation and details the
methods that allow the detection and evaluation of canni-
balisation. Section IV explains the experiments performed

on real market data as well as on surrogate data, and the
results are summarized. Section V discusses the contributions
and limitations of the paper. Additionally, in Appendix A we
propose the use of explainable methods on top of regressive
models to derive insights into the mechanisms leading to
cannibalisation.

II. DATA
Data used in this paper come from the Ecuadorian gro-
cery retailer Corporación Favorita SA, available through
Kaggle in https://www.kaggle.com/c/favorita-grocery-sales-
forecasting/data. The datasets contain the sales of thousands
of items in stores across Ecuador. For our analysis, we have
selected 11 stores located in Quito (Pichincha) with the
following identifiers: 3, 4, 6, 7, 8, 44, 45, 46, 47, 48, and 49.
They are catalogued by the retailer as types A and D and
they belong to the retailer’s clusters 5, 8, 9, 11, 13, and 14.
We have selected the days between the 01/01/2017 and the
15/08/2017, being total number of days n = 227. The datasets
do not contain information about the prices or descriptions
of the SKUs, but contain the daily sales per product and a
Boolean variable indicating whether the product was on pro-
motion. No information about the promotion itself is known.
Public holidays and local events are provided in the datasets.
No information about the availability of the SKU at the store
is available. We have analysed the following food, drinks
and grocery departments: beverages, bread bakery, dairy, deli,
eggs, frozen foods, grocery I, grocery II, liquor/wine/beer,
meats, poultry, prepared foods, and produce. Table 1 contains
a description of the categories and departments along with the
number of SKUs and average number of SKU on promotion.

TABLE 1. Data from Corporacion Favorita SA used in our study. The
aggregate numbers are for 11 selected stores. The number of SKUs on
promotion is the average of the products that have been more than 10
days on special. The daily sales are the average across the stores.

The weather data in the store area (average daily temper-
ature and total precipitation) have been downloaded from
https://power.larc.nasa.gov/data-access-viewer/.

III. METHODS
Let us first introduce the terms and notation followed along
this paper. We denote the sales variable as y to align with
the standard time-series nomenclature, and we arrange the
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FIGURE 1. STL decomposition of the total daily sales (blue) of the bakery department in Store 47. The orange line represents the trend whereas the green
one represents the seasonal weekly pattern. The red line represents the residuals of the decomposition.

product sales per department and store as a matrix Y,

Y =


y(1)1 y(1)2 y(1)3 . . . y(1)n
y(2)1 y(2)2 y(2)3 . . . y(2)n
...

...
...

. . .
...

y(m)1 y(m)2 y(m)3 . . . y(m)n

 ∈ Rm×n, (1)

where superscript (i) denotes the i-th row of a matrix, which
corresponds to one of them products within the department at
the store, and subscript t denotes the t-th column or variable
of amatrix, which identifies each instant of time t = 1, . . . , n,
being n the number of days.

In a similar way, we arrange the promotional indica-
tor (Boolean) in a matrix P ∈ Rm×n allowing to mark
the presence of promotions. Calendar events, including local
festivities that affect the s stores, are referred as C ∈ Rs×n.
The average daily temperature of the s stores is represented
by G ∈ Rs×n.

A. PREPROCESSING
Given the lack of any prior information about cannibalisation
episodes in the available data, all the SKUs were analysed.
One fundamental piece of information that can be derived
from the sales data is the product availability. Typically
items exhibit seasonal patterns, either determined by weather,
period of the year, seasons, or customer purchasing habits.
Logistics, inventory, and replenishment can also affect the
availability of products. As a general calculation for daily
SKU availability, we decompose the sales of a i-th SKU y(i)t
into a seasonal component St , a trend Tt and a residual Rt
using LOESS (STL) [17], as follows,

y(i)t = T (i)
t + S

(i)
t + R

(i)
t . (2)

A product is considered available when the value of the trend
is larger than 0.5 units. We refer to this Boolean time-series
entity as A(i)t .

The total daily sales per department is the daily sum of
the sales of all the products that belong to the department,
which we refer as D[r] ∈ Rd×n, where d is the number
of departments and [r] identifies the associated r-th store,
being r = 1, . . . , s. We also apply STL to decompose D[r]
into a weekly seasonal component and a trend signal Q[r]
that allows to detect fluctuations that affect all the products
within the category. This signal can be seen as a proxy to
indicate the performance of the store. Figure 1 shows the
aggregated sales of the prepared foods department of Store
47 (blue line) and the components resulting from the STL
decomposition. The green line represents the weekly seasonal
component, peaking during the weekends. The trend (orange
line) indicates a reduction in sales from April onwards.

B. SELECTION OF PROMOTIONS
Cannibalism traditionally occurs on products within similar
price-quality tiers although it is not limited to them. As men-
tioned in Section II, the real market datasets that we have
do not contain price information. This has motivated us to
develop heuristics to identify potential cannibals based on
the their sales. To do so, in every store we first identified
those SKUs whose promotional sales are larger than the
regular (non-promotional) sales by a minimum margin η.
That involves calculating average sales for every promotion
of every SKU that lasted a minimum of 3 days. The sample
mean of the sales during the τ promotional days is calculated
as µ(i)

τ = E[y(i)τ |P
(i)
τ = 1,A(i)τ = 1], where the calculation

is restricted to full availability of the product as denoted by
A(i)τ = 1. The calculation of the regular sales is similar,
but it considers the periods before (τ−) and after (τ+) the
promotion, excluding calendar events and other promotions.
The sample mean of the regular sales is defined as µ(i)

τ∗ =

E[y(i)τ∗|P
(i)
τ∗ = 0,A(i)τ∗ = 1,C (i)

τ∗ = 0], where the time index
τ∗ is formed of all days within τ− and τ+, with a minimum
of 10 to be included.
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FIGURE 2. Selection of potential cannibals and victims. The cannibal is a product on promotion whose sales have increase, whereas the sales of the
victim product have decreased during that promotional period. Upper trace shows the selection of a potential cannibal, where the promotional period
with average sales µτ is highlighted in red. The periods of regular sales before and after the promotion are highlighted in grey, and their respective
average sales are µτ− and µτ+. Promotional days are market by red dots. The lower trace of the figure shows the same for a potential victim. These
calculations account for availability, calendar events, and simultaneous promotions.

To restrict to promotions with large sales uplift, we only
consider those where the uplift is larger than a threshold η =
1/3, as per

µpromo

µregular
=
µ
(i)
τ

µ
(i)
τ∗

> 1+ η. (3)

Cannibalisation occurs when the cannibal steals sales from
the victim, so besides the uplift constraint, we only consider
promotions that sold a minimum of 5 units a day. This pool of
promotions composes the potential cannibals. The upper trace
of Figure 2 shows the selection of a promotion on a product
from the produce department, where the areas highlighted in
grey correspond to regular sales whereas the red area is the
promotional slot.

C. DETECTING AND QUANTIFYING CANNIBALISATION
WITH CAUSAL IMPACT
Within a causal framework, cannibalisation episodes are
interpreted as a causal effect on a victim product due to an
intervention, which is the promotion of the cannibal product.
Direct approaches such as Average Treatment Effect (ATE)
cannot be applied in this context because products can only
be either on regular or promotional sales at a given same time.
This is different from [9], where the products are simultane-
ously offered at a discount rate and at a regular price.

Amongst the works addressing the problem of measuring
causal interventions, Causal Impact [16] is tailored to quan-
tify the impact of interventions in time-series.1 It is formu-
lated on the basis of a diffusion-regression state-space model,
allowing to quantify the impact of a intervention by simu-
lating a time-series where no intervention had taken place.

1We use the Python implementation available in
https://github.com/dafiti/causalimpact.

To ensure robustness, a set of signals that are not affected by
the treatment, namely control signals, can be included.

Given the lack of pricing information in the available
data, no assumptions about potential victims within similar
price-tiers can be made. Therefore, all the products within the
considered department (or store) are possible victims, exclud-
ing the potential cannibal. Subsequent to the logic developed
for the detection of potential cannibals, we identify potential
victims through the following steps. For every promotion of
a potential cannibal (over a period of τ days), we calculate
the average the sales of the remaining products during the
cannibal intervention as ν(k)τ = E[y(k)τ |A

(k)
τ = 1], and then

we compare it to the periods immediately before and after,
ν
(k)
τ∗ = E[y(k)τ∗ |P

(k)
τ∗ = 0,A(k)τ∗ = 1,C (k)

τ∗ = 0]. As indicated by
P(k)t = 0, the calculation excludes those periods of no inter-
vention when the victim is itself on promotion. This aims to
prevent identifying the habitual post-promotional sales drop
as a cannibalisation episode. Those products whose ντ∗ sales
are larger than during the intervention are then selected to be
analysed with Causal Impact. The bottom trace of Figure 2
shows the average sales calculation on potential victim of
produce product at Store 49.

We leverage the use of control signals to ensure that the
observed reduction in sales in the victim is purely caused by
the intervention of the cannibal. We include the temperature
in the store areaG(r) and the trend of the total salesQ(k)

[r] of the
department k which the SKU belongs to. The average temper-
ature signal helps in disregarding effects due to temperature
whereas Q(k)

[r] aims to reflect external factors that can directly
affect the sales in the store.

The identified potential cannibal-victim pairs, along with
the control signals, are then analysed with Causal Impact,
determining the probability of a causal effect due to canni-
balisation (PrCE ) and the predicted sales if no intervention
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FIGURE 3. Cannibalisation episode highlighted in red in the dairy department of Store 47. The upper chart shows the promotional sales of SKU 841667
(blue) cannibalising SKU 862213 (orange). Bottom graph shows the control signals average daily temperature (green), and the total department sales
(light blue) and its trend (deep blue).

had occurred. The latter allows to calculate the daily average
absolute effect of the cannibalisation (i.e., the daily lost sales
of the victim) and the total effect of the cannibalisation,
which is the total number of units that the victim did not
sell due to the cannibalisation. Note that if we were to have
pricing information, we could estimate the profit loss caused
by cannibalisation.

Figure 3 shows a cannibalisation episode in the dairy
department of Store 47. The upper trace shows the daily
sales of SKU 841667 (blue) and SKU 862213 (orange).
Bottom trace shows the control signals G[r], average daily
temperature (green) andQ[r], the trend of the total department
sales (deep blue). The total sales of the department D[r]
(light blue) is only included for reference. The cannibalisation
episode is highlighted in red. Prior to the cannibalisation,
the average sales of the victim are ν(i)τ− = 12.78 whereas
during the cannibalisation the sales plummet to ν(i)τ = 7.34.
Causal Impact estimates that the sales had no cannibalisation
occurred to be 12.97 units, being the cumulative losses due to
cannibalisation −163.16 units.

D. CANNIBALISATION OVERVIEW
To allow understanding cannibalisation between products of
an entire department, every cannibalisation episode is used
to produce a directed graph. The source node is the cannibal
product and the sink node is the victim one. Both nodes
store the average promotional and regular sales of the SKU,
whereas the edges store the following information, generated
as a result of the cannibalisation analysis:

• Start and end days of the promotion that cannibalises.
• The period of regular sales of the victim. Start and end
of days considered as regular prior to the intervention.

• Total number of overlapping days during cannibalisation
(availability).

• Competing promotional days. Unlike during regular
periods (when it is constrained to P(k)t = 0), during
cannibalisation the victim can also be on promotion.

• Regular average sales of the victim before and after the
intervention ν(k)τ∗ .

• Average sales of the victim during cannibalisation, ν(k)τ .
• Results from Causal Impact:

– Probability of Causal Effect (PrCE ).
– Estimated sales by Causal Impact if no cannibalisa-

tion had occurred.
– Daily average absolute effect of the cannibalisation.
– Total effect of the cannibalisation, in terms of the

lost units from the victim.
Figure 4 gives an overview of the current framework, from

detection of potential cannibals and victims to their analysis
with Causal Impact and their representation as a directed
graph. Having the cannibalisation episodes summarised in a
graph allows to easily identify relationships between prod-
ucts. Figure 5 shows the cannibalisation graph for department
Grocery I in Store 49. For readability purposes, the fig-
ure only shows 20 of the 111 identified cannibal-victim pairs.
It is of special interest to scrutinise those SKU with a node
degree larger than 1, i.e., products that cannibalise more than
one victim, and victims that are cannibalised by several prod-
ucts. This representation also allows us to easilymonitor daily
sales, as the nodes contain both averages of the promotional
and regular sales. Furthermore, it can also be used to readjust
predictions, but given that forecasting is not the main topic
within the scope of our proposal, we present a case for its
application in this setting in Appendix 1.

IV. EXPERIMENTS AND RESULTS
In this section, we focus on evaluating the method through
a series of experiments. The first experiment analyses
the method on a surrogate model. The second experi-
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FIGURE 4. Overview of the framework presented in this paper.

FIGURE 5. Graph representation of the cannibalisation for department Grocery I in Store 49. For readability purposes, only showing
20 of the 111 cannibal-victim pairs.

ment examines the method on the real market dataset
presented in Section II. The third experiment applies the
method to a different real market dataset with weekly time
resolution.

A. QUANTIFICATION ON A SURROGATE MODEL
In this experiment we use a surrogate model that emu-
lates cannibalisation, and regular and promotional sales of 3
products. Let us first explain the mechanism to generate
a single product. We assume that there is a direct relation
between price and sales described by a correlation factor
ρ. The prices of the product follow a normal distribution
N (µprice, σprice). The sales are also normally distributed as
per N (µsales, σsales). To relate price and sales, we generate
365 instances (emulating a year) of a random normal variable
X = [x1, x2]> where xi ∼ N (0, 1) and apply the following

mapping,[
yprice
ysales

]
=

[
µprice
µsales

]
+

[
σprice
σsales

]
�

([
1 0
ρ
√
1− ρ2

] [
x1
x2

])
.

(4)

Besides price and sales, we also add one variable indicating
the date, and two noise variables, n1 ∼ U(0, 100) and n2 ∼
U(0, 200), which aim to represent some data captured by the
retailer but irrelevant for the particular product.

We then apply the described method to generate three
different products (A,B,C) within a given department or cat-
egory. SKU A is the low-cost retailer’s brand, SKU C is the
premium equivalent of SKU A, and SKU B is a regular prod-
uct but its sales are unrelated to SKU A or SKU C. Table 2
summarises the price, sales, and correlation of the 3 simulated
SKUs. For example, we can think of the category drinks and
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FIGURE 6. Analysis of cannibalisation from product C (blue) to product A (orange) on a promotion surrogate model. The solid lines represent the training
set, the dotted the evaluation set, and the dashed the test set. The green dots represent the promotions on the training set. The method described in
Section III correctly identifies the 5 cannibalisation episodes (red shade) and disregards the grey ones (promotions that do not cause cannibalisation).

TABLE 2. Price and sales together with their correlation of the three SKUs
in the surrogate model from Section IV-A.

mixers where SKU A is the retailer’s brand tonic water, SKU
C is a premium tonicwater, and SKUB is Elderflower cordial.

The sales volume of a product is defined as the product
of sales and price. By extension, the total volume of the
category, sometimes referred as category portfolio, is the
sum of the volume of each product. In this experiment we
assume that the budged of customers is limited and there-
fore, the volume of the category is steady. Customers that
usually buy the cheap brand are willing to try the premium
brand when they can afford it [8]. To model the behaviour
of customers, we simulate price cut promotions on SKU C
by setting the price to N (9, 1.2) which is closer to the price
of SKU A, and set its sales to N (80, 10) with a correlation
coefficient ρ = 0.8. We simulate 7 promotions according
to their (start, end) as follows: [(13,18), (63,69), (103,108),
(199,205), (267,273), (323,332), (352,359)]. To model the
cannibalisation of SKU C on SKU A, we recalculate the total
volume of the category, which is consistent with the limited
budged statement, as VSKU C = V − VSKU A − VSKU B.

To have a more realistic experiment, we also add another
3 bundle promotions (for example a 3 × 2 deal) to SKU C
in the intervals [(46,50),(117,123), (301,308)]. The sales are
increased 40% but no cannibalisation on SKU A takes place.
We then split the dataset into training (0,280), evaluation
(281,311), and test (312,364).

To detect cannibalisation, the process described in
Section III is applied to the training set (excluding the trend
signal Q[r]). The results of the analysis are summarised
in Table 3. We can see that the cannibalisation episodes are
correctly identified with a probability of causal effect of 1.
The table shows the average sales prior to the cannibalisation,
the average sales during cannibalisation and the expected
sales no cannibalisation had occurred. Figure 6 shows the

time series of SKU A (in orange) and SKU C (in blue). The
dotted and dashed lines represent the evaluation and test sets,
respectively.

B. REAL MARKET DATA
We apply the methodology described in Section III to the
real market data from Corporación Favorita SA. The canni-
balisation results are summarised in Table 4, which shows
the category-department and store breakdown along with the
number of cases analysed and total number of cannibals, vic-
tims, and episodes. It also summarises the average probability
of causal effect, the percentage of cannibalisation, and the
losses due to cannibalisation.

We have analysed 3067 products from 13 departments
(and 3 categories) in 11 stores during 227 days of 2017.
The first interesting point to mention is that the method
did not find episodes of cannibalisation in the following
departments: eggs, frozen foods, grocery II, liquor/wine/beer,
meats, poultry, and prepared foods. For the departments deli,
bread/bakery, and poultry only a few episodes in some of the
stores were identified. For the departments beverages, dairy,
produce, and grocery I, the method presented in this paper
identified more than 1800 episodes of cannibalisation (a total
of 1965 episodes in all departments). Apart from food-dairy
in Store 46, where the average probability of a causal effect
(over 3 episodes) was PrCE = 83.55%, the remaining cases
had probabilities of cannibalisation above 90%. Column µ
cum effect summarises the average units lost (not sold) due
to cannibalisation across all the episodes. The total esti-
mated loss amounts to 719271 units. Products in categories
drinks-beverages in Store 47, food-produce in Store 48, and
grocery-grocery I in Store 45 presented averages around
500 units, with average daily lost sales of 35, 26.7, and
36.6 units, respectively. The reduction in sales due to canni-
balisation averages to 30.29%, in the likes of the percentages
reported by [18] and [9].

C. REAL MARKET DATA (WEEKLY RESOLUTION)
For the sake of completeness, in this sectionwe include exper-
iments using another dataset called ‘‘Breakfast at the Frat’’.
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TABLE 3. Summary of the detection of cannibalisation on a surrogate model.

TABLE 4. Results of the cannibalisation analysis on the 11 stores for the 13 departments.

This dataset is made publicly available2 by the company
Dunnhumby and it contains sales, promotional indicators,

2The dataset for Breakfast at the Frat is available in
https://www.dunnhumby.com/source-files/

and prices for several stores in the US. For this experiment we
have selected a subset of stores composed of the top 20 sell-
ers. The limitations of this dataset are the weekly resolution
(as opposed to daily) and the total number of 58 products.
It features the top five products from each of the top three
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TABLE 5. Results of the cannibalisation analysis on 20 stores for the 4 categories. The table represents the instances where cannibalisation was found.

FIGURE 7. Dunnhumby data. Cannibalisation episode in Store 8041 due to cannibal pretzel 7797502248 (blue) being promoted to a price of $1.54 (regular
price $2.49) similar to the victim, pretzel 1111009507 (orange) which is priced at $1.5. The upper chart shows weekly sales for both products whereas the
bottom chart shows their weekly prices.

brands within four categories (mouthwash, pretzels, frozen
pizza, and boxed cereal). Despite its constraints, the dataset
is useful for demonstrating cannibalisation due to the effect
of limited budget, as it allows us to compare the prices of
cannibal and victim.

All the methods presented in Section III are applied with
the exception of the STL decomposition, given that this
dataset contains aggregated weekly data.

A total of 49 episodes of cannibalisation have been
detected on 13 stores, amounting to an estimation of 2855.62
not-sold units. The category pretzels in the one with the
largest cannibalisation losses, tallying to 963.61 units. The
results are summarised in Table 5.

The effect of limited budget can be also observed
in Figure 7, where the 10-OZ bag of SNYDER’s pretzels

(7797502248) that is normally priced at $2.49 is promoted
to $1.54 for a week and to $2.00 for two weeks. This results
in the cannibalisation of the 15-OZ bag of private label
1111009507, which is offered at $1.50.

V. CONCLUSION
In this paper we presented an unsupervised methodology
to detect and quantify cannibalisation episodes caused by
promotions in grocery retailers. It consists on a framework
for estimating causal effects at a category or department level,
factoring in the availability of products, seasonal patterns
(weekly behaviours and weather), promotional information
(pre and post promotional cycles and competing promotions),
events, and holiday periods. Given a collection of SKUs, for
example a store department or category, our method searches
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for promotions that lasted a minimum of 3 contiguous days
and evaluates the sales uplift during these promotions. When
the sales uplift is larger than 33% and the daily sales are at
least 5 units, the promotion is marked as a potential can-
nibal, or equivalently in causal terminology, as a potential
intervention. The method then searches for potential victim
products, which are those ones that during the intervention
have reduced their regular sales. This is measured by compar-
ing the regular sales (periods before and after the promotion)
against the promotional ones. This calculation factors in the
availability of the products and also the promotions on the
victims, as it is not uncommon that some promotions occur
simultaneously.

Every pair of cannibal-victim products that meet these
conditions are then analysed with Causal Impact. To increase
the robustness of the causal estimation, two control signals
are added. The first one is the trend of the total sales of the
category or department, where the trend is calculated with
STL and a period of 7 days. The average daily temperature of
the city where the store is located is also used as a control
signal, as typically the sales of some grocery products are
impacted by weather conditions. The analysis from Causal
Impact contains the probability of causal effect, the expected
sales of the victim if no intervention had taken place and the
daily and cumulative losses in units. These values, along with
the sales before and after the intervention, the date indexes,
the number of overlapping days (availability) and competing
promotions (victim ones) are used to create a directed graph,
from cannibal to victim, which describes all the cannibalisa-
tion episodes and their impact.

Using the method described above, we have analysed real
market data featuring 3067 products from 13 departments
(and 3 categories) in 11 stores during 227 days of 2017.
A total of 1965 episodes of cannibalisation have been iden-
tified, adding up to an estimated total loss of 719271 units.
The average percentage of cannibalisation varies with the
department analysed, but the overall average is 31%, which
aligns with previous studies on cannibalisation.

To the best of our knowledge, there is no bibliography
on a causal approach to the detection and quantification
of cannibalisation due to promotions in grocery retail. The
exploratory analysis conducted prior to working on a general
detection framework showed that promotional cannibalisa-
tion is very dependant on the particular type of promotion (not
just price but offer mechanics and displays), the time of the
promotion, and availability of the products. That motivated us
to focus on the analysis of local episodes of cannibalisation
instead of global aggregates. By using Causal Impact, we esti-
mated the daily amount of cannibalisation along with its con-
fidence intervals. These results differ from previous research
on this topic where the cannibalisation was represented by a
simple ratio.

Conscious of the limitations of the Corporacion Favorita
dataset, we included another dataset from the company
Dunnhumby in the experiment section. Although the dataset
has limitations in the number of products and the time

resolution, it contains pricing information allowing us to
verify that reductions in price cause cannibalisation in some
scenarios.

In the Appendix of this paper, we have also shown on
a surrogate model that the effects of cannibalisation can be
predicted and presented in an interpretable manner. By com-
bining CatBoost and SHAP, the factors leading to canni-
balisation can be presented as force plots indicating which
ones affect the most. This information is especially useful
in promotional planning as it may be used to minimise food
waste or profit loss. It can also be used by store managers for
a more complete understanding of the store dynamics.

One of the limitations of the current approach is that the
explainability has only been demonstrated on artificial data,
given that the real market data that we can access do not
contain pricing or promotional information. However, and
supported by the results in the surrogate data, we are posi-
tive that with richer datasets, insights on the factors leading
to cannibalisation can be presented to the store managers,
ultimately leading to better understanding of the cannibali-
sation mechanisms in a particular store. Another limitation
of our research is that the cannibalisation analysis is done
in cannibal-victim pairs. When composing the graph that
represents all the cannibalisation episodes it is common to
have nodes with a degree larger than one. With the current
dataset, we are unable to work out the partial cannibalisation
of each cannibal, and future work should be done in this
direction.

APPENDIX A
EXPLAINABLE FORECASTING OF CANNIBALISATION
Some of the benefits of identifying and quantifying can-
nibalism have been already discussed in Section I. In this
Appendix, we relate the detection of cannibalism and fore-
casting for illustrative purposes. The impact of cannibali-
sation on waste, especially for perishable products, can be
substantial. To reduce its effect, we suggest to incorporate
cannibalisation into forecasting. A naïve approach is to adjust
the forecast of the known victim by subtracting the expected
decrease in sales due to cannibalisation, denoted as γτ .
In the example of predicting with Holt’s method [19], this
adjustment during the τ cannibalisation days can be done as
follows:

ŷt+τ |t = `t + τbt − γτ .

`t = αyt + (1`t − α)(`t−1 + bt−1)︸ ︷︷ ︸
level

,

τbt = τ (β(`t − `t−1)+ (1− β)bt−1)︸ ︷︷ ︸
trend

,

where the smoothing parameters are 0 ≤ α ≤ 1 for the level
and 0 ≤ β ≤ 1 for the trend.

On rich datasets containing pricing and display informa-
tion (amongst others), γτ can be calculated with regressors,
such as a Gradient Boosted Decision Trees (GBDT), trained
on past episodes of cannibalisation.Moreover, the predictions
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FIGURE 8. SHAP force plot of the prediction for SKU A during cannibalisation caused by SKU C being on promotion.

FIGURE 9. SHAP force plot of the prediction for SKU A during regular periods.

of the GBDT regressor can be used during the planning
of the cannibal promotion to work out a reduced waste
strategy. To gain a better understanding of the mechanisms
behind cannibalisation, the GBDT predictions can be inter-
preted with methods such as SHapley Additive exPlanations
(SHAP) [20], [21] or directly by using contrastive meth-
ods [22].

To give an instance of this, let us reuse the surrogate model
presented in Section IV-A. We extended the previous setup
to scrutinize the prediction of the cannibalization effects on
SKU A. In other words, in this part of the experiment we
evaluate the benefits of forecasting SKU A knowing that
is cannibalised by product SKU C. To do so, we train a
CatBoost [23], [24]model with a learning rate of 0.05, the tree
depth set to 8, and 250 iterations. The input data are the
explanatory variables from SKU A and SKU C, and the
response variable is the sales of SKU A, i.e., the victim
product.

The ranked variable importance calculated by the model
comprises information fromSKUA (price SKUA= 28.30%)
but it also positions the type of promotion of product C
in second place (promos SKU C type = 22.12%) and the
price of SKU C in third place (price SKU C = 9.70%).
The performance of the model on the test set is measured
by R2 = 0.67, MAE = 1

N

∑N
i=1 |yi − ŷi| = 15.71 and

RMSE =
√
E
[
(y− ŷ)2

]
= 21.24. Note that no optimisation

has taken place as this model is for illustration purposes.
The final part of this experiment consists on providing

information about the predictions. This step is crucial in

the promotional planning. Let us leverage SHAP to produce
local explanations on the two different scenarios of interests.
Through force plots, SHAP is able to present a prediction as
a combination of pulling and pushing forces.

We first predict the sales of SKU A when SKU C being
on promotion type price cut (day 330). The prediction is
59.9 units, consistent with the sales during the cannibalisation
episodes in the training set. Figure 8 shows the effect of SKU
C being on promotion type price cut as a large negative force
that reduces the sales of SKU A. It also identifies the price of
SKU C as another reason to reduce the sales of A.

The counterfactual situation is represented in Figure 9,
where SKU C not being on promotion is represented as a
force that increases the sales of SKU A, along with the price
of SKU C (13.83) and the price of SKU A (6.97) that are not
within the same tier.

APPENDIX B
CODE AND DATA AVAILABILITY
The Python implementation of our method and the surrogate
model data are available at https://github.com/CarlitosDev/
causalCannibalisation.
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Chapter 6

Conclusions and future research

6.1 Summary

The research done in this thesis focuses on the interpretability of ML methods ap-
plied to promotions in grocery retail. In particular, we have directed our work to
three areas: promotional forecasting, cold-start promotional forecasting, and quan-
tification of sales cannibalisation due to promotions. The reasons to focus on these
problems are: (i) they are common problems encountered by promotional forecast-
ers, (ii) research in ML and DL predictive methods have traditionally focused on er-
ror minimisation whereas efforts in interpretability have not experienced the same
surge, and (iii) the interpretability of promotional predictions and their effects can
benefit supply chain practitioners. We have tackled these problems using real datasets
from retailers, giving us exposure to the same issues and caveats that practitioners
face. Our methods have been tested on surrogate models allowing to validate inter-
pretability. The benchmark of our methods has been done against the state-of-the-art
techniques, and also to the retailer’s proprietary methods when available.

The results indicate that interpretable methods can achieve acceptable accuracy
and are straightforward to manipulate, distill and debug. Because of these features,
they can be used for decision support in promotional forecasting aiding analysts,
forecasters and supply chain practitioners. Based on the contributions and results,
it can be concluded that this research contributes to the body of interpretable ML
within the scope of promotional grocery retail. The conclusions per topic alongside
their known limitations and further work are summarised as follows.

6.1.1 Promotional forecasting

In this topic we contributed with a new method to forecast promotions founded on
online learning k-NN. The k-NN algorithm is a well-known non-parametric method
that has been successfully applied for decades to a multitude of problems and it still
continues to be a topic of interest in predictive applications [111]–[113]. Our variant
of k-NN searches for the closest promotions using a distance that is scaled by the
relevance of each feature. Each SKU is treated independently and the past promo-
tions are used to train the algorithm. To produce a forecast, the inverse of these dis-
tances constitute the weights of a weighted average that aggregates the past sales.
The method has been developed and tested on surrogate models and real market
promotional data from a worldwide retailer, covering several categories (fresh food,
grocery, beauty products and drinks) in 3 different countries with different types of
stores.

The interpretability of the method is that predictions are expressed as contribu-
tions of past promotions. Moreover, our method shows the importance of the vari-
ables in selecting those past promotions. Our solution is lightweight and the results
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can be easily modified by an operator in a cost-efficient framework, overcoming the
classical view of a demand forecasting being costly [114].

One of the limitations of our work is accuracy. Newer ML and DL approaches
can achieve higher accuracy, especially when the training datasets are large enough.

Further work on this topic should be considering alternative distances to the
Euclidean and, ideally, a selection strategy of the main features that factors in causal
relationships amongst them.

6.1.2 Cold-start promotional forecasting

Cold-start forecasting is a difficult but common problem in a variety of disciplines
given than no historical information exists on the subject of the forecast. This prob-
lem is particularly challenging in retail promotions, as the complexity of promo-
tional forecasting is added to the cold-start difficulty.

Our contribution to this topic is an interpretable method to calculate predictions
producing congruent explanations. We align with authors such as Rudin [115] in
the statement that we should move away from black-box models where the deci-
sions made by automated systems require interpretability. Furthermore, in scenar-
ios as such, the lack of interpretability directly affects the usability of a prediction
as it inherently produces mistrust. Given the nature of the grocery retail business,
forecasting affects many elements of the supply chain, from producers, suppliers,
distributors, and customers. The implications are such that retailers commonly em-
ploy teams of analysts that validate and modify promotional forecasts generated by
automated systems. Our method has been designed for these analysts. Apart from
automatically estimating the sales of a cold-start promotion, the method produces
explanations on how the prediction has been made, and also provides appropriate
mechanisms to interact with the forecast as well as to detect outlier forecasts that
should be flagged for review.

In this work, we achieved cold-start promotional forecasting and interpretabil-
ity altogether, which to the best of our knowledge has not yet been addressed in
the literature. Our method is divided into two layers: an inner layer that calculates
the regression using GBDT (CatBoost, XGBoost, LightGBM, and NGBoost have been
tested), and an outer layer that both calculates the forecast, and informs about it
using congruent contrastive explanations. One of the particularities of our method
is that the GBDT regressors are trained to forecast the difference in sales between
pairs of promotions, instead of a direct estimation of the sales. In order to produce
a cold-start forecast, the k historical promotions, or neighbours, are selected from
the training set according to the closest values in the most relevant features. Their
search is done through a weighted Euclidean distance, where the weights are the im-
portance of the features calculated by the GBDT regressor during the training stage.
To forecast one promotion, the inner layer produces k predictions which are subse-
quently aggregated by the outer layer using the inverse of the weighted Euclidean
distance. Moreover, the method allows user interaction to manipulate the predic-
tions by simply varying the distances or by overriding the variable importance to
select different neighbours.

We recommend to tune the hyperparameters of the model (number of iterations,
depth and learning rate) using Bayesian hyper-parameter optimisation although the
parameters can also be fixed.

Most retailers group their products into relevant classes. We train our method on
all the historical promotions pertaining to the class of the product that we forecast
for. This poses a limitation as there might be cases when the cold-start product sells
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in a different manner to the SKUs within the class. Equally, if the class does not
contain many products or the promotional observations are very scarce, the forecast
probably will not be very accurate.

Another potential limitation of the method are outlier promotions. The method
is able to remove from the training set promotions that sold very little or featured
a small number of stores, but it is not able to detect promotions that sold a atypical
number of units. These promotions can lead the method to over-forecasting.

Evaluating interpretability is a non-trivial task and is it not clear how it should
be measured [116]. We demonstrated using a linear model that our contrastive ex-
planations are consistent with the model. Particularly, we demonstrated that the
method correctly identifies the variables that influence the sales the most, and ac-
cordingly finds their importance. We also showed how the contrastive explanations
are agreeable with the intuition of a forecast analyst.

We have also addressed the effect of the number of neighbours and the influence
of the distance when selecting the neighbours using real market data. Also, we
have addressed the myth of interpretability at the cost of accuracy, proving that our
method performs at the same level as CatBoost, NGBoost or AutoGluon, which are not
interpretable by themselves.

Further work should consider filtering outlier promotions and a more strategic
sampling of the historical promotions. Also a solution is required for the edge cases
when the data in the class is not representative of the product.

6.1.3 Quantification of cannibalisation

Our contribution to this topic is an unsupervised methodology to detect and quan-
tify cannibalisation episodes caused by promotions in grocery retailers. It consists on
a framework for estimating causal effects at a category or department level, factoring
in the availability of products, seasonal patterns (weekly behaviours and weather),
promotional information (pre and post promotional cycles and competing promo-
tions), events, and holiday periods.

Given a collection of SKUs, for example a store department or category, our
method searches for promotions that lasted a minimum of 3 contiguous days and
evaluates the sales uplift during these promotions. When the sales uplift is larger
than 33% and the daily sales are at least 5 units, the promotion is marked as a poten-
tial cannibal, or equivalently in causal terminology, as a potential intervention. The
method then searches for potential victim products, which are those ones that during
the intervention have reduced their regular sales. This is measured by comparing the
regular sales (periods before and after the promotion) against the promotional ones.
This calculation factors in the availability of the products and also the promotions
on the victims, as it is not uncommon that some promotions occur simultaneously.

Every pair of cannibal-victim products that meet these conditions are then anal-
ysed with Causal Impact. To increase the robustness of the causal estimation, two
control signals are added. The first one is the trend of the total sales of the category
or department, where the trend is calculated with STL and a period of 7 days. The
average daily temperature of the city where the store is located is also used as a con-
trol signal, as typically the sales of some grocery products are impacted by weather
conditions.

The analysis from Causal Impact contains the probability of causal effect, the
expected sales of the victim if no intervention had taken place and the daily and
cumulative losses in units. These values, along with the sales before and after the
intervention, the date indexes, the number of overlapping days (availability) and
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competing promotions (victim ones) are used to create a directed graph, from canni-
bal to victim, which describes all the cannibalisation episodes and their impact.

To the best of our knowledge, there is no bibliography on a causal approach to
the detection and quantification of cannibalisation due to promotions in grocery re-
tail. The exploratory analysis conducted prior to working on a general detection
framework showed that promotional cannibalisation is very dependant on the par-
ticular type of promotion (not just price but offer mechanics and displays), the time
of the promotion, and availability of the products. That motivated us to focus on the
analysis of local episodes of cannibalisation instead of global aggregates. By using
Causal Impact, we estimated the daily amount of cannibalisation along with its con-
fidence intervals. These results differ from previous research on this topic where the
cannibalisation was represented by a simple ratio.

One of the limitations of the current approach is that the cannibalisation analy-
sis is done in cannibal-victim pairs. When composing the graph that represents all
the cannibalisation episodes it is common to have nodes with a degree larger than
one. Future work should be done to calculate the partial cannibalisation due to each
cannibal.

6.2 Future research

In the previous section, we have pinpointed the limitations and future research per
topic. This section serves as a general closure on future research on interpretable
ML, which we list as follows:

• Combining the three methods developed during this thesis in a decision sup-
port system. This will enable practitioners to gain wider insights into promo-
tions. For example, to predict the outcome of promotional scenarios with dif-
ferent features such as pricing or display. Instead of just producing an estima-
tion of the sales, the practitioner will also be able to predict the cannibalisation
impact of the promotion on other products.

• Federated learning [117]–[119] for promotional forecasting. During this thesis,
we have focused on centralised training and testing of our methods. A future
line of research is to develop interpretable models that can run within each
store, producing predictions for the store in question but are able to learn col-
laboratively amongst stores. This is especially relevant because there are many
machines sitting idle with enough computing power to perform these tasks.

• Training of algorithms. In this thesis we focused on exploiting diversity through
sampling methods. However, there were situations where only a handful of
observations contained the information that was worth learning from. Re-
search on this direction has already started within the Deep Learning com-
munity and promotional forecasting should not be an exception.

• Finally, causal interpretable methods in ML. The research on causality might
be the next hype in ML.
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