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Resumen

Antecedentes. En las últimas décadas la esperanza de vida ha aumentado significativamente,

dando lugar a una población de edad avanzada con alta probabilidad de sufrir enfermedades

crónicas. Año tras año la incidencia y prevalencia de estas enfermedades se incrementa,

llegando a ser una de las principales causas de muerte en todo el mundo. El cuidado y gestión

de pacientes crónicos representan grandes desafíos para los sistemas naciones de salud, no solo

desde el punto de vista clínico, sino también del económico. Estos pacientes se caracterizan

por tener contactos regulares con el sistema sanitario, una alta tasa de hospitalizaciones,

reingresos hospitalarios, eventos adversos y una compleja medicación.

La adopción generalizada de la Historia Clínica Electrónica (HCE) ha permitido generar y

almacenar grandes cantidades de registros asociados con pacientes, los cuales son clave para

llevar a cabo métodos de Aprendizaje Automático (AA). Estos métodos han revolucionado la

academia y la industria en los últimos años, mejorando substancialmente resultados previos en

diferentes áreas de conocimiento. En el ámbito clínico, estos métodos han sido utilizados en la

predicción de mortalidad y de readmisión hospitalaria, la evolución de estados de salud entre

otros. A pesar de los beneficios de aplicar estos enfoques en el ámbito sanitario, el uso de

datos clínicos plantea importantes desafíos relacionados con la naturaleza de los datos. Los

datos extraídos de la HCE son heterogéneos, se caracterizan por tener alta dimensionalidad y

no siempre tienen disponible una etiqueta que permita identificar pacientes con determinadas

condiciones clínicas, lo cual afecta en gran medida al proceso de aprendizaje de métodos

convencionales. Los métodos de AA no supervisados buscan revelar la estructura subyacente

de conjuntos de datos complejos, permitiéndonos descubrir patrones desconocidos e identificar

estados de salud.

Objetivos y Metodología. El objetivo principal de esta Tesis es adaptar métodos de AA no

supervisados para analizar y visualizar patrones de datos clínicos y de esta forma caracterizar
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RESUMEN VI

estados de salud de pacientes crónicos desde un enfoque dirigido por datos. En este trabajo se

analizaron datos de pacientes sanos y crónicos (diagnosticados con hipertensión, diabetes y

multimorbilidad) extraídos de la HCE del Hospital Universitario de Fuenlabrada. En primer

lugar se consideró el mapa auto-organizado, un tipo de red neuronal artificial utilizada para

capturar relaciones entre las características de entrada y proyectarlas en un mapa de baja

dimensionalidad con el fin de visualizar patrones clínicos. Este tipo de red, junto con métodos

de agrupamiento, demostraron ser válidos para caracterizar estados de salud e identificar

pacientes con condiciones crónicas tales como hipertensión y diabetes. En segundo lugar, se

combinaron redes no supervisadas como autoencoders, técnicas de agrupamiento y

visualización para proyectar en un espacio de baja dimensionalidad las características

asociadas a cada paciente y ofrecer al experto de dominio una herramienta visual e

interpretable que ayude a caracterizar la progresión del estado de salud de un paciente.

Finalmente, en la Tesis se propone una metodología basada en modelos probabilísticos y de

agrupamiento para favorecer la intepretabilidad de las representaciones latentes obtenidas con

los autoencoders.

Resultados. El uso de métodos no supervisados proporcionó una mejor comprensión de

las condiciones crónicas y de sus características clínicas. Las técnicas utilizadas han mostrado

la importancia de los datos asociados a fármacos en la caracterización de pacientes crónicos y

de la progresión de su estado de salud. Desde un punto de vista clínico, los resultados

obtenidos permitieron identificar dos grupos de pacientes diabéticos (insulino dependientes y

no insulino dependientes) y un grupo asociado a mujeres embarazadas con complicaciones

durante el embarazo, las cuales fueron diagnosticadas con hipertensión y diabetes. Es

interesante destacar que las representaciones latentes y los métodos de agrupamiento también

permitieron caracterizar a pacientes con multimorbilidad. El diseño de pacientes sintéticos y

su proyección en espacios de baja dimensionalidad permitió observar el impacto de ciertos

códigos (diagnósticos y farmacológicos) en la progresión visual del estado de salud.

Conclusiones. La presente Tesis contribuye al campo de la ingeniería biomédica al

proporcionar metodologías de aprendizaje no supervisado que permiten abordar los principales

desafíos de trabajar con la HCE. Los enfoques propuestos respaldan el uso y aplicación de

modelos dirigidos por datos por parte de expertos de dominio en la práctica diaria, permitiendo

la extracción de conocimiento clínico y apoyando la toma de decisiones.



Abstract

Over the last decades, life expectancy has significantly increased worldwide. Recent

demographic trends outline that the number of elderly people will continue to rise, yielding

populations at higher risk of developing chronic diseases. The number of chronic patients is

growing yearly, entailing a significant health burden and demand of services and resources for

medical care. Diabetes and hypertension are two of the most prevalent chronic conditions,

mainly showing patterns of associative multimorbidity among elderly people.

The widespread adoption of Electronic Health Records (EHRs) in national health systems

has generated an unprecedented amount of clinical data. EHRs allow to register data of

different aspects of care, collecting great information of patients, and becoming a valuable

source for conducting data-driven approaches, especially those based on Machine Learning

(ML). These methods have revolutionized both academia and industry, substantially

outperforming prior outcomes in different domains. ML models have been used in conjunction

with EHRs for different clinical applications, including patient mortality prediction, hospital

readmission prediction, and identification of adverse events, among others. The obtained

insights from these models have the potential to lead an important transformation in traditional

health care, shifting from approaches guided by experts to data-driven approaches.

Despite the noteworthy benefits of using ML methods in the clinical setting, data extracted

from EHRs raised important challenges. EHR data exhibit high levels of heterogeneity and

high-dimensionality that substantially affect the learning process of statistical and conventional

ML methods. Furthermore, in many applications, the data labels may not be available or be

reliable. Unsupervised learning methods provide a way to reveal the underlying structure of

complex datasets, allowing us to discover unknown patterns and characterize clusters

associated with chronic conditions. The main goal of this Dissertation is to apply and adapt

unsupervised learning methods to automatically extract clinical knowledge of patients with
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chronic diseases. The following specific objectives are proposed: (i) to develop a data-driven

approach enabling the clinical characterization of the health status associated with different

chronic populations; (ii) to build new representations associated with chronic patients through

dimensionality-reduction techniques enabling the visualization and identification of clusters of

patients with specific chronic conditions; and (iii) to design a methodology based on

probabilistic methods for supporting interpretability of black-box models when used in the

clinical setting. From a clinical point of view, we seek to determine factors associated with the

onset and progression of chronic conditions, crucial for planning resources, early diagnosis,

and prevention. Remark that early interventions and appropriate treatments can help to reduce

the economic burden associated with chronic diseases.

This Thesis contributes to the bioengineering field by providing effective unsupervised

learning methodologies for extracting clinical knowledge from real-world patient data,

allowing us to address the main challenges raised by EHR data, improving pattern recognition,

visualization, and clinical interpretation.
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Chapter 1

Introduction and Objectives

This chapter presents an overview of the Thesis. First of all, the motivation behind the research

developed is presented. Next, the main and specific objectives are detailed as well as the

methodology proposed to achieve them. Finally, the structure of the document is presented.

1.1 Motivation

The aging population is a concerning phenomenon in most countries and regions around the

world. People live longer due to heterogeneous factors, among which play an important role

the advances in Medicine, Technology, and changes in living standards and public health

policies [1]. A recent report released from the United Nations projected that a proportion of the

global population over 60 years will reach 21.1% in 2050 with around 2.1 billion people [2].

As people grow older, they tend to develop multiple chronic conditions [3, 4]. Chronic

diseases are defined as conditions of long duration and slow progression that substantially

impair the patient’s quality of life and require ongoing medical care [5]. According to the

World Health Organization, these diseases are the leading drivers of morbidity and disability

worldwide, being the cause of 60% of deaths [6]. In the United States, chronic diseases are the

main cause of poor health, disability, and death [7]. In Europe, these diseases have become the

main cause of morbidity, with a projection of mortality of 52 million people by 2030 [8].

Chronic diseases are not only a critical health issue but also an economic problem. Patients

suffering from these illnesses frequently visit primary and specialized care providers, have

longer hospital stays and re-admissions, require complex drug regimens, and report more

1



1.1. MOTIVATION 2

adverse events [9, 10]. These cause a great need for long-term care and supervision with a high

demand of resources and services [11], leading to a great increase in health care expenditures

and putting important economic pressures on national healthcare systems and national budgets.

According to a recent report [12], the overall public health expenditures in the European Union

countries increased the gross domestic product from 5.9% in 1990 to 7.2% in 2010, projecting

an important growth to 8.5% by 2060.

Diabetes and hypertension are relevant chronic conditions that augment the risk of

complications, becoming major risk factors for developing acute complications that lead to

disability and mortality [10]. The incidence and prevalence of both diseases are rising globally

due to many factors, including unhealthy diets and lack of physical activity [13]. Several

reports released by the World Health Organization have made considerable efforts to highlight

the importance of control and prevention for tackling the growing burden of diabetes and

hypertension [14, 15, 16].

Moreover, public health policies should be addressed to transform national health systems,

aligning patient needs with health services, improving the diagnosis and prevention [17].

Without appropriate intervention, the prevalence and burden of chronic diseases are expected

to continue to increase. Since both diabetes and hypertension can be prevented, their economic

impact can potentially be reduced and reallocated in other health areas to preventive measures

or to other health priorities. Early identification of patients suffering from chronic diseases

within large populations is crucial to efficiently allocate health resources and improve the

quality of patient care. Thus, a characterization of the patient’s health status and the discovery

of clinical patterns are key for preventing individuals from suffering chronic diseases.

The remarkable advances in Information and Communication Technologies are driving an

important transformation in health care. The digitization of medical data into EHR has led to

an unprecedented production and collection of data [18]. Consequently, the widespread

adoption of EHR-based systems is generating great opportunities for health research,

strengthening the development of data-driven approaches, especially those based on Machine

Learning (ML). Although the definition of ML is broad, this can be considered an area within

Artificial Intelligence focused on building models that automatically learn from experience

(samples or observations). The learning process uses data in the form of samples to build

plausible models with a reasonable generalization capability and great ability to extract
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knowledge [19]. Differently from traditional computer programming, ML models

automatically extract meaningful patterns from data without being explicitly programmed [19].

In recent years, ML has revolutionized both academia and industry, bringing excellent

outcomes in different domains and outperforming state-of-the-art results of traditional

methods [20, 21], especially for building predictive models with great capacity of accuracy.

Inspired by the significant strides shown in other disciplines, many ML models have been

proposed and applied to a wide range of clinical tasks, including diagnostics, predicting

clinical events, analyzing disease progression and future hospitalization, discovering adverse

events and clinical patterns among others [22, 23, 24, 25]. Hence, ML can positively impact

patient care delivery and the decision-making process. For instance, it can help clinicians in

early diagnosis, identifying patients at higher risk of developing acute complications,

improving care and treatments. ML models have the potential to characterize clinical

conditions, to learn relevant patterns, and to predict the health status evolution [26]. Thus,

these methods promise to bring great opportunities to diagnose diabetes and hypertension

using clinical data, serving as a support for health care practitioners in the knowledge

extraction and the clinical decision-making process [27].

Despite the great benefits of using ML models for clinical research, extracting clinical

knowledge from EHR-based data is challenged due to several constraints. EHR-based data are

highly complex and heterogeneous, presenting temporal dependency, sparseness, and

high-dimensionality [28]. In particular, high-dimensionality is recognized as a key factor in the

design of ML models, negatively affecting the performance of the learning process in most ML

methods [29]. Furthermore, high-dimensional data tackles data processing, analysis, and

visualization, producing a gap for medical interpretation, as well as important drawbacks for

the extraction of clinical knowledge [28]. It is key to developing efficient and capable ML

models to address these challenges.

1.2 Objectives

The overall objective of the current Dissertation, framed within the field of applied ML for

health care, is to adapt unsupervised learning methods for identifying and visualizing clinical

patterns in heterogeneous datasets, aiming to characterize patients’ health status under a
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nonparametric viewpoint. Towards that end, real-world patient data extracted from EHRs

linked to the University Hospital of Fuenlabrada (UHF) were considered. In particular, data

were associated with healthy and chronic patients (diabetics, hypertensives, and multimorbid).

To achieve the main objective, the following specific objectives are reached:

• Specific Objective 1 (SO1). To develop an unsupervised data-driven approach aiming

to visualize and identify patterns from high-dimensional data that leads to characterize

health statuses of healthy and chronic patients.

• Specific Objective 2 (SO2). To obtain clusters and identify patterns of chronic populations

through nonlinear feature reduction methods, allowing us to analyze and visualize the

patient’s health status progression.

• Specific Objective 3 (SO3). To use probabilistic methods supporting the interpretability of

transformed features through artificial neural networks, aiming to gain knowledge about

chronic patterns.

1.3 Methodology

The methodology proposed aims to accomplish the aforementioned objectives and is based on

the following stages:

• To review the state-of-the-art in an interdisciplinary domain encompassing both clinical

and technical knowledge, collecting and analyzing scientific papers concerning chronic

conditions and ML methods allowing to extract knowledge from EHRs. We mainly focus

on data analytics techniques coping with high-dimensionality data and supporting data

visualization, hidden patterns extraction, and clinical interpretation.

• To extract raw data from a relational database created by collaborators in the UHF and

transform them to specific formats that can be used in data analytics. In line with this, a

data preprocessing stage was conducted, handling missing values, removing corrupted

data, and solving data inconsistencies. We used population classification systems

validated in the clinical domain to obtain representative groups of healthy and chronic
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patients (including diabetes, hypertension, and multimorbidity), to conduct descriptive

analysis and perform data-driven methods.

• To conduct a descriptive analysis of the healthy and chronic populations considered in the

Thesis, highlighting the prevalence of diagnosis and drug codes associated with diabetes

and hypertension. This allows us to get knowledge of similarities and differences among

chronic conditions.

• To achieve the SO1, the unsupervised learning method named Self-Organizing Map

(SOM), in combination with clustering approaches, have been considered to capture

intrinsic relationships among raw features. This approach aims to characterize the health

status of chronic patients (including diabetes and hypertension) through the use of

demographic variables and clinical codes.

• To achieve the SO2, nonlinear dimensionality-reduction methods providing compressed

representations were applied on clinical data. The aim was to build lower-dimensional

representations by automatically capturing patterns and relationships from data. Owing

to the remarkable success of neural network models in recent years, Autoencoder (AE)

and its variants have been considered to build latent representations associated with both

healthy and chronic patients.

• To achieve the SO3, nonparametric probabilistic models and clustering were considered

to interpret AE-based models, with application in the clinical settings. This approach aims

to find hidden patterns to distinguish groups of patients with common clinical conditions.

1.4 Thesis structure

This Thesis consists of seven chapters, which are described as follows:

• Chapter 1: Introduction and Objectives. In this chapter, the motivation behind the

development of this Dissertation, the objectives, and the conducted methodology are

presented. Furthermore, the structure of the document and the scientific contributions

are shown.
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• Chapter 2: Preliminaries. The literature review is presented, including general concepts

related to chronic diseases and the use of EHRs in clinical settings. In particular, some

clinical coding classifications systems and patient classification systems used in health

care are summarized. Finally, the fundamentals of unsupervised learning methods and

clustering are presented.

• Chapter 3: Data Description and Exploratory Analysis. In this chapter, the dataset and the

descriptive analysis of the populations considered in this work are presented. Specifically,

healthy and chronic populations (diabetic, hypertensive, and multimorbid) are analyzed

by using demographic features, diagnosis, and drug codes.

• Chapter 4: Self-Organizing Maps for Characterizing Health Statuses. A data-driven

methodology consisting of two stages is proposed to characterize the health status of

chronic patients. The proposed methodology helps to: (i) find clusters of patients with

similar clinical characteristics and (ii) visually distinguish clinical patterns in the SOM

grid. The visual analysis of the patients’ features in the SOM nodes allows us to identify

associations among clinical codes (ICD9-CM and ATC codes), allowing us to find

clinical patterns linked to certain health conditions.

• Chapter 5: Autoencoders for Learning Clinical Latent Representations. The potential of

ANN-based models to learn low-dimensional representations associated with chronic

patients is presented. These representations are used for clustering patients with similar

clinical characteristics and visualizing health status progressions. The construction of

synthetic patients projected onto a two-dimensional space serves as a first approximation

for tracking the patient’s health status evolution and leads to identifying risk factors

associated with specific clinical conditions.

• Chapter 6: Interpreting Latent Representations with Probabilistic Models. A

methodology based on nonparametric probabilistic models and clustering methods for

visualizing, discovering, and interpreting AE-based models is presented.

• Chapter 7: Conclusions and Future Work. The summary of the conclusions from the work

carried out in this Thesis is presented. In addition, the chapter presents a brief discussion

about future lines of research.
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Chapter 2

Preliminaries

This chapter summarizes the basics of chronic diseases, with particular emphasis on diabetes

and hypertension. Next, EHRs and the main challenges of their application in health research

are included. We also describe clinical classification systems and unsupervised learning

methods, in particular clustering approaches.

2.1 Chronic Diseases

Currently, people live longer, causing an increase in aging populations in all regions of the

world. It is projected that by 2050 the number of people aged over 65 will grow to nearly 1.5

billion worldwide [30]. In the case of Europe, 12% of its population was aged over 65 years

in 1950, but this percentage raised to 19.2% in 2015, and it is estimated that by 2050, 36% of

the European population will be aged over 65 years [31]. According to demographic indicators

provided by the Spanish National Institute of Statistics [32], Spain had more than 46 million

people in 2015, with 18.5% aged over 65, and it is expected to reach 35.3% by 2050 [32].

This aging phenomenon is an important concern due to substantially augmenting the risk

of developing chronic conditions [33]. Chronic diseases are long-term conditions that progress

slowly and are typically the result of the combination of genetic, environmental, or behavioral

factors [34]. In the past, chronic diseases were usually considered a problem only in developed

countries, but recently there is evidence of 80% of deaths in low-income and middle-income

countries [13]. Since the global incidence and prevalence of chronic conditions is steadily

rising, chronic diseases are becoming a serious public health problem worldwide [35, 36].

9
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Chronic patients tend to maintain regular visits to primary and specialized care providers,

longer hospital stays, adverse events, and require often a long period of supervision and

ongoing care [37]. All this contributes substantially to increase the health care expenditures

and a growing financial burden [38]. The health expenditure is expected to grow to a projected

USD 825 billion per year by 2030 and USD 845 billion by 2045. The American Heart

Association projected that by 2030, the direct costs of hypertension in the United States

population would increase to 200 billion USD and the indirect costs to 40 USD billion. By

contrast, the global financial burden of hypertension in 2001 was estimated to be around USD

370 billion or about 10% of the world’s overall health care expenditure [13].

Since the year 2000, the International Diabetes Federation reports the national, regional and

global incidence of diabetes. In 2009 it was estimated that worldwide 381.8 million people are

affected by diabetes, increasing to 415 million in 2015. Approximately, 591.9 million people

will be affected by diabetes by 2030 [39]. In the European Union, around 59 million individuals

were estimated to have diabetes in 2019, which is predicted to rise to about 68 million people

in 2045 [40]. The worldwide diabetes-related health expenditure was estimated to be USD 760

billion in adults aged 20–79 years, with the majority of the spending among those aged 50–79

years (68.7% of that for all ages) in 2019 [41].

Hypertension

Hypertension is a chronic disease known as the silent killer because its evolution is

asymptomatic but can lead to acute clinical events such as heart attacks and strokes [15]. Many

people with high Blood Pressure (BP) do not know they have the disease until it has

progressed far. Hypertension is one of the main risk factors of cerebral, renal and

cardiovascular events such as myocardial, infarction, heart failure, kidney failure among

others [42]. High BP is associated with a large global burden of cardiovascular diseases,

contributing to 18 million deaths worldwide [43]. According to the latest data from the 2017

Spanish Health Survey [32], 2 out of 10 Spanish people suffer from hypertension, representing

one of the most frequent health problems among the elderly.

It is known that hypertension diagnosis hinges on measurements of BP. Several guidelines

proposed by health organizations specify diagnosis criteria and treatment for hypertension. In

the United States, the American College of Cardiology and the American Heart Association,
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whereas in the European Union the European Society of Cardiology and the European Society

of Hypertension are responsible for defining diagnostic criteria. The guidelines for the

hypertension diagnosis differ in two points: (i) BP thresholds for diagnosis and (ii) the use of

initial drug therapy [44]. Hypertension can be diagnosed on the basis of elevated systolic and

diastolic BP. The former measures the force at which the heart pumps blood around your body,

while diastolic BP refers to the pressure in arteries when the heart rests between beats.

According to the recommendations from the European Society of Cardiology, hypertension is

diagnosed when systolic BP values ≥ 140 mmHg and/or diastolic BP values ≥ 90 mmHg.

Hypertension can be classified in different grades according to the levels of systolic and

diastolic BP (see Table 2.1).

Table 2.1: Hypertension grades according to values of systolic and diastolic BP. Data extracted

from [44].

Category Systolic BP (mmHg) Diastolic BP (mmHg)

Normal BP <135 And <85

High-normal BP 130-139 And/Or 85-89

Grade 1 Hypertension 140-159 And/Or 90-99

Grade 2 Hypertension ≥160 And/Or ≥160

The underlying factors that increase or are associated with hypertension can be categorized

in two: (i) non-modifiable factors (age, genetic predisposition, ethnicity, salt sensitivity); and

(ii) modifiable factors (obesity, excess alcohol, excess salt intake, excess visceral fat, low

potassium intake, sedentary lifestyle, stress, vitamin D deficiency) and other factors such as

dyslipidemia, increased triglycerides, hyperuricemia [45].

Generally speaking, hypertension is controlled by introducing changes in lifestyle and

medications. Patients with hypertension, in addition to lifestyle changes, must take

pharmacological therapy to get normal BP. About the drug treatment, several guidelines

released by the World Health Organization and the International Society for Hypertension aim

to achieve optimal BP levels. Lowering BP in older patients will generally be obtained with

diuretics and calcium-channel blockers. In young people, who generally have a more active
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renin-angiotensin system than older individuals, BP is lowered effectively with Angiotensin

Converting Enzyme (ACE) inhibitors and angiotensin receptor blockers [46].

Diabetes Mellitus

Diabetes is a chronic condition in the group of metabolic diseases characterized by

hyperglycemia in secretion and/or insulin action [47]. Hyperglycemia occurs when the blood

glucose levels are too high in the bloodstream, and happens because the body either cannot

produce enough insulin to process the sugar in the blood or it cannot use the insulin effectively

enough [48]. In other words, diabetes occurs when the pancreas cannot produce enough

insulin or when the body may not effectively use the insulin. To date, several pathogenic

processes have been identified in the development of diabetes, including pancreatic beta-cell

dysfunction and insulin resistance in different organs [49]. Diabetes increases the risk of

microvascular and macrovascular diseases including nephropathy, neuropathy, retinopathy,

coronary heart disease, among others [50]. Diabetic patients are at higher risk of

macrovascular events, with two to three times as high as the risk among those without

diabetes [51]. The three main types of diabetes are Type 1 Diabetes (T1D), Type 2 Diabetes

(T2D), and Gestational Diabetes (GD).

T1D is a chronic autoimmune disease characterized by the destruction of pancreatic beta

cells, producing little insulin and leading to insulin deficiency [52]. Despite T1D occurs in

childhood and adolescence, this condition can also occur in adulthood [53]. Globally, the cases

of T1D are increasing in incidence and prevalence, with an overall annual rate of approximately

2–3% per year [54]. Patients suffering from T1D do not produce insulin and require exogenous

insulin that is typically administered through injections or subcutaneous insulin infusion [54].

T2D is a chronic metabolic disorder characterized by insulin resistance and relative insulin

deficiency [48]. Broadly speaking, in T2D the body becomes resistant to insulin, reaching a

chronic elevation in blood glucose levels. Several strategies are carried out to attain normal

blood glucose levels, including lifestyle changes, dietary restrictions, weight loss, and increase

of physical activity [55]. When the blood glucose cannot be controlled, most patients require

pharmacological treatments. Drug therapy aims to maintain glycemic control with the

application from oral hypoglycemic agents to injecting therapies [56]. At present, the main

drivers of increasing rates are related to genetic, environmental, and behavioral factors [57].
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Evidence suggests that proper and early interventions involving diet, exercise, and lifestyle

changes reduce the risk of developing this type of diabetes and reduce morbidity and mortality

rates. T2D is most common in adults and the elderly, but an increasing number of children and

adolescents are also affected. These kinds of diabetic patients are more prone to developing

long-term complications such as stroke, coronary heart disease and peripheral arterial

occlusive disease. Evidence reveals that these patients have two or three times higher rates of

cardiovascular diseases than adults without diabetes. T2D accounts for approximately 90% of

the cases, which is attributed to aging, bad habits, and obesogenic environment [40].

GD is characterized by glucose intolerance during pregnancy which increases the risk of

complications for both mother and baby [58]. GD is characterized by the inability of

pancreatic beta cells to respond adequately to the increased insulin requirements of pregnancy

resulting in varying degrees of hyperglycemia. It is estimated that GD affects approximately

7% of all pregnancies worldwide [59]. Epidemiological studies have identified several risk

factors such as advanced maternal age, ethnicity, previous history of gestational diabetes, and

family history of T2D. This type of diabetes is treatable, being the lifestyle intervention (with

dietary modification, physical activity, and weight management) an essential component of GD

management [60]. If lifestyle intervention cannot obtain adequate blood glucose levels, the

addition of glucose-lowering therapy should be initiated. In most cases, insulin is the first-line

pharmacological therapy, while some insulin analogs and certain oral agents such as

biguanides and glibenclamide can be used in the treatment of GD [61].

2.2 Electronic Health Records

With the ongoing digitalization in health care, EHRs are generating unprecedented amounts of

clinical data for research purposes, bringing great opportunities to extract relevant clinical

knowledge and support decision-making [62]. Over the last years, EHR-based systems have

been gradually implemented by different countries around the world to support health care

delivery [63]. In the case of the United States, 75.5% of hospitals had a basic EHR system in

2014, reaching 90% in 2019 [64, 65]. In Spain, 85% of health services had adopted an EHR

system in 2017 [66]. Furthermore, financial incentives such as the Health Information

Technology for Economic and Clinical Health Act in the United States and Innovative
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Medicines Initiative in the European Union have intensified the adoption of EHRs by national

health systems [67, 68]. Now, EHR systems are considered an important part of the health care

sector due to the functionalities of electronic storage of medical records, patients’ appointment

management, billing and accounts, and lab tests.

EHRs are digital records of clinical care and information associated with patients, which

are generated and stored by health care providers [69]. When a patient visits the health system,

clinicians detail the visit or service delivery in the corresponding patient’s medical record. EHR

data include demographics, medical history, diagnoses and procedures, medications prescribed,

medical imaging, clinical notes, among others [70]. Thus, the EHR provides an overall picture

of the medical history and health condition.

Researchers can take advantage of the potential of EHR data for secondary use such as the

development of statistical and data-driven models to support clinical decision-making and

operational management. A variety of EHR-based works have been developed, yielding

promising results in different tasks such as patient mortality prediction, hospital readmission

prediction, or early identification of clinical events [71, 72, 73]. Furthermore, EHRs are a

promising data source to pursue long-term goals such as personalized medicine by

transforming the current reactive medicine approach to a proactive one, efficiently optimizing

resources and costs [74]. From a data analytics perspective, working with EHR arises several

challenges for extracting clinical knowledge:

(i) Heterogeneous data. EHRs are highly heterogeneous, with different types of data,

including: numerical data (e.g., patient age, body mass index, height), categorical data (e.g.,

sex, social status, ethnicity, medical codes), clinical text (e.g., admission notes, patient

summaries), clinical images among others. Using EHRs imply work with data sources

generated from different clinical settings, which raises important issues related to data

integration and engineering-oriented processes [65]. This data gathering and integration

process becomes a challenging task requiring substantial technical efforts, resources, and

above all, domain knowledge from experts [75].

(ii) Data quality issues. Data-driven models require high-quality data to adequately extract

valuable clinical knowledge. However, clinical data may be incomplete (with some attribute

values not registered), can present outliers, causing inconsistencies and data correctness [18].

When data quality is not good, algorithms’ outcomes could be unreliable. In both Data Science
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and ML, there is a longstanding aphorism called garbage in, garbage out meaning how flawed

input data or instructions will produce flawed output. Therefore, a data pre-processing stage is

key to conducting trustworthy ML tools.

(iii) Temporality. EHR data is inherently longitudinal, with a set of patient visits creating

multiple time series. The order and time between these visits are key for understanding the

health status evolution and extracting appropriate clinical knowledge [18]. Clinical events are

irregularly sampled and are hampering the application of conventional ML methods.

(iv) High-dimensionality. A patient in EHRs presents a large number of medical events over

time (diagnoses, drug dispensation, examinations, laboratory tests), resulting in a high number

of features. For example, since each diagnosis/drug can be considered as a potential feature, the

dimensionality of the feature space can notably increase considering that there are more than

13,000 diagnosis codes and 3,430 drug codes.

(v) Sizes of target groups. For clinical applications based on ML, having a representative

number of patients is crucial to train ML predictive models and to extract new insights.

However, it is common to have scarce patient records when focusing on specific clinical events

or pathology. In this connection, one of the major challenges in healthcare data analytics is to

deal with data where the number of samples for each group of patients (cases and controls) is

imbalanced. This is referred to as the imbalanced classification problem [76].

(vi) Security and privacy. Clinical data is highly sensitive and their utilization is limited by

privacy restrictions, regulations, and organizational guidelines [77]. EHRs are regulated by laws

protecting patients’ privacy such as the Health Insurance Portability and Accountability Act in

the US and the General Data Protection Regulation in the Europe Union [78]. Sharing and

working with clinical data requires approval from an institutional board, committee, or health

organization, which is restrictive and time-consuming, limiting the access and hampering the

research and the setting up of innovative studies [77].

Clinical Coding Classification Systems

Clinical coding is a fundamental process in health information management to have a common

language for documenting medical records, informing accurate medical billing, and

conducting health research. This consists in the transformation of natural language

descriptions of healthcare diagnosis, procedures and medical services into standard structured
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clinical alphanumeric codes [79]. Clinical coding classification systems have been extensively

used by national health systems in order to encode in a comprehensive and standardized

manner the information of patients, including procedures, diagnoses, or drugs.

The International Classification of Diseases

The International Classification of Diseases [80] is an international classification system used

by several health care institutions around the world, which allows us to have a standard for

systematic recording and analysis of diseases. It provides codes hierarchically organized for

coding diagnoses, signs and symptoms, abnormal findings, complaints, social circumstances,

and external causes of injury or diseases. Since the first edition adopted by the International

Statistical Institute, different versions of International Classification of Diseases have been

published (e.g., ICD8, ICD9, ICD10, ICD11), being ICD11 the latest revision published with

more than 68,000 codes [81]. During the development of this Thesis, the diagnoses in the

UHF were coded according to ICD9 - Clinical Modification (ICD9-CM) [82]. ICD9-CM is an

adaptation and modification of International Classification of Diseases [80] released in 1979

with an additional volume for including therapeutic procedures. It is also important to note that

ICD9-CM is not only used to code diseases but also clinical procedures and other factors related

to health status. A variety of countries have adopted the ICD9-CM codes as the official system

in the context of their national health systems, including the United States, Spain, Italy, Austria,

Taiwan, Australia among others [83]. Furthermore, ICD9-CM codes have been applied at the

international level in many scientific works [84, 85, 86, 87].

The official ICD9-CM consists of three volumes: (i) Volume 1 contains a tabular list of

diseases and injuries, which is a set of 17 chapters (categories) that classify conditions

according to cause and anatomical system; (ii) Volume 2 presents a tabular listing of diseases,

conditions and diagnostic terms in alphabetical order; and (iii) Volume 3 the third volume

gathers therapeutic procedures. Remark that there are two supplementary classifications in

Volume 1, one of the factors influencing health status and contact with health services (V

codes, V01.0-V84.8); and another of external causes of injury and poisoning (E codes,

E800-E999). The categories associated with Volume 1. The categories associated with Volume

1 and the supplementary classification with V and E codes are shown in Table 2.2.

ICD9-CM codes are composed from three to five alphanumeric characters organized
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Table 2.2: ICD9-CM categories. The first part is associated with 17 categories of Volume 1,

while the second part is linked to supplementary classification of health services and external

causes.

Codes Category

000-139 Infectious and parasitic diseases

140–239 Neoplasms

240–279 Endocrine, nutritional and metabolic diseases, and immunity disorders

280–289 Diseases of the blood and blood-forming organs

290–319 Mental disorders

320–389 Diseases of the nervous system and sense organs

390–459 Diseases of the circulatory system

460–519 Diseases of the respiratory system

520–579 Diseases of the digestive system

580–629 Diseases of the genitourinary system

630–679 Complications of pregnancy, childbirth, and the puerperium

680–709 Diseases of the skin and subcutaneous tissue

710–739 Diseases of the musculoskeletal system and connective tissue

740–759 Congenital anomalies

760–779 Certain conditions originating in the perinatal period

780–799 Symptoms, signs, and ill-defined conditions

800–999 Injury and poisoning

E Factors influencing health status and contact with health services

V External causes of injury and poisoning

hierarchically, and separated by a decimal point between the third and fourth element. An

example of the structure of a ICD9-CM code is shown in Figure 2.1. The three first

alpha-numeric characters identify the category (i.e., 250 - Diabetes Mellitus), and the

remaining elements indicate the etiology, anatomical site, and severity (i.e., 250.02 - Diabetes

Mellitus without mention of complication, type II).
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Category
250 - Diabetes Mellitus

Etiology, anatomical site, severity
02 - Diabetes Mellitus without mention of complication, type II

2 5 0 . 0 2
Decimal point

Figure 2.1: Example of the structure of an ICD9-CM code.

Anatomical Therapeutic Chemical Classification System

The Anatomical Therapeutic Chemical (ATC) classification system [88] is the most recognized

and internationally recommended classification system used for coding and classifying drugs.

It was firstly published in the 70s and is currently maintained by the World Health Organization

Collaborating Centre for Drug Statistics Methodology. ATC codes have been extensively used

in multiple clinical applications [86, 87].

The ATC classification system divides drugs into different groups according to the main

organ or system on which they act and/or their therapeutic, pharmacological, and chemical

properties. ATC codes are composed of seven alphanumeric characters and are classified at five

levels, each one describing a new level of detail (see Figure 2.2):

• The first level, identified by one letter, corresponds to the main anatomical or

physiological group, with a total of 14 main ATC groups (see descriptions in Table 2.3).

• The second level, identified by a two-digit number, corresponds to a pharmacological or

therapeutic subgroup, identifying the drug’s therapeutic effects.

• The third level, identified by one letter, pharmacological subgroup.

• The fourth level, identified by one letter, chemical group identified by one letter.

• The fifth level, identified by a two-digit number, corresponds to chemical substance.

As an illustrative example, the complete structure of metformin (ATC ‘A10BA02’) is shown

in Figure 2.2: A (Alimentary tract and metabolism, first level), A10 (Drugs used in Diabetes,

second level), A10B (Blood glucose lowering drugs excluding insulin, third level), A10BA

(biguanides, fourth level), A10BA02 (metformin, fifth level).
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Therapeutic subgroup
10 - Drugs used in Diabetes

Anatomical main group
A - Alimentary tract and metabolism

A 1 0 B A 0 2
A - Biguanides
Chemical subgroup

02 - Metformin
Chemical substance

B - Blood glucose lowering drugs excl. insulin
Pharmacological subgroup

Figure 2.2: Example of the structure of an ATC code.

Table 2.3: The main ATC groups based on the therapeutic action on the target organ.

Main ATC group Anatomical/physiological group description

A Alimentary tract and metabolism

B Blood and blood forming organs

C Cardiovascular system

D Dermatologicals

G Genito urinary system and sex hormones

H Systemic hormonal preparations, excl. sex hormones and insulins

J Anti-infectives for systemic use

L Antineoplastic and immunomodulating agents

M Musculo-skeletal system

N Nervous system

P Antiparasitic products, insecticides and repellents

R Respiratory system

S Sensory organs

V Various

Patient Classification Systems

Many countries have carried out a variety of strategies aiming to efficiently allocate health

resources for the medical care of patients. Some solutions clinically accepted are the risk

adjustment models such as the Patient Classification Systems (PCSs) [89]. These systems are

tools to gather patients into homogeneous groups according to specific clinical conditions,
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using demographics, diagnoses, procedures, and drugs registered in each visit of the patient.

There are two types of PCSs, casuistry classification systems and population classification

systems. The former creates a record for each contact of the patient with the health system,

while the latter considers all contacts of the patient with the health system during a period of

time to create the record [90]. Both PCSs are extensively used as a tool for patient

stratification, seeking to ensure the equitable distribution of health resources. This

stratification is key to supporting decision-makers in the development of health policies

aligned with patient needs for: allocating resources in critical areas, optimizing care

management, and focusing attention on people with high levels of risk [91].

Since our work is centered on chronic conditions, and they are usually identified after

several patient visits to the health system, we will focus on the population classification

systems. A variety of these systems have been developed over last years in different countries,

being the Adjusted Clinical Groups [92], Diagnostic Cost Groups [93], and the Clinical Risk

Groups (CRGs) [94] the most popular [94]. The CRGs provide a categorization clinically used

to identify individuals with chronic health conditions, having been used in a variety of works,

specially oriented towards the identification of chronic patients [95, 96, 97]. In this Thesis, the

CRGs were selected because they are designed to identify patients suffering from chronic

conditions (including diabetes, hypertension and more) and determine their severity of illness.

The CRGs are a proprietary PCS developed by 3M Health Information Systems since 1999

in the United States [94]. As stated, population classification systems create a record per

patient including primary/specialized care data related to demographics (age, sex), as well as

diagnoses, procedures, pharmaceutical drugs, and their corresponding timestamps. This PCS

assigns individuals into exclusive groups mainly linked to chronic health statuses as well as

different severity levels [94]. The CRGs version 1.8 was considered to classify each individual

into a hierarchy of 1,080 distinct clinical groups and nine hierarchically ordered CRG core

health status groups (see Table 2.4). Each group is mutually exclusive and each individual may

be assigned to a severity level. Each CRG category is identified by five-digit numbers: the

(first digit) represents the core health status group, the (second-fourth digits) identify the base

CRG, and the (fifth digit) refers to the severity-of-illness level.

An example of CRG code for ‘hypertension with moderate severity’ is shown in

Figure 2.3. The first digit refers to the core health status group (single dominant or moderate
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Table 2.4: The core health status groups described by CRGs, including the number of base

CRGs, severity levels and the number of CRGs.

Core Health Status Group # base CRG Severity Levels # CRGs

1 - Healthy 2 - 2

2 - History of significant acute disease 6 - 6

3 - Single minor chronic disease 50 2 100

4 - Minor chronic diseases in multiple organ systems 1 4 4

5 - Single dominant or moderate chronic disease 125 4 500

6 - Significant chronic disease in multiple organ systems 78 6 468

7 - Dominant chronic disease in three or more organ systems 28 6 168

8 - Dominant and metastatic malignancies 30 4 120

9 - Catastrophic condition status 10 4 40

chronic disease), from the second to fourth digit denotes the base CRG, and the fifth digit

identifies the illness severity level.

CRG Core Base Group

5  1  9  2  1
Severity

base CRG

Figure 2.3: Example of the structure of the CRG code.

CRGs are built taking into consideration specific rules stated by physicians with broad

knowledge and expertise, using a considerable number of clinical records belonging to a

specific country. These clinical records are associated with patients that could be not

representative in all countries, being a shortcoming when directly applying CRGs to data from

different EHR systems. Also, CRGs typically use clinical codes of classification systems that

in different countries can be unavailable. For example, drugs can be coded with different

coding classification systems, which limits the generalization and extrapolation of CRGs in

other clinical settings. Unsupervised learning methods can be considered a promising
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approach with the potential to be applied to any population due to their data-driven approach.

We can extract knowledge about specific clinical conditions not typified by CRGs, with

unsupervised learning methods being a more general solution in clinical settings.

2.3 Unsupervised Learning and Clustering

ML is an interdisciplinary scientific field within Artificial Intelligence that aims to

automatically learn from data, allowing us to build models with a reasonable generalization

capability [19]. ML encompasses concepts from different fields including Applied

Mathematics, Statistics, Computer Science, Optimization among others [98]. Currently, ML

models have acquired great relevance and popularity due to remarkable outcomes in

applications linked to natural language processing, computer vision, recommender systems

and others [99, 100, 101]. ML techniques are mainly classified into three categories:

unsupervised, supervised and reinforcement learning. Only techniques belonging to the first

category will be studied in this Thesis because these methods provide a way to reveal the

underlying structure of complex datasets, allowing us to discover unknown patterns [29]. The

goal of this kind of technique is in line with the main aim of the Thesis, where we intend to

extract knowledge from chronic populations by analyzing clinical patterns and risk factors.

One of the most important unsupervised learning tasks is clustering, which aims to reveal

underlying patterns from data and group samples based on certain similarity criteria [29]. Most

of the clustering methods use distance measurements (e.g., Euclidean distance) to quantify

how similar/dissimilar two samples are [102] and to discover clusters in datasets. Clustering

methods have many practical applications in different domains, including image processing

and pattern recognition, among others [103]. When considering ML approaches in the clinical

setting, each patient may be represented by a sample with different features, including

demographics (age, sex), clinical codes (diagnosis codes, drug codes) among others. The

patients with the same health condition present common clinical characteristics and patterns,

and their early identification could support the implementation of appropriate treatment and

better care management.

Clustering can be formally defined as follows. Given a datasetX = {xi}ni=1 with n samples,

where the i-th vector is characterized by a D-dimensional vector xi = [xi,1, ...., xi,D] ∈ RD, a
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clustering method takes the samples of X and groups them into k disjoint clusters denoted by

C = {Ci}ki=1 (with k ≥ 1). Each cluster is composed of a determined number of ni samples,

with each sample being assigned to a single cluster, i.e., n =
∑k

i=1 ni.

Among the variety of clustering methods proposed in the literature, we focus on

partitioning and hierarchical approaches [103]. Regarding partitioning approaches, the

k-means [104] is arguably the most popular and used clustering method. Initially, in the

k-means’s algorithm, we generate a set of representative vectors (well-known as centroids)

with random values. Then, based on an iterative process, we update k clusters around these

representative vectors, computed as the average of all samples in the cluster. Then, each

sample is assigned to the cluster identified by the nearest centroid. The position of the centroid

is updated at each iteration of the algorithm, and the grouping of the samples is repeated for

the new centroids. The process is repeated until no significant changes in the centroids’

positions are observed at each iteration [104, 105]. For k-means, the key input parameters are

the number of clusters (k), the initialization of the centroid’s position, and the distance metric

(commonly the Euclidean distance). The k-means algorithm has been applied in a range of

fields such as bioinformatics, data mining or natural language processing, among others [105].

The k-means approach has acquired popularity because it is an effective and computationally

fast clustering method, with low complexity and an ability to handle large data sets [105].

However, it also has several shortcomings. In particular, it is highly sensitive to noise and

outliers, presents an inability to deal with nonconvex clusters of varying density, and the result

is highly dependent on the centroid initialization [105]. Hierarchical clustering methods were

developed to overcome some of the limitations associated with partitioning clustering methods.

Hierarchical clustering methods provide a tree-like structure representation called

dendrogram, where samples are organized into a hierarchical structure [106] while creating

clusters through an iterative process. The dendrogram provides an informative description and

visualization of data clustering structures, showing relationships between all samples. The

shorter the branch in the tree, the greater similarity between the clusters linked by the branch.

There are two types of algorithms for hierarchical clustering: the Divisive Hierarchical

Clustering and the Agglomerative Hierarchical Clustering (AHC) [107]. In the divisive

procedure, all samples are initially assigned to one large cluster which is successively split into

smaller clusters until each sample is a single cluster. However, the agglomerative procedure
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starts considering each sample as a single cluster, and then the most similar pair of clusters are

merged into one cluster. This process is successively repeated until all initial clusters are

merged into a single cluster. Thus, the AHC is not affected by an initialization process, and it

does not require setting the number of clusters a priori [108]. Though the AHC has a higher

computational cost than k-means, it is generally more suitable for handling real-world

data [108]. Therefore, the AHC [107] method was considered in this Thesis because it has

shown excellent results in different clinical applications [106, 109, 110]. The AHC method

depends on two elements: (i) a proximity measure to quantify the similarity between samples,

and (ii) a linkage that is the criterion performed for combining clusters [106]. The most

common similarity measure is the Euclidean distance, but others such as Manhattan,

Minkowski, Hamming, or Jaccard can also be used [106]. Regarding the linkages, the most

used ones are single, complete, average and the Ward linkage [106].

It is common in real-world problems that the use of clustering faces the dilemma of

selecting an appropriate number of clusters. In the literature, many methods have been

proposed for estimating the most adequate number of clusters for a particular dataset, being the

Cluster Validity Indices (CVIs) the most used [102]. The CVI defines a relation between

intra-cluster cohesion and inter-cluster separation to estimate the quality of a clustering

solution. In other words, the CVIs aim to measure how closely are the samples in the cluster

(compactness) and how separated a cluster is from other clusters (separation). For this Thesis

we considered the following CVIs: the silhouette coefficient [111], the Davies-Bouldin Index

(DBI) [112] and the C index (CI) [113], which have been used and validated in different

works [102, 114, 115, 116]. Regarding the silhouette coefficient, their values are between

[−1, 1], with value ‘1’ indicating the best clustering performance, values close to ‘0’ denoting

overlapping between clusters, and ‘-1’ denoting the worst clustering performance. Values of

DBI range from [0,∞), with lower values indicating a better clustering result. Considering the

CI, its values are in the interval [0, 1], being values close to ‘0’ the best ones in terms of

clustering performance. Consequently, when exploring several number of clusters for a

particular dataset, we will choose the number of clusters providing the highest silhouette

coefficient and the lowest value for both DBI and CI.



Chapter 3

Data Description and Exploratory

Analysis

In this chapter, we present the dataset collected by the UHF as well as the exploratory data

analysis carried out in this Thesis.

3.1 Dataset Description

For the development of this Thesis, real-world clinical data linked to healthy and chronic

patients and extracted from EHRs of the UHF were used. The UHF is a national hospital

located in Madrid (Spain) that is part of the public network of the Community of Madrid and

provides health coverage to the municipalities of Fuenlabrada, Moraleja de Enmedio, and

Humanes. It presents an activity of approximately 420,000 outpatients, 15,500 discharges,

12,000 surgeries, and 120,000 emergencies yearly. Over the last years, this hospital has been

involved in several public research projects and scientific works, some of them linked to

research on chronic diseases [117, 118, 119, 120].

Owing to the very sensitive nature of clinical data extracted from EHRs, these are not

available to the public, and permission is needed to use them. Concerning ethical

considerations, the use of clinical data for the research purpose conducted in this Thesis was

approved by the Ethics Committee of the UHF (internal reference 16_32) under the framework

of a Spanish Research Project (TEC2016–75361-R, Klinilycs). To guarantee privacy and

confidentiality of the patient information, a process of data anonymization was conducted,

25
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generating a synthetic code that uniquely identifies each patient. All sensitive information such

as names and addresses was removed. The published results in this document do not contain

any information that can be used to reveal the identity of patients through the analysis and

dissemination of the study results. For extracting, integrating, and anonymizing clinical data,

we had the support and guidance of qualified medical personnel belonging to the UHF. These

experts also evaluate and validate all clinical findings documented in this Thesis.

A total of 5,412,404 registers associated with 197,208 patients were collected in 2012,

including information of demographic features (age, sex), diagnoses from primary and

specialized care, and pharmaceutical drug dispensation. Diagnoses and medications were

coded according to ICD9-CM and ATC classification systems, respectively. Regarding

pharmaceutical drugs, most of them were dispensed by the pharmacy office. Since

dispensation is linked to the patients’ health card, ATC codes [88] were directly obtained

through the accounting system linked to the health card. For diagnosis codes (registered both

in primary and specialized care), it was necessary to carry out an extensive medical coding

process to get the ICD9-CM codes [80]. The process was conducted by a specialist medical

coder that uses information from clinical texts to perform this task. Every patient in the EHR

system may have several records, including visits to primary/secondary care, hospital

admissions, drug dispensation among others. These records have a direct connection with the

interactions of patients with the national health system. For this Thesis, we conduct a

simplification of the patient representation by considering all patient records with the health

system during a period of time (one year). Specifically, we create a binary patient vector that

takes into account the presence of ICD9-CM/ATC code during the year 2012. For instance,

considering a diabetic patient visiting the practitioner three times, in such a way that the

diabetes disease is recorded in each visit, we would provide the same representation as if the

diabetes disease would have just registered a single. Therefore, the features linked to

diagnoses take the value ‘1’ when the patient has been diagnosed with that specific pathology,

and ‘0’ otherwise. Regarding drugs, features coded as ‘1’ indicate that the particular drug has

been dispensed to the patient (one or more times during the year); otherwise, the feature is

coded by ‘0’. Due to this simplification, the patient representations/vectors do not consider the

temporal dynamics.

As discussed in Section 2.2, ICD9-CM and ATC codes are hierarchically structured and
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composed of a different number of alphanumeric characters. ICD9-CM codes have from three

to five alphanumeric characters with a decimal point between the third and fourth

character [80]. Some examples of ICD-CM codes are: ‘250.0’ (diabetes mellitus without

mention of complication), ‘401.1’ (essential hypertension, benign), ‘530.81’ (diseases of the

esophagus, esophageal reflux). Regarding ATC codes, they are composed of seven

alphanumeric characters [88]. Some examples of ATC codes are: ‘A10BA02’ (biguanides,

metformin), ‘C10AA02’ (HMG CoA reductase inhibitors, lovastatin), ‘N02BE01’ (anilides,

paracetamol). Since each code is a potential feature, the dimensionality of the input feature

space can notably increase, exacerbating the curse of the high-dimensionality [29]). For

instance, the total number of ICD9-CM and ATC codes are 13,000 and 3,430, respectively. To

tackle this issue, we followed a similar approach to [118, 119, 120, 121, 122], limiting the

number of features through the reduction of the detail of the clinical codes. For ICD9-CM

codes, we only considered the information of categories of diseases, considering the first three

alphanumeric characters (up to the decimal point). For ATC codes, we only remain the

information up to the chemical level, taking into account the first five alphanumeric characters.

This simplification yields a patient vector of 2,265 features composed of age, sex, 1,517

diagnosis codes, and 746 drug codes (see a schematic representation in Figure 3.1). The sex

was categorized as male or female, coded with 0 and 1, respectively, while for the age, we

considered a continuous value.

38 0 0 00 1 00 01 1 1 1 11 10 0 0 0 0 0 0 0 0 0

65 1 1 00 0 10 01 1 1 1 00 00 0 0 1 0 1 0 0 0 0

43 1 0 10 1 00 00 1 1 1 10 10 0 1 0 0 0 0 0 0 0

27 0 0 00 1 10 01 0 1 0 10 01 0 1 0 0 0 0 0 0 1

54 1 0 00 0 00 11 1 1 1 11 10 0 0 0 0 0 0 0 0 1

1517 1 7461

1517 1 7461

1517 1 7461

1517 1 7461

1517 1 7461

Age and sex ICD9-CM codes ATC codes

Patient 2

Patient 3

Patient 4

...
...

.

...
...

.

Patient 1

Patient n

Figure 3.1: Representation of n patient vectors. Each patient is composed of two demographic

features (age, sex), 1,517 diagnosis codes (ICD9-CM codes) and 746 drug codes (ATC codes).
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3.2 Exploratory Analysis of Healthy and Chronic Patients

In this section, an exploratory data analysis for healthy and chronic patients considered in this

Thesis was carried out. In particular, we analyze the age feature, and the clinical codes more

relevant associated with each chronic condition. In clinical settings, it is widely known that the

access to the ground truth label indicating the health status of a patient is hard to get. Nowadays,

with the increasing prevalence of chronic diseases, many countries have carried out a variety

of strategies aiming to identify patients with specific chronic conditions and efficiently allocate

resources for health care. In particular, we used the proprietary PCS called CRGs (version

1.8) for identifying patients with diabetes, hypertension, and multimorbidity. The CRGs use

demographic features (age and sex), diagnosis codes and procedures (ICD9-CM codes), and

pharmacological dispensed data (ATC codes) during a period of time (specifically a year) to

assign every patient into a single CRG. As already stated, the CRGs provide exclusive mutual

risk groups, which are identified by a five-digit code (e.g., CRG-51921, CRG-54241, CRG-

71441). The first digit refers to one of the core health status groups, the next three digits

represent the called base CRG, and finally, the fifth digit identifies the illness severity level.

Given the scope of this Thesis and the limited number of chronic patients for certain chronic

diseases, we only used the first four digits of the CRG (base CRG), discarding the information

about the severity level (fifth digit). This is equivalent to considering groups focused on a kind

of chronic condition, regardless of its severity. It is necessary to point out that the aggregation

of CRGs reduces the clinical precision in our analysis, but it maintains clinical meaningfulness

and representativeness in the selected CRGs, allowing us to work with groups of patients with

a reasonable number of samples for statistical analyses.

This Thesis was carried out considering three chronic conditions: CRG-5192 (hypertensive

patients), CRG-5424 (diabetic patients), and CRG-6144 (multimorbid patients with

co-occurring diabetes and hypertension). To benchmark the clinical findings, we also

considered CRG-1000 that gathers healthy patients (no chronic health problems).

Demographic Characterization of CRGs

Demographic characteristics for each CRG are detailed in Table 3.1. By analyzing this table,

we can get several insights. The number of patients shows that CRG-1000 is the majority group



29 CHAPTER 3. DATA DESCRIPTION AND EXPLORATORY ANALYSIS

in our dataset, reaching a total of 46,835 patients, while CRG-5424 represents the minority

group with 2,166 patients. In terms of age, the healthy patients resulted to be the youngest

ones (as expected) compared with chronic patients (CRG-5192, CRG-5424, and CRG-6144),

showing noteworthy age differences. Finally, in CRG-1000, CRG-5192, and CRG-6144 the

proportion of women and men is usually quite similar, with a difference of 5%. Just in the case

of CRG-5424, there was a higher proportion of men (65%).

Table 3.1: Demographic description for each CRG. Number of patients, age (mean±std) and

percentages of women and men.

CRG-1000 CRG-5192 CRG-5424 CRG-6144

# patients 46,835 12,447 2,166 3,179

Age (mean±std) 26.34±15.66 53.79±14.41 49.39±15.47 61.89±11.07

Women (%) 0.47 0.48 0.35 0.55

Men (%) 0.53 0.52 0.65 0.45

For each CRG, the patient’s age distribution was analyzed for both men and women. The

distributions associated with healthy patients (CRG-1000) and chronic patients (CRG-5192,

CRG-5424, and CRG-6144) are shown in Figure 3.2. We observed that the age of most of the

healthy patients is concentrated between 0-60 years, with both men and women showing a quite

similar age distribution and a mean age of about 26 years (see Figure 3.2 (a)). Regarding the

age distribution of hypertensive patients (see Figure 3.2 (b), two insights are remarkable. On

the one hand, the histogram associated with men follows a symmetrical distribution, presenting

a mean age of about 54 years. On the other hand, the age distribution of women presents two

modes. The first one centered around 27 years, and the second was close to 53 years. Further

analysis revealed that most of the younger patients in this CRG were pregnant women with

certain conditions complicating pregnancy, including hypertension. Clinical evidence shows

that hypertension is one of the common complications during pregnancy, occurring in about

6-8% of pregnancies [123]. Approximately 70% of women diagnosed with hypertension during

pregnancy will have gestational hypertension or preeclampsia [124]. Hypertension is also a

major cause of maternal and perinatal morbidity and death [125, 126].
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Figure 3.2: Distributions of patient’s age for CRGs. (a) CRG-1000, (b) CRG-5192, (c) CRG-

5424, and (d) CRG-6144.

Regarding diabetic patients, Figure 3.2 (c) shows that age distributions for both women and

men are quite similar, with a mean age approximately of 54 years. Here, we have to highlight

that CRG-5424 gathers different types of diabetic patients, including individuals diagnosed with

T1D and T2D. Literature review reveals that T1D is a clinical condition much more common

in young people, in fact, T1D was formerly called juvenile diabetes [54]. By contrast, T2D is

a disease less frequent in children and teens, having a great incidence and prevalence in elderly

people. Furthermore, by analyzing the age histogram associated with patients in CRG-6144

(see Figure 3.2 (d)), we observe how the presence of two chronic conditions (co-occurring

hypertension and diabetes) points out an important age pattern, showing that most patients are

aged over 40 years. As shown in this figure, women generally live longer than men, presenting

a mean age of 60 (men) and 64 (women) years. Evidence suggests that life expectancy in

multimorbid patients is notably longer for females compared to males [127]. Aging populations

are characterized by rising susceptibility to develop multiple chronic diseases, and therefore,

represents the major risk factor for multimorbidity [128]. According to the literature [129],
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55–98% of people aged over 60 years are affected by two or more chronic diseases. It is also

recognized that the prevalence of hypertension and diabetes rises with age [130], showing an

association between age and chronic conditions.

To complement the analysis of age in patients categorized as CRG-5424, we analyze age

differences in both types of diabetes. In Figure 3.3 (a) and (b) we show age distributions of

patients diagnosed with T1D and T2D, respectively. By analyzing the age histograms, note

that the patients diagnosed with T1D are younger, and most of the patients with T2D are aged

over 40 years. The mean age for patients with T1D was 28 years while, as expected, patients

with T2D were older (average age of 53 years). For patients with T1D, men and women

present a mean age of about 27 and 28 years, respectively. For patients with T2D, both men

and women present a mean age of about 53 years. Regarding sex differences, T2D affects

males and females in similar proportions, while the prevalence of T1D is higher for females

than for males [131]. According to the literature [54], the cause of T1D is immunological and

individuals are generally young. However, over the last years, this disease is affecting people

at any age, with up to 50% of cases occurring in adulthood [54]. As previously discussed, the

age distributions show that the prevalence of T2D is higher in older adults, which is in line

with the literature [48].
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Figure 3.3: Age distributions of patients categorized as CRG-5424. For (a) T1D and (b) T2D.

Characterization of CRGs based on Clinical Codes

To provide an overall insight of the diagnoses and drugs present in patients assigned to each

CRG, we build the presence profile. It is a visual representation showing the clinical codes
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(the abscissa axis) and the corresponding presence rate (the ordinate axis) in a specific group

of patients, thus providing a reasonable characterization of the population patient health status

in terms of diagnosis/drug codes. Thus, for a group composed of np patients, we obtained two

clinical profiles, one is associated with diagnosis and the other one is related to drugs. For

the d-th clinical code (either diagnosis or drug), its value in the corresponding group profile is

computed as the ratio between the number of patients presenting the particular code and the

total number of patients np in the group. Hence, the abscissa axis will show ICD9-CM/ATC

codes and the ordinate axis the presence rate associated with the clinical codes. Profiles where

the presence rate for a particular code is close to 1, indicate that almost all patients in that group

have that code (either diagnosis or drug). To provide a visual health status characterization of

each CRG, we show the profiles associated with CRG-1000, CRG-5192, CRG-5424, and CRG-

6144 in Figure 3.4. Note that the five ICD9-CM codes and the five ATC codes with the highest

presence rate are pointed out. Next, we provide an analysis of the diagnosis and drug profile for

each CRG, describing the most frequent clinical codes.

Profiles for CRG-1000. Figure 3.4 (a) shows the diagnosis profile when individuals are

classified as healthy patients according to CRGs. The diagnosis codes with the highest presence

rate correspond to the following codes: ‘526’ (diseases of the jaws), ‘463’ (acute tonsillitis),

‘780’ (general symptoms), ‘460’ (acute nasopharyngitis), and ‘558’ (Unspecified gastroenteritis

and colitis). In general, these results are reasonable, since the most common diagnoses are not

related to acute or chronic diseases and they can be considered as normal issues in healthy

individuals. Clinicians validated that these diagnosis codes are related to common diseases.

Regarding the drug profile in Figure 3.4 (b), we can visualize that patients assigned to this

CRG mostly consumed ‘M01AE’ (propionic acid derivatives) and ‘N02BE’ (anilides). The

former drug code includes non-steroidal anti-inflammatory medications (e.g., ibuprofen), while

the latter drug code includes non-opioid analgesics (e.g., paracetamol, aspiring among others).

Ibuprofen is a medicament used to reduce fever and treat pain caused by different health

conditions, and paracetamol is a drug used for the relief of fever and pain [132, 133]. Owing to

the efficacy in reducing pain, fever, and inflammation, both drugs are among the most popular

and used medications worldwide [132, 134]. It is worth noting that these are over-the-counter

drugs, i.e., they are accessible without medical prescriptions in many countries and are used to

treat common symptoms, including headaches and stomach aches among others. The
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Figure 3.4: Profiles associated with CRGs. (Left panels) Diagnosis profiles and (right panels)

drug profiles for: (a-b) CRG-1000, (c-d) CRG-5192, (e-f) CRG-5424, and (g-h) CRG-6144.

The five ICD9-CM and ATC codes with the highest rates are pointed out.

consumption rate of both drugs by patients in CRG-1000 becomes reasonable. To a lesser

degree, we also find ATC ‘J01CA’ (penicillins with extended spectrum), ‘J01CR’
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(combinations of penicillins) and ‘R06AX’ (antihistamines). Penicillins are the most

frequently consumed antibiotics globally used for treating infections. In 2017, penicillins

represented 42.3% of antibiotic consumption in the European Union countries [135].

Antihistamines are one of the most commonly used drugs for allergy conditions but also for a

range of other conditions [135]. Finally, to remark that the profiles associated with CRG-1000

present lower presence rates compared with other profiles, which seems consistent since this

group gathers only healthy individuals, with no code with an outstanding presence rate.

Profiles for CRG-5192. The diagnosis profile for patients categorized to CRG-5192

(hypertensive population) is shown in Figure 3.4 (c). Unlike the profile linked to CRG-1000,

we observe that there exists a predominant diagnosis code that corresponds to ICD9-CM ‘401’

(essential hypertension), with a presence rate of approximately 0.8. To a lesser extent the

following ICD9-CM codes identified were: ‘272’ (low-density lipoprotein cholesterol), ‘719’

(other and unspecified disorders of back), ‘724’ (other and unspecified disorders of joint), and

‘780’ (general symptoms). Note that the presence rate of ICD9-CM ‘401’ is not equal to one,

meaning that the particular diagnostic has not been coded during that year even when the

patient was associated with CRG-5192. It is possible that the remaining 20% of patients were

assigned to the CRG-5192 because they took antihypertensive drugs such as ACE inhibitors

(‘C09AA’).

The drug profile for patients assigned to the CRG-5192 is shown in Figure 3.4 (d), where

the codes with the highest presence rate correspond to ‘N02BE’ (anilides), ‘C09AA’ (ACE

inhibitors), ‘A02BC’ (proton pump inhibitors), ‘C10AA’ (HMG CoA reductase inhibitors or

statins) and ‘M01AE’ (propionic acid derivatives). In addition to lifestyle changes, many

hypertensive patients take pharmacological therapy to achieve normal BP. According to the

American College of Cardiology [44], treatment should include drugs to reduce cardiovascular

events such as ACE inhibitors (ATC ‘C09AA’), angiotensin receptor blockers (ATC ‘C09CA’),

thiazide-like diuretics (ATC ‘C03AB’), or dihydropyridine calcium channel blockers (ATC

‘C08CA’) [136]. Among these drugs, ACE inhibitors and HMG CoA reductase inhibitors are

used in the treatment of hypertension. The main goal of antihypertensive drugs is to reduce BP

and thus diminish mortality caused by cardiovascular complications such as stroke, myocardial

infarction, heart failure and others [137]. ACE inhibitors, angiotensin receptor blockers,

thiazide-like diuretics, or dihydropyridine calcium channel blockers have been shown to be
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effective in lowering BP and reducing the risk of cardiovascular events. The statins are

lipid-lowering medications for treating hypercholesterolemia and also are used for preventing

the risk of cardiovascular diseases. They inhibit HMG-CoA reductase and reduce the

low-density lipoprotein cholesterol by aiming to achieve recommended target lipid

levels [138]. Guidelines suggested that antihypertensive and lipid-lowering drugs should be

prescribed in hypertensive patients for preventing cardiovascular diseases [139]. In clinical

settings, statins are often prescribed along with ACE inhibitors and angiotensin receptor

blockers for patients suffering from hypertension or cardiac pathologies [140]. To a lesser

extent, we find two types of analgesics in the drug profile, specifically ‘M01AE’ and ‘N02BE’.

Since the use of analgesics increases with age, with 20-30% of older adults taking analgesic

medication [141], it seems reasonable to find these drug codes in CRGs with a predominant

presence of elderly patients.

Profiles for CRG-5424. The diagnosis profile of patients categorized to the CRG-5424 is

depicted in Figure 3.4 (e), showing the ICD9-CM code ‘250’ (diabetes mellitus) as the code with

the highest presence rate (with a value over 0.8). For those patients with no ICD9-CM ‘250’, it

is likely that diabetes was either non-coded or was still not diagnosed in that year for patients in

this CRG. CRGs perform the categorization of these patients in CRG-5424 (diabetics) due to the

information provided by the drugs. For instance, when biguanides or insulins are present in the

patient’s drug dispensation, patients are categorized in CRG-5424. To a lesser extent, we also

find among patients of CRG-5424 the ICD9-CM codes ‘272’ (disorders of lipid metabolism),

‘724’ (other and unspecified disorders of back), ‘719’ (other and unspecified disorders of joint)

and ‘526’ (diseases of the jaws). Taking into account the last codes, only ‘272’ is directly

related to diabetes, corresponding to diabetics suffering from cholesterol disorders. The other

diagnoses are common diseases also affecting non-chronic patients.

Concerning the drug profile, Figure 3.4 (f) shows that the most dispensed drugs correspond

to the ATC codes ‘A10BA’ (biguanides) and ‘C10AA’ (HMG CoA reductase inhibitors, also

known as statins), with 0.54 and 0.43 respectively. According to the guidelines of the

American Diabetes Association and the International Diabetes Federation, biguanides are the

most recommended antihyperglycemic drugs to improve glucose tolerance in patients with

T2D (noninsulin-dependent diabetics) [142]. Biguanides are extensively used due to their

efficacy, long-term safety record, low risk of hypoglycemia, low cost, safety profile, and
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favorable effect on cardiovascular diseases [36]. Statins have proven their effectiveness in

reducing low-density lipoprotein cholesterol and cardiovascular events in patients with

T2D [143]. People with diabetes can have various types of abnormal levels of cholesterol and

other lipids in the blood [144]. Furthermore, in the drug profile, we find other medications

such as anti-inflammatories and analgesics (ATC ‘N02BE’ and ‘M01AE’). We also find the

drug ‘A10AE’ (insulins and analogs for injection, long-acting) among the most frequent ATC

codes, usually considered for treating T1D (insulin-dependent diabetics). Although it is

commonly used in patients with T1D, evidence reveals that up to one third of patients with

T2D may require insulin to achieve an adequate glycemic control [145].

To complement the analysis of the population in CRG-5424, we show the profiles

associated with the patients with T1D and T2D in Figure 3.5. For the diagnosis profiles in

Figure 3.5 (a) and (c), we observed a very high prevalence (over 0.95) of the ICD9-CM code

‘250’ (diabetes). The main differences between T1D and T2D lie in the dispensed drugs. The

drug profile of T1D (see Figure 3.5 (b)) shows that patients mostly took different types of

insulin (ATC ‘A10AB’, ‘A10AE’ and ‘A10AD’). Notably, they also consume ATC ‘H04AA’

(glycogenolytic hormones), best known as glucagon, used as a glucose-lowering drug

indicated for hypoglycemic reactions in diabetics that consume insulin. Literature review

suggests that patients diagnosed with T1D require insulin therapy to maintain long-term

glycemic control, either in monotherapy or in combination with other oral anti-diabetic

therapy [146]. In the case of T2D patients, the drug profile in Figure 3.5 (d) shows a high

consumption of ATC ‘A10BA’ (biguanides). As stated, biguanides are antihyperglycemic

agents used as the first-line drug therapy for T2D [142]. In CRG-5424, we obtained a

proportion of 16.5% patients diagnosed with T1D and 83,5% with T2D. These proportions are

key for understanding the prevalence of certain codes in the drug profile of CRG-5424 (see

Figure 3.4 (f)). Because the prevalence of T2D is so much higher than T1D, the prevalence of

drug codes is prominent in the overall drug profile associated with CRG-5424.

Profiles for CRG-6144. The diagnosis profile of patients categorized as CRG-6144 in

Figure 3.4 (g) shows that the highest presence rates correspond to ICD9-CM codes ‘250’

(0.87) and ‘401’ (0.71). To a lesser extent, we find the ICD9-CM codes ‘272’ (disorders of

lipid metabolism), ‘719’ (joint issues), and ‘724’ (back issues). As expected, the diagnosis

codes associated with diabetes and hypertension (‘250’, ‘401’) are the most frequent in this
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Figure 3.5: Profiles associated with types of diabetics in CRG-5424. (Left panels) Diagnosis

profiles and (right panels) drug profiles for patients diagnosed with: (a-b) T1D and (c-d) T2D.

CRG, since patients linked to the CRG-6144 present co-occurring diabetes and hypertension.

Note that CRGs with a single chronic condition mainly have just one predominant peak in the

profile for diagnoses, but in the case of patients with multiple chronic conditions more peaks

are usually present in both profiles.

Regarding the drug profile of CRG-6144 (see Figure 3.4 (h)), the most frequent codes were

‘A10BA’ (biguanides), ‘C1OAA’ (HMG CoA reductase inhibitors), ‘A02BC’ (proton pump

inhibitors), ‘C09AA’ (ACE inhibitors) and ‘N02BE’ (Anilides). Since patients in CRG-6144

are affected by co-occurring diabetes and hypertension, it is reasonable to find drugs for

treating both chronic conditions. As previously described, ATC ‘C09AA’ is the first-line drug

recommended for treating hypertension, ‘A10BA’ is used for treating T2D, and ATC ‘C10AA’

is key for reducing cholesterol and preventing cardiovascular events [143]. To remark that the

ATC code ‘C10AA’ was present in CRGs with patients characterized as diabetics and

hypertensives. In the case of ATC ‘N02BE’ (anilides), these are analgesics used to relief pain,

while ATC ‘A02BC’ is usually prescribed as a stomach protector. Literature reveals that

multimorbid patients generally consume multiple drugs for treating their diseases [37] and,
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consequently they require more stomach protectors (ATC ‘A02BC’) to prevent any

polypharmacy-related risks.

From the descriptive analysis, we conclude that the clinical characterization of chronic

patients is challenging since most of them present multiple diagnosis and drug codes that can

hamper their identification. In particular, the co-occurring of several chronic conditions lead to

more complex profiles from a clinical perspective, and the characterization of the patient’s

health status becomes more difficult. As argued, unsupervised learning methods can support

clinicians in the identification of the patient’s health status. Data-driven techniques can help

with data visualization and to find patterns, thus improving the clinical research and potentially

the follow-up of the patient’s health status.



Chapter 4

Self-Organizing Maps for Characterizing

Health Statuses

We present in this chapter a two-stage methodology for characterizing health statuses of patients

diagnosed with chronic conditions, including diabetes and hypertension. This methodology,

based on unsupervised learning, aims to find groups of patients and visually identify patterns of

specific clinical conditions, thus addressing challenges raised by high-dimensional.

4.1 Introduction

The EHRs, in conjunction with ML methods, have been used in different clinical applications,

showing well-performance for solving clinical tasks [22, 25]. EHR data are an excellent source

to extract significant clinical knowledge and support clinical decision-making. However,

working with clinical data presents many challenges related to data quality, structure,

heterogeneity and especially high-dimensionality. A patient in the EHR has associated many

features, which hampers the interpretation and visualization of data, as well as the use of

conventional ML methods. In this line, research on unsupervised methods in ML can provide

interesting insights to characterize patients’ health statuses.

In recent years, models based on Artificial Neural Networks (ANNs) have reached

remarkable outcomes due to their capacity to capture complex relationships through nonlinear

transformations [147]. An ANN is a computational model inspired by the biological nervous

system that tries to simulate the way the human brain learns and processes information. ANNs

39
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are composed of simple processors called neurons that are fully connected and generally

arranged in stacked processing layers aiming to model high-level abstractions [148]. Each

neuron in the network receives inputs from other neurons in previous layers, performs simple

operations, applies a nonlinear function, and passes its output to the next layer [149]. Thus,

neurons can transmit information through their connections by simulating synapses. The

neurons are linked with connections that have associated weights, which are updated during

the learning process. With the great advances in computing performance, the use of

ANN-based models has gained much popularity in different knowledge domains such as

Computer Vision and Natural Language Processing.

To address the main challenges raised by EHR-data, we use an ANN-based method called

the SOM, which is an unsupervised learning method to map and visualize high-dimensional

data onto a two-dimensional grid [150]. The SOM is extensively used for exploratory data

analysis and visualization of high-dimensional data, having been applied in different domains,

including pattern recognition, data mining, robotics, and finance [151, 152, 153, 154]. In the

clinical setting, the SOM has been used for identifying patterns in patients with specific

diseases, predicting the risk of diseases, detecting drug utilization, and identifying groups of

patients according to clinical features among others [155, 156, 157, 158].

It is well-known that high-dimensionality in clinical data also produces a gap for medical

interpretation, as well as important drawbacks for the extraction of clinical patterns. The SOM

has shown the maturity to contribute to the data interpretation and provide novel clinical

evidence when they are applied to clinical tasks [159, 160, 161]. The SOM maps complex

relationships in the data onto simple geometric relationships on a low-dimensional space,

usually a two-dimensional grid of nodes [150]. This mapping tends to preserve the topological

relationships from the original data (called topology-preserving property), which means that

similar vectors in the input space are mapped onto neighboring nodes of the grid. The

topological neighborhood structure provides an efficient approach for dealing with complex

data and conducting exploratory data analyses in a visual manner, which have been used in

many fields [155, 156, 157, 158].

In this chapter, a two-stage methodology that combines the SOM and clustering methods is

proposed for characterizing the patients’ health statuses by following a data-driven approach.

The SOM is trained to obtain prototype patients according to clinical codes (ICD9-CM and
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ATC codes). Then, clustering methods are performed using prototype patients to obtain

clusters with similar clinical patterns. This methodology primarily focuses on two chronic

conditions (diabetes and hypertension) looking for characterizing chronic patients, addressing

high-dimensionality challenges.

4.2 Self-Organizing Maps and Clustering Methods

In this section, we introduce the fundamentals of the SOM, the clustering methods used and

the proposed two-stage methodology. A schematic representation of the methodology is shown

in Figure 4.1. In the first stage, we used the SOM to tackle the high-dimensionality of clinical

data and build a set of prototype vectors by capturing intrinsic relationships from data. In the

second stage, these vectors are clustered to identify groups of patients with similar clinical

characteristics. The goal is to learn the underlying data structure and to visually show groups

of patients with similar clinical conditions.

The Self-Organizing Map

The Self-Organizing Map (SOM) is a type of ANN proposed by Teuvo Kohonen [150].

Unsupervised learning is applied to map samples of a high-dimensional space onto a

two-dimensional grid composed of Mp nodes. Formally, given a dataset X = {xi}ni=1 with n

samples (where the i-th sample is characterized by a D-dimensional vector xi ∈ RD), the

SOM maps every vector xi onto a single node j of the grid. Each node j is characterized by a

prototype vector vj ∈ RD, resulting in a total of Mp prototype vectors, i.e., V = {vj}Mp

j=1. The

nodes of the grid are organized to maintain the topological properties of the input space

through a neighborhood function. The topological property means that similar samples from

the input space will be assigned to neighbor nodes of the grid, enabling the possibility to

discover groups of patients with common clinical characteristics and visualize patterns from

data. To remark that the SOM mapping aids to data visualization and may reveal hidden

patterns from complex data in a straightforward way. The SOM algorithm follows a

competitive and iterative learning procedure with a fixed number of iterations, starting by

assigning random values to the prototype vectors V . Once the prototype vectors are settled,

then, for each iteration t, the following steps are performed:
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Figure 4.1: Data-driven methodology for characterizing the patient health status of healthy and

chronic populations. First stage: (a) patients, represented by high dimensional feature vectors,

are the input to the (b) SOM (depicted by a grid of Mp nodes, providing Mp prototype vectors

{vi}Mp

i=1). Second stage: (c) prototype vectors are clustered using AHC, providing five clusters.

Nodes associated with a cluster have the same color.

• Step 1. Selecting randomly a sample xi from X .

• Step 2. Computing the similarity between the chosen sample xi and each prototype vector

vj, j = 1, . . . ,Mp. The nearest node b to xi is chosen as the winner node, called the best

matching unit (BMU). Formally, the BMU is defined as:

b = argmin
j

d(xi,vj), j ∈ {1, . . . ,Mp}

where d(. . . ) indicates a similarity measure, with the Euclidean distance being the most

popular. Since features considered in this chapter are binary, the Euclidean distance is

replaced by another similarity measure more adequate to work with binary features. In

particular, we considered the Jaccard measure [162].
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• Step 3. Updating the prototype vectors associated with the BMU and its neighboring

nodes. The next learning rule is used to update the j-th prototype vector:

vj(t+ 1) = vj(t) + α(t)hjb(t)(xi(t)− vj(t)),

for j = 1, . . . ,Mp, where t and t + 1 are the current and the next iteration, respectively.

We consider a linear decreasing learning rate α(t), dependent on time. The topological

neighbourhood function hjb(t), which is centered on the winner node b, is given by

hjb(t) = exp
(
−‖rb−rj‖

2

2σ2(t)

)
, where rb and rj define the positions of nodes b and j on the

grid, and σ is the neighborhood radius which monotonically decreases with time t.

Each node of the SOM grid has associated a prototype vector that we also name as

prototype patient. Each prototype patient characterizes a particular health status through the

individuals associated with that specific node. The SOM learning process allows us to map

input data onto a two-dimensional grid of nodes and forces a topological ordering of the nodes

(topology-preserving property) [163]. This allows the projection of similar patients from the

high-dimensional space onto the same region of the grid. Thus, by grouping the prototype

patients we can identify clusters of patients with particular clinical conditions. Following a

similar approach in [164, 165], we used the prototype patients provided by the SOM as input

to clustering methods aiming to find clusters of prototype patients with similar clinical

characteristics.

Clustering of Prototype Patients

We seek to leverage the intrinsic similarity of the neighboring nodes in the SOM grid by

applying clustering methods. Clustering is an unsupervised learning task aiming to build

partitions of samples by maximizing the similarity between samples within the same cluster

while minimizing the similarity between samples in different clusters. Despite many clustering

methods are available in the literature, the k-means [104] and the AHC [107] method were

considered in this chapter. In clustering methods, the Euclidean distance was chosen.

Regarding k-means, the random initialization was considered. For the AHC method, the

single, average, complete and Ward linkages were considered [166].

Prototype patients V = {vj}Mp

j=1 are the input to the clustering method, resulting into k

disjoint clusters denoted by C = {Ci}ki=1, where Ci refers to the i-th cluster containing a total
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of ni prototype patients. To determine the appropriate number of clusters, we carried out an

analysis with CVI values. As argued in Section 2.3, the CVIs rely on two principles: (i)

compactness (or intra-cluster distance), that measures how closely are the elements in the

cluster and; and (ii) separability (or inter-class distance), measuring the separation between

clusters. The performance of the clustering methods is directly linked to how well they

minimize the intra-cluster distance (improving compactness) while maximizing the

inter-cluster distance (increasing the separation between clusters). To select the number of

clusters, two CVIs were considered in this chapter, the silhouette coefficient and the CI [102].

4.3 Self-Organizing Map Visual Analysis

In this section, we first present the experimental setup by describing the parameters involved

in the SOM learning algorithm and the groups of chronic patients used. Then, we show the

Component Plane Representations (CPRs) for visually getting insights from the SOM.

Experimental Setup

The implementation of the SOM and the AHC were carried out with the libraries Kohonen

(version 3.0.4) [167] and hclust [168], respectively. The SOM training was performed using

diagnosis and drug features. For the SOM configuration, we explored different values for the

number of iterations {1024, 2048, 3017, 4096}, for the initial learning rate values in the interval

[0.01, 0.05], and for the neighbourhood radius between [0.005, 0.3]. Different structures were

explored to select the size of the two-dimensional grid (considered as a matrix, with a size

denoted by rows × columns), and the corresponding number of nodes. We considered square

structures of 3× 3 (9 nodes), 5× 5 (25 nodes), 7× 7 (49 nodes) and 10× 10 (100 nodes).

In this chapter, we considered three CRGs: CRG-1000 (healthy) with 46,835 patients,

CRG-5192 (hypertensive) with 12,447 patients, and CRG-5424 (diabetic) with 2,166 patients.

The statistics for each CRG were presented in Table 3.1 and the profiles associated were

shown in Figure 3.4. As noted from Table 3.1, CRGs present remarkable differences in the

number of patients, emerging the imbalance learning problem. Generally, ML algorithms work

properly under the assumption that the distribution of classes is balanced [169]. Imbalanced

datasets constitute a problem since conventional ML methods induce a bias in favor of the
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majority class and the learning process can be monopolized by those samples associated with

the majority class (limiting the capacity of generalization) [169]. To address this issue, a

variety of approaches have been proposed in the literature [170, 171, 172], which can be

summarized in two types: (i) Algorithmic level techniques that partially change the algorithm

of ML approaches, including approaches based on thresholding, cost-sensitive learning, and

ensemble methods; and (ii) data level techniques that modify the proportion of samples to

balance the dataset, including oversampling and undersampling techniques. To have a similar

number of samples per group, oversampling creates artificially new samples from the minority

groups, while undersampling chooses (generally randomly) samples in the majority group.

Data level techniques are more intuitive and understandable from a clinical perspective.

Moreover, they are easier to implement than the algorithmic level techniques, which require

more expertise and technical skills. In data level techniques, oversampling approaches are

more complex than undersampling ones, because the generation of synthetic data could require

clinical validation. For its simplicity, we consider in this Thesis the random undersampling

strategy [76], which modifies the class distribution of the majority classes taking as reference

the number of patients of the minority class. In our case, the minority class is CRG-5424, with

2,166 patients, proceeding to balance the dataset using this CRG as a reference. The

application of the undersampling strategy yields a total of 6,498 patients for the balanced

dataset. Our experimentation showed that a two-dimensional grid of 5 × 5 was appropriate to

extract relevant patterns of chronic diseases, discover relationships between features, and find

clusters of patients with specific clinical characteristics. As a result of the SOM training, a

total of 25 prototype vectors were obtained. A schematic representation of these prototypes is

shown in Figure 4.1 (b). Note that each node has associated with one prototype patient.

Visual Interpretation

The SOM is extensively used for visualization and analysis of high-dimensional data, with the

CPR being an important visualization tool. A CPR shows a two-dimensional grid of nodes

with the distribution of values for a particular feature by using color-coding. Note that each

feature will have a corresponding CPR and the visual comparison of two or more CPRs lead to

identifying certain patterns in the data. This comparison is conducted considering the positions

and the color-coding for a specific feature. For instance, if two CPRs show high intensities of
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color in the same nodes of the grid, this implies high values of their corresponding features,

and as a result, it can reveal certain relationships between both features. In our case, we seek

to identify potential relationships among chronic conditions through clinical codes, including

ICD9-CM and ATC codes. Since showing all CPRs is not plausible (2,265 features to visualize),

the CPRs linked to the clinical codes with the highest presence rates in the profiles of each

cluster were selected. These CPRs are depicted in Figure 4.2 and Figure 4.3.

We showed in Figure 4.2 a visual map with the number of patients per neuron and the

CPRs associated with demographic variables age and sex. Regarding Figure 4.2 (a), the

number of patients per node ranges from 100 to 450, which ensures reasonable

representativeness for statistical analysis and subsequent clinical characterization of nodes. For

the age characterization (see Figure 4.2 (b)), the color scale at the left shows values ranging

from 0 to 80 years. The first insight is that the youngest individuals were at the bottom left

nodes of the grid, while elderly patients were arranged at the top and bottom right nodes (on

the opposite side), showing a clear age pattern in the SOM grid. The analysis of the nodes with

the oldest patients, and their visual comparison with the CPRs associated with ICD9-CM ‘250’

and ‘401’ (see Figure 4.3), evidences that chronic patients are older, pointing out a link

between age and chronic conditions. Literature reveals that chronic conditions are more

prevalent in elderly people [9], and this separation between young and old patients in the grid

lends evidence to identify age as crucial to characterize chronic patients. By analyzing the

CPR associated with the sex (see Figure 4.2 (c)), we checked that women and men were

distributed for all nodes. However, women were usually a majority in the nodes at the left,

where the younger patients are arranged.
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Figure 4.2: CPRs associated with the number of patients and demographic features.
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Next, we analyzed the CPRs associated with ICD9-CM and ATC codes to get evidence and

understanding of chronic clinical patterns. As stated, the presence/absence of clinical features

was coded with binary values. Then, each node in the CPR shows the presence rate of patients

having a specific code, with values in the range [0, 1]. The ICD9-CM and ATC codes shown in

Figure 3.4 were selected according to the highest presence rate in the profiles. Firstly, we

considered CPRs associated with ICD9-CM codes directly linked to chronic conditions, i.e.,

‘250’ (diabetes, panel in the first row, first column) and ‘401’ (essential hypertension, panel in

the first row, third column). The CPRs pointed out that the majority of diabetic and

hypertensive patients are distributed on the nodes at the bottom right and at the top of the SOM

grid, respectively. Thus, we identified nodes closely related to chronic conditions according to

diagnosis codes. The ICD9-CM ‘272’ (disorders of lipoid metabolism, the panel in the first

row, second column) was more frequent in certain nodes associated with diabetes and

hypertension, indicating that cholesterol and obesity are comorbidities present in patients

diagnosed with both chronic conditions. The CPRs associated with ICD9-CM ‘526’, ‘719’,

‘780’ show that there are no specific nodes with a high presence of these codes, being evenly

distributed among the grid. The CPR associated with ICD9-CM code ‘V27’ (outcome of

delivery, single liveborn, panel in the second row, fourth column) was key to identify pregnant

women. To also remark that this node also presents a high red intensity color in the CPR of

ICD9-CM ‘401’, allowing us to identify a relationship between pregnancy and hypertension.

Nevertheless, these pregnant women did not take drugs for hypertension treatment (discussed

later). Furthermore, the ICD9-CM code ‘648’ (other current conditions in the mother

classifiable elsewhere but complicating pregnancy) presented the highest rate at the same node

where pregnant women are arranged, being notorious since this code is related to diabetes and

hypertension complicating pregnancy.

Regarding the CPRs of some ATCs presented in Figure 4.3. The ATC ‘A02BC’ (proton

pump inhibitors) is common for diabetes and hypertension drug profiles as it can be shown in

the CPR analysis (high-intensity color at nodes linked to chronic diseases). Note that the

increment of proton pump inhibitors in relation to healthy patients is usually attached to the

treatment of polymedicated patients, more frequent on elderly chronic patients, where it is

necessary a stomach protector. The CPRs associated with ‘A02BC’, ‘A10AB’, ‘A10AE’,

‘A10BA’, ‘C09AA’ and ‘C10AA’ were located in nodes associated with diabetic and
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ICD9-CM code 250 ICD9-CM code 272 ICD9-CM code 401 ICD9-CM code 526

ICD9-CM code 648 ICD9-CM code 719 ICD9-CM code 724 ICD9-CM code V27

ATC code A02BC ATC code A10AB ATC code A10AE ATC code A10BA

ATC code C09AA ATC code C10AA ATC code H03CA ATC code J01CA

ATC code M01AE ATC code N01BB ATC code N02BB ATC code N02BE

Figure 4.3: CPRs associated with several ICD9-CM and ATC codes.
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hypertensive patients. We found that most of the diabetic population consumes drugs with

ATC codes ‘A10BA’ and ‘C10AA’. As already mentioned, the first drug is extensively

prescribed for treating T2D, and the second one is utilized for lowering cholesterol. This

shows an association between these drugs and obese diabetic patients. Another interesting

finding was the distribution of two types of insulin (ATC codes ‘A10AB’ and ‘A10AE’) on the

neuron in the second row, first column. The CPRs also evidence consumption to a lesser extent

of analgesics (ATC codes ‘M01AE’ and ‘N02BE’) in the nodes associated with chronic

conditions. The CPRs associated with codes ‘C10AA’ and ‘272’ revealed a pattern for

diabetics and hypertensives, showing a link between obesity and disorders in lipid metabolism.

The codes ‘M01AE’, ‘N02BE’, which correspond to analgesics, are placed on all the grid, and

specifically in nodes associated with healthy and hypertensive patients. The codes ‘N01BB’,

‘N02BB’, ‘H03CA’ are more frequent in the node that gathers pregnant women with

complications during pregnancy, which is reasonable because are recommended as analgesics

and supplements for pregnant women. This fact was pointed out in the previous

characterization of the cluster, according to drugs that pregnant women take. Note that other

drugs taken by these patients were mainly the analgesics ‘N02BB’, ‘N02BE’, ‘M01AE’.

4.4 Clustering Prototype Patients

In this section, we determine the appropriate number of clusters based on CVI values for both

input (raw) data and the prototype patients. Next, we present a clinical characterization of the

clusters found using the proposed methodology.

Estimation of the Number of Clusters

In this subsection, we compare k-means and the AHC method using different linkages (Ward,

single, average and complete) to find clusters of patients with similar health conditions. We

evaluated different clustering algorithms by considering both the raw features and the prototype

vectors obtained with the SOM. To determine the appropriate number of clusters, we considered

two CVIs, the silhouette coefficient and the CI [102]. To perform a visual comparison, we

showed in Figure 4.4 and Figure 4.5 the values of CVI values for different clustering methods

using number of clusters in the interval [2, 7]). Note that the x-axis indicates the number of
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clusters, while the y-axis shows the corresponding CVI value.

We firstly analyzed the clustering results considering the prototype patients. Regarding the

silhouette coefficient (see Figure 4.4 (a)), where higher values indicate better clustering

performance, the AHC with Ward linkage provided the highest value, corresponding to five

clusters. By analyzing the CI (see Figure 4.4 (b)), where lower values represent a better

clustering performance, with the Ward linkage reaching the minimum values corresponding to

five and six clusters. Further analysis of the clusters reveals that the insights with five clusters

are more clinically meaningful. Thus, considering the CVI analysis, the AHC with Ward

linkage demonstrates a better clustering performance compared with other linkages. We

henceforth explore the clustering results for five clusters using the AHC with Ward linkage.
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Figure 4.4: Cluster validity indices for several clustering methods when considering prototype

vectors. (a) silhouette coefficient, and (b) CI.

By complementing the analysis, and to show the potential of the SOM, other clustering

methods were applied using the raw data. In particular, we compare the results of k-means and

the AHC with different linkages using the raw data (see Figure 4.5) with the same clustering

methods using the prototype vectors (see Figure 4.4). It is worth noting that raw data are

binary, and although there exist many clustering methods available in the literature, these are

usually designed to work with numerical features. Thus, to perform clustering with categorical

features, it is necessary to find methods that adequately work with this type of feature. For this

purpose, k-means was replaced by the k-modes method, an extension of k-means to efficiently

cluster categorical data [173]. This extension removes the numeric-only limitation of the

k-means algorithm by using: (i) a dissimilarity measure for categorical data; (ii) modes instead

of means to obtain clusters prototypes; and (iii) a frequency-based method to update modes in
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the clustering process [162]. In this chapter, the Jaccard index was also used as the

dissimilarity measure to perform the k-modes algorithm [173].
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Figure 4.5: Cluster validity indices for several clustering methods when considering raw data.

(a) silhouette coefficient, and (b) CI.

The CVI values associated with k-modes and the AHC with different linkages applied

using raw data are shown in Figure 4.5. The AHC with single linkage provided the best

clustering performance considering the silhouette coefficient, while for the CI, k-modes

presented the best results. We observed lower values for the silhouette coefficient using raw

data (maximum value corresponds to 0.025) in comparison to those obtained when clustering

the prototype patients (maximum value reached 0.25). For the CI, the best clustering

performance was obtained using the prototype patients, with minimum value corresponding to

0.09, while clustering using the raw data provided a minimum value of 0.3. As shown in

Figure 4.4 and Figure 4.5, the combination of the SOM and the AHC with Ward linkage

achieved the best clustering performance according to the CVI analysis. These outcomes

highlighted a substantial difference in performance between the proposed approach and other

clustering methods. The proposed two-stage methodology in this chapter was appropriate to

identify clusters of patients with similar clinical characteristics.

Clinical Characterization of Clusters

This subsection presents a clinical characterization of the five clusters obtained using the AHC

with the prototype patients and the Ward linkage. Note that every cluster is represented by a

different color: C1 (blue nodes), C2 (orange nodes), C3 (green nodes), C4 (red node), and C5

(purple nodes). We refer to the profiles presented in Figure 4.6 to clinically characterize the
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clusters found. These profiles were built by following a similar approach to get the profiles

associated with the CRGs (see Figure 3.4). As stated, the profile is a visual representation

where the abscissa axis shows the clinical codes and the ordinate axis presents the presence rate

for each code. Thus, the profiles served as a reference to compare the clusters and characterize

their patients through the prevalence of different drug/diagnosis codes. Further analysis of the

obtained clusters is presented in the next paragraphs.

Cluster C1 included individuals originally labeled as healthy ones (81.45%), hypertensives

(12.27%), and diabetics (6.28%). The mean age of patients of this cluster was about 26 years,

representing the lowest age in comparison with the rest of the clusters. None of the ICD9-CM

and ATC codes presented a noteworthy presence rate in cluster C1 (see Figure 4.6 (a-b)). Further

exploration of the drug profile (see Figure 4.6 (b)) showed that patients in this cluster did not

consume drugs for treating hypertension or diabetes. Indeed, the most frequent drugs dispensed

to individuals of C1 were analgesics for treating general pain, specifically ‘N02BE’ (anilides)

and ‘M01AE’ (propionic acid derivatives). Another finding was that C1 included individuals

with the ICD9-CM codes ‘250’ and ‘401’. Further analysis of the drug profile revealed that

patients in C1 did not consume drugs for treating chronic conditions, such as insulin, biguanides,

or ACE inhibitors. Considering the percentages of individuals in C1 belonging to each CRG

(with the majority of patients of CRG-1000), and the most frequent codes in the diagnosis/drug

profile, we characterized patients of this cluster as a healthy population.

Following the cluster analysis, individuals of clusters C2 and C3 were primarily associated

with CRG-5424. Cluster C2 was composed of 433 patients with a mean age of about 31 years,

and all of them in CRG-5424. From the diagnosis profile (see Figure 4.6 (c)), we observed

that the ICD9-CM code ‘250’ had the highest presence rate, with a value close to 1. Other

codes in the diagnosis profile (‘719’, ‘460’ and ‘526’) had a much lower presence rate value

(<0.1), indicating that individuals in C2 were mostly diabetic patients. Regarding the drug

profile (see Figure 4.6 (d)), ATC codes with the highest presence rate were ‘A10AB’ (insulin

for injection, fast-acting) and ‘A10AE’ (insulin for injection, long-acting). According to [52],

insulin administration is essential for treating people diagnosed with T1D aiming to mimic

normal physiological insulin secretion patterns. Remarkably, individuals belonging to C2 did

not take biguanides, even though the drug profile associated with CRG-5424 showed a peak

for this drug (see Figure 4.6 (e)). It should also be taken into account that CRG-5424 holds
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Figure 4.6: Profiles of clusters found using the two-stage methodology. Diagnosis profiles (left

panels) and drug profiles (right panels) for: (a-b) C1, (c-d) C2, (e-f) C3, (g-h) C4, and (i-j) C5.
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individuals with different types of diabetes (T1D and T2D), which enables a clear distinction

in the drug consumption patterns. As already analyzed in Section 3.2 of Chapter 3, individuals

diagnosed with T2D take mostly biguanides, while people with T1D include insulin in their

diabetes treatment. Thus, in view of these results, we can associate cluster C2 with T1D, and

characterize its patients as young insulin-dependent diabetics.

Cluster C3 included patients with a mean age of about 56 years, of whom 7.59% were

categorized as CRG-1000, 9.12% as CRG-5192, and 83.29% as CRG-5424. Regarding the

diagnosis profile (see Figure 4.6 (e)), the ICD9-CM codes with the highest presence rate were

‘250’ (diabetes) and ‘272’ (disorders of lipid metabolism). By exploring the values of the

drug profile in Figure 4.6 (f), two ATC codes stand out, ‘A10BA’ (biguanides) and ‘C10AA’

(statins). ATC ‘A10BA’ is commonly used to treat T2D (noninsulin-dependent) [142], whereas

‘C10AA’ is used to reduce low-density lipoprotein cholesterol, and also used for preventing

cardiovascular events [143]. It is important to point out how similar this cluster is with CRG-

5424. Considering the presence rate values of profiles of cluster C3, we observed that their

codes correspond with the presence rate values of the profiles associated with CRG-5424 (see

Figure 4.6 (e-f)). Profiles of cluster C3 are the most similar to those of CRG-5424. This is

a remarkable difference with the drug profile of C2, though clusters C2 and C3 are mainly

associated with CRG-5424 in cluster C2, there are no drugs related to diabetes in the drug

profile, which differs profiles linked to C2 and CRG-5424. From the analysis in Chapter 3,

CRG-5424 is composed of 16.5% patients diagnosed with T1D, and 83.5% of patients with

T2D. These proportions are key for understanding the prevalence that certain codes have in the

(diagnosis/drug) profiles of CRG-5424. By taking into account that the majority of diabetics in

CRG-5424 are T2D, the drug profile is more representative for those drugs used in the treatment

of T2D patients. Given these insights, we characterize cluster C3 as associated with T2D.

Cluster C4 gathers 17.93% of patients in CRG-1000, 71.92% associated with CRG-5192

and 10.34% with CRG-5424. The mean age of patients in this cluster was about 30 years, with

all of them being pregnant women who presented complications during pregnancy, including

hypertension and gestational diabetes. The diagnosis codes with the highest presence rate were

‘645’, ‘648’, ‘650’, ‘V22’, ‘V27’ and ‘401’ (see the peaks in Figure 4.6 (g)). Note that most

of the previous codes were strongly linked to pregnancy status, except for the ICD9-CM code

‘401’ (hypertension). Despite these pregnant women were assigned the code ‘401’, none of
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them took drugs linked to hypertension such as ACE inhibitors or statins. Concerning the drug

consumption (see Figure 4.6 (h)), most frequently ATC codes were ‘N02BE’ (paracetamol)

and ‘N02BB’ (pyrazolones). From a clinical viewpoint, it was checked that paracetamol and

certain types of analgesics are the first-line therapy for treating pain in pregnant women [133].

Furthermore, prior studies demonstrated that ACE inhibitors and other antihypertensive drugs

are contraindicated in pregnancy and breastfeeding because malformations and adverse events

have been reported [174, 123]. By considering that the majority of individuals in C4 belong to

CRG-5192, we might think that profiles associated with cluster C4 are highly related to CRG-

5192. However, this cluster differs in drugs and diagnoses with CRG-5192, maybe since most

individuals are associated with pregnancy status.

Cluster C5 showed a majority of patients in CRG-5192, with a percentage of 95.24% while

the remaining patients were categorized to CRG-5424 and CRG-1000, with 3.84% and 0.92%,

respectively. The mean age of patients of cluster C5 was about 56 years. The diagnosis profile

(see Figure 4.6 (i)) showed that the ICD9-CM code ‘401’ stood out above the rest, getting

the highest presence rate in the profile. As shown in the drug profile in Figure 4.6 (j), ATC

codes with the highest presence rate were ‘A02BC’ (proton pump inhibitors), ‘C09AA’ (ACE

inhibitors), ‘C10AA’ (statins). Broadly speaking, drug therapy in hypertension aims to reduce

the risks associated with high BP [137]. For the BP reduction, a therapy with the combination of

different drugs such as ACE inhibitors, angiotensin receptor blockers, diuretics, β-blockers and

calcium channel blockers are suggested in the literature. Research conducted by the American

Society of Hypertension [137] highlights the importance of the combination of these drugs by

aiming to mitigate potential risks involved in hypertension. The use of several antihypertensive

drugs is observed in the drug profile, where the codes reach similar presence rates and none of

them predominates. The profiles of cluster C5 (see Figure 4.6 (i-j)) suggested that this cluster

is quite similar to CRG-5192 (see Figure 3.4 (c-d)). It may be interesting to analyze the set of

patients (3.84%) associated with CRG-5424 and clustered in C5. Despite they were categorized

in CRG-5424, they also present the ICD9-CM ‘401’ and did not take insulin or biguanides

(drugs that are key in the treatment of diabetes). Finally, note that the ATC code ‘C10AA’

is commonly prescribed to decrease liver cholesterol synthesis [143], being present in nodes

associated with diabetes and hypertension. By considering profiles linked to this cluster and

considering the number of patients belonging to CRG-5192, we consider that this cluster is
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associated with the hypertensive population.

Correlation Analysis

In this subsection, we conduct a correlation analysis aiming to clinically characterize the

prototype patients, and the clusters found. Towards that end, the Pearson Correlation

Coefficient (PCC) [175] was considered, allowing us to quantify the linear relationship

between two vectors. PCC values are within the interval [−1,+1], with 0 meaning there is no

linear relationship, and +1/ − 1 representing an exact positive/negative linear

relationship [175]. Firstly, we compute the PCC between pairs of prototype patients (vectors),

aiming to check the topology-preserving property of the SOM. Secondly, we aim to

characterize the clusters from a clinical perspective by quantifying the relationship between

the profiles (vectors) of the clusters and the profiles of the CRGs through PCC values.

To show the degree of similarity among the prototype patients, we compute the PCC values

between pairs of the prototype patients. To identify the nodes linked to each cluster, we show

the AHC result in Figure 4.7 (a). Note that the nodes associated with each cluster are displayed

using the same color. The PCC values organized in a heatmap are shown in Figure 4.7 (b).

Taking as an example the prototype patients associated with the nodes v3 and v4 (cluster C2),

the PCC value is about 0.8, which means a high correlation. This is a reasonable result because

both prototypes belong to the same cluster and are close in the grid, therefore they are quite

similar. By contrast, the PCC value between the prototype patients linked to v3 (cluster C2)

and v17 (cluster C1) is about 0.1 (low correlation) because these prototypes belong to different

clusters and are spatially separated in the SOM grid. This procedure was performed for all pairs

of prototype vectors of the grid, organizing values into a matrix structure to ease and simplify

the understanding of the similarity among the prototype vectors. To present these coefficients

in a visual manner, a heatmap representation was used in Figure 4.7 (b), where lighter colors

represent low PCC values and more intense colors indicate high PCC values. Since prototype

patients belonging to the same cluster are organized in the heatmap in close positions, we have

superimposed on the heatmap square thick lines for better visual cluster identification.

Next, we analyze the relationship between the profiles of the clusters (see Figure 4.6) and

the profiles corresponding to the CRGs (see Figure 3.4). The resulting PCC values (for both

diagnoses and drugs) are shown in Table 4.1. Note that cluster C1 is highly related to CRG-1000
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Figure 4.7: AHC result using the prototype patients. (a) The SOM grid representation, the

names of the prototype patients {vj}Mp

j=1 and clusters (separated by a thick black line). (b)

Heatmap representation indicating PCC values between pairs of prototype patients. Note that

each cluster is displayed using a different color and the clusters in panel (b) were delimited by

coloured thick lines.

in both profiles (PCC values > 0.9). Regarding diagnosis profiles of clusters C2 and C3, they

presented a high correlation with that of CRG-5424 (PCC values over 0.9) when considering

all patients. On the contrary, the drug profile of C2 showed a moderate correlation (PCC value

of 0.618) with CRG-5424. To clarify the correlation analysis on patients linked to CRG-5424,

we additionally compute the PCC between profiles of clusters and those of patients in CRG-

5424 with different types of diabetes (T1D and T2D patients). Thus, cluster C2 presents a high

correlation with the diagnosis and drug profiles when considering T1D patients, while cluster

C3 has a high correlation when considering T2D patients. Regarding cluster C4, its profiles

present a low correlation with all the considered CRGs. As shown in the cluster characterization,

C4 gathers women suffering complications during pregnancy. Profiles of cluster C5 are closely

related (PCC values > 0.9) to those of the CRG-5192 (the hypertensive population), supporting

the characterization of this cluster as hypertensive patients.
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Table 4.1: The PCC values between the profiles of each cluster (from C1 to C5) and those

associated with each CRG.

C1 C2 C3 C4 C5

PCC between CRG-1000 and cluster for:

Diagnosis profile 0.973 0.250 0.275 0.197 0.354

Drug profile 0.992 0.265 0.434 0.436 0.593

PCC between CRG-5192 and cluster for:

Diagnosis profile 0.505 0.151 0.276 0.511 0.991

Drug profile 0.674 0.272 0.598 0.462 0.990

PCC between CRG-524 and cluster for:

Diagnosis profile (all patients) 0.388 0.978 0.996 0.100 0.314

Drug profile (all patients) 0.513 0.618 0.953 0.260 0.609

Diagnosis profile (T1D patients) 0.375 0.996 0.951 0.067 0.187

Drug profile (T1D patients) 0.343 0.991 0.333 0.152 0.262

Diagnosis profile (T2D patients) 0.381 0.975 0.996 0.089 0.295

Drug profile (T2D patients) 0.511 0.425 0.993 0.269 0.605

4.5 Discussion

In this chapter, the SOM demonstrated to be an effective unsupervised learning method to find

and visualize patterns associated with high-dimensional clinical data. The two-stage

methodology composed of the SOM and AHC worked reasonably well to characterize the

patient’s health status and to distinguish patients with common clinical characteristics.

A significant finding was the pattern associated with the use of insulin in a determined set

of diabetic patients. Experimental outcomes showed that patients associated with CRG-5424

were divided into two clusters: C2 (T1D patients) and C3 (T2D patients). Cluster C2 was

characterized because its individuals took mostly insulin while consuming much fewer

biguanides, which is a common drug in the treatment of diabetes (see the peak in the profile of

CRG-5424 in Figure 3.4 (f)). However, the drug profile of cluster C3 is most similar to the one

of CRG-5424. Among the ATC codes with the highest presence rate in C3 were found

biguanides and HMG CoA reductase inhibitors, which corresponds with peaks in the drug

profile of CRG-5424. The comparison of the aforementioned profiles was helpful to
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distinguish major differences existing in the drugs dispensed for C2 and C3. Our approach

supported the identification of insulin-dependent diabetic patients and noninsulin-dependent

diabetic patients.

Another relevant finding was the presence of women with complications during pregnancy

in cluster C4. Most patients belonging to this cluster were assigned the ICD9-CM code ‘401’

(essential hypertension), showing that C4 could be linked to chronic conditions. Among the

complications during pregnancy, we can find the onset of hypertension [123]. Evidence

suggests that a high percentage of pregnant women may develop high BP, which in certain

cases may provoke acute conditions such as preeclampsia [124]. Despite this cluster has

patients with hypertension, its corresponding profiles differ greatly from those profiles of

CRG-5192. Notably, we highlight the absence in C4 of drugs linked for treating hypertension,

such as ACE inhibitors, angiotensin receptor blockers, or diuretics. Furthermore, patients of

C4 presented a lower mean age (30 years) compared to patients categorized as CRG-5192

(mean age of 55.74). Finally, the considered CPRs showed the prevalence of drugs allowed for

pregnant women (‘H03CA’, ‘N01BB’, ‘N02BB’, ‘N02BE’), which is coherent considering the

relationship between pregnancy and drugs prescribed by practitioners.

Given all aforementioned outcomes, we confirmed that the data-driven two-stage

methodology is effective for finding groups of patients with similar health statuses. CRGs

were designed based on a set of hierarchical rules validated by experts of the clinical sphere on

the basis of specific populations. The latest raises a potential bias for researchers and clinicians

that try to group patients and assign them a health status according to a determined population

classification system. In this sense, our results open up an interesting, and more than

reasonable, alternative to the use of CRGs. Although CRGs have been broadly applied and

tested in different studies, their assignation of patients into the CRGs is not without errors,

mainly since CRGs are based on the health care of the United States of America. Since the

patient characterization through diagnosis and drug codes is dependent on the clinical practice,

the rules provided by the current population classification systems cannot be suitable for all

realities. Our methodology raises as a suitable alternative for building appropriate clinical

groups, regardless of the context, becoming a more general approach that can be applied to any

population due to its data-driven nature.
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Chapter 5

Autoencoders for Learning Clinical Latent

Representations

We propose in this chapter the use of unsupervised learning to identify and visualize clusters

of patients with similar clinical conditions through nonlinear dimensionality reduction and

clustering methods. Furthermore, a visual approach that can support clinicians to track the

patient health status trajectory on a two-dimensional map is provided.

5.1 Introduction

In recent years, individuals diagnosed with chronic conditions such as diabetes and

hypertension have reached alarming numbers worldwide [13, 40]. The coexistence of multiple

chronic conditions, also known as multimorbidity, is frequent and progressively more common

with age [176]. Multimorbid patients tend to have psychological distress, longer hospital stays,

more prescribed drugs, and poor quality of life [37, 38]. Furthermore, multimorbidity

increases the clinical complexity due to the variety of drug treatments, making the process of

extraction of clinical knowledge more difficult [177]. A low-dimensional space could improve

the performance of subsequent ML tasks such as clustering and data visualization, helping to

get a better understanding of the patient’s health status evolution.

Linear and non-linear feature reduction methods must consider non-obvious dependencies

between input features and capture intrinsic relationships from data [148, 178, 179]. Among

them, ANN-based models have become the most popular approaches due to their remarkable

61
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capacity for capturing complex relationships through nonlinear transformations [147]. Owing

to the significant strides shown in other disciplines, the use of ANN-based models has been

extended to the clinical setting. Among these, we consider an Autoencoder (AE) [180] to

transform a high-dimensional space D into a lower-dimensional space d, being D > d. These

transformations aim to preserve relevant information from the input data and can be used in

data visualization, clustering, classification, among others. In the literature, several AE

variants have been proposed [181, 182, 183, 184], highlighting the Denoising Autoencoder

(DAE) [181] for its capacity to deal with noisy data. Several studies have successfully applied

DAEs for capturing relevant insights from data in a variety of clinical

applications [185, 186, 187, 188].

The contribution in this chapter is twofold. Firstly, we analyze the potential of using DAEs

for building LRs to characterize high-dimensional patient data using diagnoses and drug codes.

These LRs serve as a base for finding groups of patients with similar clinical conditions by

visualizing high-dimensional data into a lower-dimensional space and thus supporting the

clinical interpretation. We considered EHR-based data associated with healthy patients and

those suffering from diabetes, hypertension, and multimorbidity. Secondly, we present a

proof-of-concept using synthetic patients for visually characterizing the health status

progression associated with chronic conditions.

5.2 Autoencoders and Clinical Latent Representations

We introduce in this section the fundamentals of the AE-based models and the clustering

methods used for building clinical LRs. Formally, considering a dataset X = {xi}ni=1

consisting of n patient vectors, with the i-th patient represented by a vector of D features,

xi = [xi,1, . . . , xi,D] ∈ RD. We use AEs to transform these patient vectors into H = {hi}ni=1,

with the i-th LR hi characterized by a vector of d features, hi = [hi,1, . . . , hi,d] ∈ Rd. Note that

the dimensionality of x is higher compared to h (D > d). The simplest AE is composed of

three layers (input, hidden and output layer) and has two parts, an encoder and a

decoder [147, 149]. As the number of the neurons in the hidden layer is commonly lower than

the number of the neurons at the input layer, the network is forced to learn a compressed

representation of the input. A schematic representation is depicted in Figure 5.1 (a).
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Figure 5.1: A schematic representation of AEs. (a) The AE and (b) the DAE.

During the AE training, the input and hidden layers conduct an encoding phase, while the

hidden and output layers implement a decoding phase. The encoder provides a new

representation by transforming an input vector x into a dimensionality-reduced representation

h guided by the mapping

h = fθ(x) = fθ(W · x+ b),

being W ∈ Rd×D and b ∈ Rd a weight matrix and a bias vector associated with the encoder,

respectively. Hence, the encoding mapping provides a new feature space called latent space.

The decoder tries to reconstruct x from h guided by:

x̂ = gθ′(h) = gθ′(W
′ · h+ b′)

where x̂ ∈ RD is an approximated representation of x, W′ ∈ RD×d and b′ ∈ RD are a

weight matrix and a bias vectors associated with the decoder. Activation functions fθ(·) and

gθ′(·) are parameterized by θ = {W,b} and θ′ = {W′,b′}. Over last years many activation

function types have been proposed, highlighting the sigmoid, hyperbolic tangent and rectified

linear unit (RELU), LeakyRELU functions, among others. Given a set of n samples, the AE

is trained using the backpropagation algorithm [189] seeking to find the optimal parameters

θ∗ = {W∗,b∗} and θ′∗ = {W′∗,b′∗}, aiming to minimize the difference between x and x̂

through a cost function defined as follows:

J(θ, θ′) =
n∑
i=1

L(x(i), x̂(i))



5.2. AUTOENCODERS AND CLINICAL LATENT REPRESENTATIONS 64

where L(·) is a loss function, typically a mean square error L(x, x̂) = ‖x−x̂‖2. Because binary

data are considered in this chapter, the binary cross-entropy was selected as loss function:

L(x, x̂) = −xlog(x̂) + (1− x)log(1− x̂)

In recent years, several regularization strategies (imposing some restrictions on the AE) have

been proposed for improving the robustness and generalization of the LRs, yielding to different

types of AEs [181, 182, 183, 184]. Among these, the DAE [181] seeks to build more robust

LRs through a stochastic corruption process applied at x, obtaining a corrupted version x̃. A

schematic representation of the DAE is shown in Figure 5.1 (b).

Previous works have used different noise sources for performing the corruption

process [181]. Owing to the binary features considered in our dataset (see the dataset

description in Chapter 3.1), we used the Zero Masking Noise (ZMN) and the Salt and Pepper

Noise (SPN). ZMN randomly selects a fraction of the elements in x and then sets the value of

them to a minimum value. SPN randomly selects a fraction of the elements of x and, also in a

random manner, sets their value to a maximum or minimum value [181]. For binary features in

x, i.e., xi ∈ {0, 1} ∀i = 1, . . . , D, the maximum and minimum value corresponds with binary

values ‘1’ or ‘0’, respectively.

The obtained LRs are used as input to clustering methods aiming to find k groups of patients

C = {Ci}ki=1 with similar clinical conditions [102], where Ci denotes the i-th cluster containing

a total of ni LRs. The k-means [104] and the AHC were considered as clustering methods

in this chapter. Given the previous clustering results in Chapter 4, where AHC using Ward

linkage [107] showed a better clustering performance (see Figure 4.4), in this chapter, we apply

this linkage for clustering the LRs. Both methods have been used in the clinical setting, showing

a good performance when clustering patients with similar health statuses [190, 191, 192, 193].

Regarding k-means, it is the most popular partitioning-based method and was chosen due to its

simplicity, performance, and ease of implementation. The AHC method was selected because

no initialization process is required and because this is more suitable for handling real-world

data [108]. In the next sections, we evaluate and compare the clustering performance of both

k-means and the AHC method with Ward linkage. As mentioned in Chapter 2, the choice of

the number of clusters is one of the major challenges in clustering. Many methods have been

proposed in the literature for estimating the appropriate number of clusters, being the CVIs the
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most used [102]. We consider in this chapter both the silhouette coefficient and the DBI.

5.3 Clustering Patients with Clinical Latent Representations

In this section, we present the experimental setup by detailing the parameters involved in the

DAE learning algorithm. Then, we explain the procedure to select the appropriate number of

clusters considering the LRs, aiming to identify and visualize clusters of patients. Finally, the

clinical characterization of clusters is carried out.

Experimental Setup

In this chapter, two case studies were analyzed. The first case-study considered healthy (CRG-

1000), hypertensive (CRG-5192), and diabetic patients (CRG-5424), while the second case-

study complemented the previous one by including patients belonging to CRG-6144. Note

that the last case-study is clinically more complex due to the inclusion of patients with two co-

occurring chronic conditions (diabetes and hypertension). A description of the statistics for each

CRG is shown in Table 3.1 and the corresponding profiles were depicted in Figure 3.4. As can be

noted from Table 3.1, CRGs present remarkable differences in the number of patients, causing

the well-known class imbalance problem. To address this issue and as stated in Chapter 3, the

random undersampling approach was applied, thus reducing the number of samples associated

with the majority groups taking as reference the number of patients in the minority group. In

our case, the CRG-5424 corresponds to the minority group with 2,166 patients, yielding a total

of 6,498 patients for the first case-study, and 8,664 patients for the second one. For training

the DAEs, we just used the clinical codes, while age and sex were only used for analyzing the

clusters found (not for training). The resulting datasets for each case-study were split into two

independent subsets, considering 75% of patients for obtaining the most appropriate number of

clusters and the remaining 25% for the clinical characterization of the clusters.

The implementation of DAEs was carried out with the Python’s libraries Keras [194] and

Theano [195], broadly used by the ML community. DAEs were configured with a minibatch

gradient descent with early stopping and an optimizer based on adaptive learning rate, best-

known as Root Mean Squared Propagation (Rmsprop) [196]. The binary-cross-entropy and

the RELU were chosen as the cost function and the activation function, respectively. Owing
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to the binary nature of the original features, the sigmoid activation function was considered in

the output layer. DAEs were trained by exploring a different number of neurons in the hidden

layer associated with d (10, 40, 80, 160). Following a similar approach to [181], in this chapter

DAEs were used with ZMN and SPN and varying the level of noise in the range between 0 and

100 [181]. Several architectures were considered, showing that SPN with a corruption level

of 20 and d = 40 was the most appropriate configuration to establish clusters of patients with

specific clinical characteristics.

Estimation of the Number of Clusters

In this chapter, we use the LRs to identify clusters of patients with similar clinical

characteristics. Towards that end, we apply two clustering methods: k-means and the AHC

using the Ward linkage. To choose the appropriate number of clusters, two CVIs were used,

the silhouette coefficient and the DBI, shown in the left and right panels of Figure 5.2,

respectively. The CVI values associated with the first and second case-study are depicted in the

first and second row of Figure 5.2, respectively. Note that the silhouette coefficient values are

in the interval [−1, 1], with 0 denoting overlapping between clusters, and 1 and −1 indicating

the best and worst clustering performance, respectively. For DBI, low values indicate a better

clustering performance.

From the CVI analysis, we observed that the AHC method with Ward linkage

demonstrated better clustering performance compared with k-means (in both aforementioned

case studies), showing the highest values in the silhouette coefficient and the lowest values in

the DBI. Regarding the silhouette coefficient, for the first case-study, the most appropriate

number of clusters was five (see peak in Figure 5.2 (a)) and two for the second case-study (see

peak in Figure 5.2 (c)). Considering that in the case-study with four CRGs the selection of two

clusters might not be suitable to properly characterize clinical conditions, we choose the next

highest value, which corresponds with six clusters. The minimum values of DBI in

Figure 5.2 (b) and Figure 5.2 (d) indicated that the most adequate number of clusters was five

and six, respectively. Thus, with the information provided by both CVI values, we henceforth

consider the AHC method with five clusters for the first case-study, and six clusters for the

second case-study.

To complement the cluster analysis, a visual comparison between the two-dimensional
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Figure 5.2: Clustering performance on the LRs for selecting the number of clusters when

considering k-means and AHC with Ward linkage. Right panels represents the silhouette

coefficient and left panels the DBI for: (a-b) the first case-study and (c-d) the second case-study.

projection of the patients considering the labels provided by CRGs and those obtained using

k-means and the AHC was performed. For this purpose, we evaluated the potential of applying

the t-Stochastic Neighbor Embedding (t-SNE) [197] technique to the LRs (d = 40). The

t-SNE is a nonlinear reduction method extensively used for visualizing high-dimensional data

into a two-dimensional space, which has risen in popularity due to recent achievements in

multiple domains and applications [197]. The t-SNE method computes pairwise distances

between samples in the high-dimensional space, which are transformed into a probability

distribution p [197]. Likewise, the similarity among samples in the low-dimensional space is

computed to obtain a probability distribution q. The goal is to get a representation in the

low-dimensional space, referred to as embedding, where q faithfully represents p. Towards that

end, the Kullback-Leibler Divergence (KLD) [198] between q and p is used. Data visualization

in the low-dimensional space can support the interpretation of results in black-box models,
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which has been used in many works [186, 187, 188]. Our results using t-SNE are shown in

Figure 5.3. Note that each patient is represented with the marker ’.’, with the color indicating

the CRG or cluster the patient belongs to. The CRG information is considered in the left

panels, while the middle and right panels consider the clusters obtained by k-means and AHC

methods, respectively.
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Figure 5.3: Projection of patients using LRs, clustering methods and t-SNE. The clustering

results for the first case-study and the second case-study are shown in the first and second row,

respectively. Colors represent: the CRG information (left panels), the k-means clusters (middle

panels), and the AHC clusters (right panels) .

For the first case-study (CRG-1000, CRG-5192, and CRG-5424), the label obtained by the

clustering methods is quite similar to the label provided by the CRG, being the main difference

that certain group of patients belonging to CRG-5192 was arranged in a different cluster (see

points in red color in Figure 5.3 (a-c)). The scenario for the second case-study (CRG-1000,

CRG-5192, CRG-5424 and CRG-6144), is more complex than in the first case-study and the

label obtained with k-means and the AHC differs significantly from the label of CRGs (see

Figure 5.3 (d-f)). The main issue lies in how the patients of CRG-6144 were grouped. At first

sight, these are mixed with patients of CRG-5424 and CRG-5192 in both clustering methods.
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The clinical characterization of clusters in the next subsections will respond to the new

distribution of patients of CRG-6144 in other clusters.

Clinical characterization of clusters associated with healthy and chronic

patients
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Figure 5.4: Description of the clusters found using LRs and AHC when considering patients

of CRG-1000, CRG-5192 and CRG-5424. (a) Projection of patients using LRs and t-SNE; (b)

patient’s age distribution for each cluster; profiles considering (c) diagnosis codes and (d) drug

codes. The color coding is used to indicate different clusters.

In this subsection, we conduct the clinical characterization when considering the first

case-study and five clusters (according to the CVIs). To distinguish the clusters in



5.3. CLUSTERING PATIENTS WITH CLINICAL LATENT REPRESENTATIONS 70

Figure 5.4 (a), patients are represented by dots with different color-coding depending on the

cluster they are assigned to: C1 (blue), C2 (orange), C3 (green), C4 (red), and C5 (purple). To

provide comprehension about the age patterns in each cluster, we display the corresponding

box plot according to gender in Figure 5.4 (b). Note that the median age for women and men is

quite similar for each cluster except for cluster C4, which only gathers women. In the same

way as the CRG characterization was conducted, we show in Figure 5.4 (c-d) the diagnosis and

drug profile for each cluster. The descriptions of the clinical codes with the highest presence

rate are shown in Figure 5.5. For each cell, the balloon plot in this figure shows a dot whose

size and color indicate the presence rate of the corresponding ICD9-CM/ATC code in each

cluster. For each cluster, Table 5.1 shows the percentage of patients linked to each CRG. Next,

we provide some details for each cluster.

Table 5.1: Percentage of patients of each cluster assigned to each CRG for the first case-study.

Cluster ID CRG-1000 CRG-5192 CRG-5424

C1 0.02 0.94 0.04

C2 0.74 0.16 0.10

C3 0.00 0.01 0.99

C4 0.15 0.80 0.05

C5 0.00 0.00 1.00

Cluster C1 encompassed patients with a mean age of 57.24 years. This cluster was

composed of patients originally categorized in the following CRGs: 94% CRG-5192, 4%

CRG-5424 and 2% CRG-1000. The analysis of its diagnosis profile (see blue line in

Figure 5.4 (c)) confirmed ICD9-CM ‘401’ (essential hypertension) as the diagnosis code with

the highest presence rate and ICD9-CM ‘272’ (Disorders of lipid metabolism) as the second

one. The drug profile showed that patients in C1 are characterized by the consumption of ATC

‘C09AA’ (ACE inhibitors), ‘C10AA’ (statins), ‘N02BE’ (anilides), ‘M01AE’ (propionic acid

derivatives), ‘N05BA’ (benzodiazepines) and ‘C08CA’ (dihydropyridine derivatives). As stated

in previous chapters, ATC ‘C09AA’ is the first-line drug in the treatment of hypertension,

while statins are extensively used to reduce low-density lipoprotein cholesterol and prevent

cardiovascular events [137, 143]. Both ATC ‘M01AE’ and ‘N02BE’ are analgesics used in the

relief of pain. Benzodiazepines are drugs used to treat anxiety disorders, short-term relief of
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Figure 5.5: Description of the most frequent clinical codes associated with the clusters found

for the first case-study (CRG-1000, CRG-5192 and CRG-5424). Each cell contains a dot whose

size is proportional to the presence rate of the corresponding ICD9-CM/ATC code.

anxiety symptoms, as well as sleep disorders [199]. Benzodiazepines are anxiolytics for

treating patients suffering from T2D with a history of stress and anxiety [200]. According to

the literature [201], depression is frequent patients with diabetes and hypertension. Note that

clinical codes with the highest presence rate in the profiles of C1 correspond to the highest

peaks in the profiles of the CRG-5192 (see Figure 3.4 (e)). Thus, we associate cluster C1 with

the hypertensive population.

Cluster C2 gathered patients with a mean age of 32.07 years (younger than patients in C1).

This cluster was composed of patients originally categorized in the next CRGs: 74% of

CRG-1000, 16% of CRG-5192, and 10% of CRG-5424. The exploration of its diagnosis
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profile (see the orange line in Figure 5.4 (c)) showed that the majority of codes had presence

rate values below 0.1. By analyzing the drug profile (see the orange line in Figure 5.4 (d)), the

most common drugs found were analgesics (ATC codes ‘N02BE’ and ‘M01AE’). The codes

with the highest presence rate in the profile of cluster C2 correspond with those with the

highest presence rate in CRG-1000 (see Figure 3.4 (a-b)). Thus, considering the profiles and

the percentages of individuals related to CRG-1000, we identify patients of cluster C2 as a

healthy population. Though cluster C2 contains a considerable proportion (about 25%) of

patients assigned to chronic health statuses, the analysis of the profiles revealed that these

patients only had the ICD9-CM codes ‘250’ and ‘401’, with no consumption of

antihypertensive or antihyperglycemic drugs. This may be the reason why our procedure

encompasses these patients in cluster C2.

Cluster C3 included patients with a mean age of 55.29 years (quite similar to cluster C1),

with 1% of them labeled as hypertensives (CRG-5192) and 99% as diabetics (CRG-5424). The

diagnosis profile of C3 (see green line in Figure 5.4 (c)) showed the prevalence of the ICD9-

CM codes ‘250’ (diabetes mellitus) and ‘272’ (disorders of lipid metabolism). The first code is

the main diagnosis utilized for diabetes, while the second one corresponds to patients suffering

from cholesterol disorders. The drug profile of C3 showed the prevalence of the following ATC

codes: ‘A10BA’ (biguanides), ‘C10AA’ (statins), ‘A02BC’ (proton pump inhibitors), ‘M01AE’

(propionic acid derivatives), ‘N02BE’ (anilides) and ‘N05BA’ (benzodiazepine derivatives). As

examined in previous chapters, biguanides are antihyperglycemic drugs used as therapy for

T2D [142], statins are used to lower lipoprotein cholesterol [143], and proton pump inhibitors

are indicated for reducing gastric acid secretion. Benzodiazepines are drugs used for treating

anxiety disorders [199], with positive results in patients with T2D [200] to reduce anxiety and

lipoprotein cholesterol during benzodiazepine treatment. As shown in the profiles, the drug

codes with the highest presence rate in C3 were ‘A10BA’ and ‘C10AA’, also corresponding to

peaks in the drug profile of CRG-5424. Likewise, the diagnosis more prevalent in C3 (ICD9-

CM ‘250’) coincided with that more frequent in CRG-5424. All this combined allows us to

characterize cluster C3 as diabetics with high consumption of biguanides, closely related to

patients suffering from T2D.

Cluster C4 was composed of women with a mean age of 29.87 years (the youngest cluster).

The patients of this cluster were originally categorized in the following CRGs: 15%
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CRG-1000, 80% CRG-5192 and 5% CRG-5424. By exploring the corresponding diagnosis

profile in Figure 5.4, we observed that one of the most prevalent diagnosis codes was ‘401’

(essential hypertension). Also, codes related to pregnancy status were frequent: ‘V27’

(outcome of delivery), ‘V22’ (normal pregnancy), ‘648’ (other current conditions complicating

pregnancy childbirth), and ‘650’ (normal delivery). The drug profile of C4 showed as frequent

the following ATC codes: ‘B03AA’ (Iron bivalent), ‘H03CA’ (Iodine therapy), ‘N02BB’ and

‘N02BE’. The two first drugs are highly recommended during pregnancy, and the remaining

ones are analgesics and anti-inflammatory drugs. Evidence suggests that more than 50% of

women use analgesics during pregnancy [202]. It can be noted in Table 5.1 that the majority of

patients in C4 suffer from hypertension (CRG-5192), an important complication during

pregnancy that occurs in about 6 − 8% of pregnancies [123]. Despite the high proportion of

patients in CRG-5192, the absence of antihypertensive drugs in the profile of this cluster is

notable. Unlike the drug profile associated with the hypertensive population (see

Figure 3.4 (d)), ATC ‘C09AA’ is not one of the most frequent codes in the profile of C4. This

may be motivated because, in clinical practice, certain types of antihypertensive drugs such as

ACE inhibitors and angiotensin receptor blockers are not recommended and even are

contraindicated during pregnancy because of adverse fetal effects [174, 123]. By analyzing

healthy patients in C4, we identified that they had been assigned with ICD9-CM ‘648.8’

(abnormal glucose tolerance of mother complicating pregnancy childbirth), which is used to

code GD. Thus, we can characterize patients of C4 as pregnant women with complications

during pregnancy, including hypertension and GD.

Cluster C5 is composed of patients with a mean age of 31.89 years, all of them categorized

as diabetics (CRG-5424). Regarding the diagnosis profile (see the purple line in

Figure 5.4 (c)), it showed ICD9-CM ‘250’ as the more frequent code. None of the other codes

stand out in the diagnosis profile of C5. By analyzing the drug profile (see purple line in

Figure 5.4 (d)), patients of C5 showed high consumption of different types of insulin:

‘A10AB’ (fast-acting) and ‘A10AE’ (long-acting). Individuals in cluster C5 took much more

insulin than biguanides, which contrasts with the consumption of patients linked to CRG-5424

(see Figure 3.4 (f)), where biguanides reach the highest value in the drug profile. Clusters

identified as diabetics (C3 and C5), beyond pharmacological treatment (insulin versus

biguanides), presented notable differences in the age distribution. This supported the evidence
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that age is a relevant variable to identify chronic patients and concluded that there is a link

between types of diabetes and the patients’ age. Generally, T1D is a metabolic disorder that

affects mainly children and adolescents, while T2D is related to adults [52]. Thus, patients of

C5 can be characterized as diabetics with a drug treatment based on insulin.

Table 5.2: Statistics associated with the cluster analysis using LRs and AHC when considering

the first case study. For each cluster, we show: (1) the age (mean ± standard deviation) and (2)

the PCC value between the diagnosis/drug profile of each cluster and CRG.

C1 C2 C3 C4 C5

Age (mean±std) 57.24±12.36 32.07±18.69 55.29±10.80 29.87±5.24 31.89±15.03

PCC between CRG-1000 and cluster for:

Diagnosis profiles 0.34 0.92 0.27 0.28 0.26

Drug profiles 0.59 0.97 0.39 0.40 0.28

PCC between CRG-5192 and cluster for:

Diagnosis profiles 0.98 0.58 0.31 0.55 0.13

Drug profiles 0.98 0.74 0.56 0.43 0.29

PCC between CRG-5424 and cluster for:

Diagnosis profiles 0.30 0.52 0.98 0.11 0.96

Drug profiles 0.61 0.54 0.94 0.25 0.62

To complement the above cluster characterization, we conducted a correlation analysis by

using the profiles of each cluster, from C1 to C5 (see Figure 5.4 (c-d)), and those associated

with CRG-1000, CRG-5192, and CRG-5424 (see Figure 3.4). Similar to the analysis

performed in Chapter 4, we used the PCC to quantify the relationship between profiles. Since

the PCC measures the linear correlation between two vectors, we can obtain a reference of the

relationship between profiles (considered as vectors) of clusters and those of CRGs. The

resulting PCC values for the first case-study are shown in Table 5.2. Note that cluster C1

presented a high correlation with CRG-5192 in terms of both diagnosis and drug profiles,

showing PCC values equal 0.98. Likewise, the profiles of cluster C2 and CRG-1000 presented

a high correlation, with PCC values > 0.9. The clusters C3 and C5 present a high relationship

with the diagnosis profile of CRG-5424 (PCC values > 0.9). However, the drug profile of C5

showed a low linear relationship with the one associated with CRG-5424 (PCC value ≈ 0.6).

As stated in Chapter 2, CRG-5424 gathers individuals diagnosed with T1D and T2D. Since the
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majority of individuals in CRG-5424 suffer from T2D (over 85%), the drug profile of

CRG-5424 tends to be more representative for those drugs used for treating T2D (for instance

biguanides and statins). In the case of cluster C5 (patients with T1D), the most common drugs

prescribed were insulin (see the purple line in Figure 5.4 (d)), which do not correspond to the

highest values in the drug profile of CRG-5424 (see Figure 3.4 (f)), and this would explain that

the PCC was moderate. Finally, the profiles of cluster C4 are not correlated with any profile of

the considered CRGs (PCC values < 0.55), since the most common diagnoses and drug codes

in cluster C4 did not match with any CRG (CRG-1000, CRG-5192, CRG-5424). In fact,

cluster C4 showed clinical characteristics mainly related to pregnant women, which is not

specifically identified in any of the considered CRGs.

Clinical characterization of clusters associated with healthy, chronic and

multimorbid patients

In this subsection, the clusters obtained in the second case-study are described from a clinical

perspective. As previously shown, the most appropriate number of clusters when considering

CRG-1000, CRG-5192, CRG-5424 and CRG-6144 were six. Henceforth, these clusters are

identified as follows: C1 (blue), C2 (orange), C3 (green), C4 (red), C5 (purple), C6 (brown).

Figure 5.6 (a) shows the result of projecting patients by combining DAE, AHC, and t-SNE.

Figure 5.6 (b) depicts the patient’s age distribution for each cluster. As in the first case-study, we

used the values of the cluster profiles depicted in Figure 5.6 (c-d). To provide the clinical code

descriptions and the corresponding presence rates in the profiles for each cluster, we present a

balloon plot in Figure 5.7. For each cluster, Table 5.3 shows the percentage of patients linked

to each CRG. Next, we provide some details for each cluster.

Cluster C1 included patients with a mean age of 56.69 years, 1% of them were categorized

as healthy individuals (CRG-1000), 77% as hypertensive population (CRG-5192), 5% as

diabetics (CRG-5424) and 17% as co-occurring diabetes and hypertension (CRG-6144). By

analyzing the diagnosis profile in Figure 5.6 (c), we observed that the most prevalent diagnosis

codes were ICD9-CM ‘401’ and ‘272’. The first code is linked to hypertension and the second

one to lipid disorders. Concerning the drug profile, we observed that ATC codes with the

highest values were ‘C09AA’, ‘A02BC’, ‘C10AA’, ‘N02BE’, ‘M01AE’ and ‘N05BA’. As



5.3. CLUSTERING PATIENTS WITH CLINICAL LATENT REPRESENTATIONS 76

−40 −20 0 20 40 60

−40

−20

0

20

40

C1
C2
C3
C4
C5
C6

(a)

C1 C2 C3 C4 C5 C6
cluster

0

20

40

60

80

100

ag
e female

male

(b)

ICD9-CM codes

0
200

400
600

800
VE

M

Clusters C1
C2

C3
C4

C5
C6

Presence rate

0.0

0.2

0.4

0.6

0.8

1.0

(c)

ATC codes

A
C

D
J

N
V

Clusters C1
C2

C3
C4

C5
C6

Presence rate

0.0

0.2

0.4

0.6

0.8

1.0

(d)

Figure 5.6: Description of clusters found using LRs and AHC when considering patients of

CRG-1000, CRG-5192, CRG-5424 and CRG-6144. (a) Projection of patients using LRs and

t-SNE; (b) patient’s age distribution for each cluster; profiles considering (c) diagnosis codes

and (d) drug codes. Different colors refer to different clusters.

described in the first case-study, ‘C09AA’ is used to treat hypertension, and ‘C10AA’ is

recommended to reduce low-density lipoprotein cholesterol [137, 143]. Also, we find ATC

‘N05BA’ (benzodiazepines) as one of the diagnosis codes more frequent, which is important

because points out the link between chronic diseases and depression, which has been studied in

several works [201]. Though the majority of patients were associated with CRG-5192, almost

25% of individuals in C1 were assigned to diabetics patients (CRG-5424 and CRG-6144). The

drug profile of C1 follows similar drug consumption patterns to that of hypertensive patients
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Figure 5.7: Description of the most frequent clinical codes associated with clusters found for

the second case-study (CRG-1000, CRG-5192, CRG-5424 and CRG-6144). Each cell contains

a dot whose size is proportional to the presence rate of the corresponding ICD9-CM/ATC code.

(CRG-5192), showing a high consumption of ‘C09AA’ and ‘C10AA’. With the previous

insights, we link cluster C1 to the hypertensive population.

Cluster C2 gathered individuals with a mean age of 31.19 years. This cluster was composed

of patients originally categorized in the following CRGs: 81% as CRG-1000, 15% as CRG-

5192 and 4% as CRG-5424 and no patients of CRG-6144. The diagnosis profile of C2 showed

codes with a low presence rate, being ‘526’ (diseases of the jaws), ‘463’ (acute tonsillitis) and

‘780’ (general symptoms) ICD9-CM codes with the highest values (all of them lower than
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20%). By analyzing the drug profile, we observed that most of the ATC codes were related to

analgesics (‘M01AE’, ‘N02BE’). We identified that the profiles of cluster C2 and the profiles

associated with CRG-1000 (see Figure 3.4 (a-b)) are similar in terms of the most frequent

clinical codes. Although C2 gathers patients categorized in CRG-5192 and CRG-5424, the drug

profile of C2 indicated that these patients were not taking drugs to treat neither hypertension nor

diabetes. Thus, considering that the majority of patients are in CRG-1000 and the corresponding

profiles, we characterize patients in cluster C2 as healthy ones.

Table 5.3: Percentage of patients of each cluster assigned to each CRG for the second case-

study.

Cluster ID CRG-1000 CRG-5192 CRG-5424 CRG-6144

C1 0.01 0.77 0.05 0.17

C2 0.81 0.15 0.04 0.00

C3 0.00 0.01 0.74 0.25

C4 0.00 0.07 0.10 0.83

C5 0.18 0.62 0.16 0.04

C6 0.00 0.00 1.00 0.00

Cluster C3 included patients with a mean age of 55.22 years. This cluster was composed

of patients categorized in the following CRGs: no patients of CRG-1000, 1% CRG-5192, 74%

CRG-5424, 25% CRG-6144. By analyzing the diagnosis profile, we observed the ICD9-CM

code ‘250’ (diabetes) and ‘272’ (disorders of lipoid metabolism) as the most frequent ones.

The analysis of the drug profile showed high consumption of ATC ‘A10BA’ (biguanides) and

‘C10AA’ (statins). As examined, biguanides are mainly prescribed to treat patients with T2D

and statins are prescribed to lower cholesterol and lipids [142, 143]. The profiles of cluster C3

were the most similar to those associated with CRG-5424 (see Figure 3.4). As noted in Table 5.3

a considerable percentage of patients belonging to CRG-6144 (with co-occurring diabetes and

hypertension) appeared in C3. Further analysis of the profiles demonstrated that patients of

CRG-6144 in cluster C3 mostly consumed ATC ‘A10BA’, a drug recommended to treat T2D.

We can characterize individuals of C3 as diabetic patients mostly consuming biguanides.

Cluster C4 included individuals with a mean age of 62.60 years (the highest mean age

among the clusters analyzed). This cluster, which contains no patients of CRG-1000, was
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composed of 7% of patients categorized in CRG-5192, 10% assigned to CRG-5424 and 83%

to CRG-6144. The analysis of the diagnosis profile showed that ICD9-CM ‘250’ (diabetes)

and ‘401’ (hypertension) were the ICD9-CM codes with the highest presence rates. Its drug

profile indicated that the drug codes with highest values were ‘C10AA’, ‘C09AA’, ‘A02BC’,

‘A10BA’, and ‘B01AC’ (platelet aggregation inhibitors). As stated previously in other profiles,

‘C09AA’ is used for treating hypertension, ‘A10BA’ for T2D, and ‘C10AA’ for reducing

cholesterol. For the first time, the ATC ‘B01AC’ appears as one of the most frequent drugs,

frequently prescribed to people over 65 for preventing cardiovascular complications. As we

can observe in Table 5.3, the majority of patients of C4 were categorized as CRG-6144, which

includes patients suffering from two chronic conditions simultaneously. Generally, patients

with hypertension often exhibit insulin resistance and are at a greater risk of developing

diabetes than healthy patients [203]. Furthermore, evidence suggests that hypertension affects

approximately 70% of patients with diabetes, showing a link between these chronic

conditions [204]. Thus, we can characterize cluster C4 as patients with co-occurring diabetes

and hypertension.

Cluster C5 encompasses patients with a mean age of 31.84 years. This cluster was

composed of patients categorized in the following CRGs: 18% CRG-1000, 62% CRG-5192,

16% CRG-5424, 4% CRG-6144. By analyzing the diagnosis profile (see the purple line in

Figure 5.6 (c)) and Figure 5.7, we observed that the codes with the highest presence rate were

ICD9-CM ‘V27’ (outcome of delivery), ‘401’ (hypertension), ‘V22’ (normal pregnancy),

‘648’ (linked to complications during pregnancy, including GD), ‘650’ (normal delivery) and

‘664’ (trauma to vulva). Remark that GD is defined as glucose intolerance (in different levels)

that appears during pregnancy, especially affecting overweight and obese women. According

to the literature [205], about 7% of pregnancies are complicated by GD, and women with this

condition may be at higher risk for T2D [125]. Regarding the drug profile, the most frequent

ATC codes were linked to analgesics (‘N02BB’, ‘N02BE’, ‘N01BB’) and supplements

recommended during pregnancy, such as ‘B03AA’ (iron bivalent) and ‘H03CA’ (iodine

therapy). We can therefore characterize patients of this cluster as women with complications

during pregnancy that include hypertension and GD.

Cluster C6 gathered patients with a mean age of 28.32 years, all of them assigned to

CRG-5424. The exploration of the diagnosis profile of C6 (see the brown line in



5.3. CLUSTERING PATIENTS WITH CLINICAL LATENT REPRESENTATIONS 80

Figure 5.6 (c)) and Figure 5.7 showed that the ICD9-CM code with the highest presence rate

was ‘250’, standing out over the remaining codes (with a presence rate lower than 20%). The

drug profile of this cluster showed that patients mostly took insulin (ATC ‘A10AB’ and

‘A10AE’) and glycogenolytic hormones (ATC ‘H04AA’). Insulins are the recommended drug

therapy for T1D, and glycogenolytic hormones (best known as glucagon) are used as

glucose-lowering drugs for treating hypoglycemic reactions in diabetics who take insulin [54].

Literature reveals that glycemic control is key for preventing long-term complications related

to diabetes. However, improper dosing of antidiabetic medications such as insulin can lead to

hypoglycemic episodes, and increase the risk of severe morbidity or even death [206]. As in

the first case-study, the diabetic population associated with CRG 5424 was also divided now

into two clusters, C3 (green points) and C6 (brown points). Both clusters presented the

ICD9-CM ‘250’ as the most frequent diagnosis code, standing out from other codes. The main

difference between C3 and C6 corresponds to the drug treatment (see green and brown lines in

Figure 5.6 (d)) and in Figure 5.7. Patients of cluster C3 mainly consume biguanides

(noninsulin-dependent diabetics), and those belonging to C6 are treated with insulin

(insulin-dependent diabetics).

Similar to the first case-study, we conducted a correlation analysis between profiles

associated with clusters found in the second case-study and those linked to CRGs. The profiles

for each cluster were depicted in Figure 5.6 (c-d), and those associated with CRGs were shown

in Figure 3.4. The resulting PCC values for the second case-study are presented in Table 5.4.

We observe that profiles of cluster C1 were highly related to those of CRG-5192, with PCC

values of 0.97. The profiles of cluster C2 were similar to drug/diagnosis profiles of CRG-1000,

showing PCC values higher than 0.97. The profiles of clusters C3 and C6 (where the majority

of patients were assigned to the CRG-5424) presented a high correlation with the diagnosis

profile of CRG-5424, with PCC values ≥ 0.94. The drug profile of C3 presents a high

correlation with the profile of CRG-5424 (with a PCC of 0.96). However, the drug profile of

C6 showed a low correlation with the one associated with CRG-5424 (PCC value ≈ 0.55). The

reason is that the most frequent drugs in C6 are insulins, which do not correspond to the codes

with the highest rates in the drug profile of CRG-5424 (see Figure 3.4 (f)). Cluster C4, which

was mainly composed of patients with multimorbidity, presented the highest correlation with

CRG-6144 (PCC values ≥ 0.98). It is reasonable that, since CRG-6144 is composed of
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individuals suffering from co-occurring hypertension and diabetes, their profiles also show

high rates in codes ’401’, ‘250’, ‘C09AA’ and ‘A10BA’, also present in CRG-5192 and

CRG-5424 (PCC values higher than 0.7). Finally, cluster C5, which encompasses pregnant

women, presented low PCC values (< 0.5) with profiles associated with the considered CRGs

(see Table 5.4), since the clinical characteristics associated with pregnancy are not exclusively

assigned to a particular CRG.

Table 5.4: Statistics associated with the cluster analysis using LRs and AHC when considering

the second case-study. For each cluster, we show: (1) age (mean ± standard deviation) and (2)

the PCC value between the diagnosis/drug profile of each cluster and CRG.

C1 C2 C3 C4 C5 C6

Age (mean±std) 56.69±12.29 31.19±18.31 55.22±11.47 62.60±10.65 31.84±5.26 28.32±12.63

PCC between profiles of

CRG-1000 and clusters:

Diagnosis profiles 0.37 0.98 0.24 0.23 0.24 0.27

Drug profiles 0.62 0.97 0.39 0.32 0.45 0.30

PCC between profiles of

CRG-5192 and clusters:

Diagnosis profiles 0.97 0.42 0.32 0.70 0.49 0.10

Drug profiles 0.97 0.72 0.61 0.75 0.48 0.19

PCC between profiles of

CRG-5424 and clusters:

Diagnosis profiles 0.42 0.35 0.99 0.82 0.13 0.94

Drug profiles 0.69 0.53 0.96 0.84 0.28 0.55

PCC between profiles of

CRG-6144 and clusters:

Diagnosis profiles 0.80 0.35 0.88 0.99 0.30 0.73

Drug profiles 0.87 0.49 0.93 0.98 0.28 0.24

5.4 Synthetic Patients to Visualize Clinical Patterns

In this section, a proof-of-concept is presented to map the progression of the health status

evolution on a low-dimensional space. This proof-of-concept is conducted through synthetic
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patients. For this purpose, we identified those codes with the highest presence rate in the

diagnosis and drug profile associated with each cluster found in Section 5.3, according to

Figure 5.5 and Figure 5.7. We distinguish between two types of synthetic patients: simple and

complex.

A simple synthetic patient ps ∈ RD is represented by a binary vector with all elements

equal to zero excepting that corresponding to a target code. A target code is a ICD9-CM/ATC

code that could take a ‘1’ value in the binary vector. We select the target code among the codes

with the highest rates in the profiles. As an example, for the first case-study, we consider the

synthetic patients linked to the two drug codes with the highest presence rate in the cluster C3,

i.e., ‘A10BA’, ‘C10AA’. The first simple synthetic patient is defined by a vector p(1)
s ∈ RD with

zero values and ‘1’ in the element linked to the code ATC ‘A10BA’. The second simple patient

p
(2)
s ∈ RD has a value of ‘1’ in the element corresponding to the code ATC ‘C10AA’ with the

rest having zero values. The remaining simple synthetic patients associated with cluster C3 are

built by following the same procedure. Next, the simple synthetic patients will be projected into

a lower-dimensional space by using LRs and t-SNE.

To complete the visual analysis, complex synthetic patients pc ∈ RD are built by

considering simultaneously several target codes, which are sequentially aggregated according

to the highest presence rate in the profiles. To illustrate this, a representation of the complex

synthetic patients associated with drugs in cluster C3 of the first case-study is shown in

Figure 5.8. In this figure, the first complex synthetic patient p(1)
c ∈ RD is a vector of zero

values excepting one element on (‘1’) in the position linked to the code with the highest

presence rate in C3 (ATC ‘A10BA’). The second patient p(2)
c ∈ RD has one more element on,

that linked to the ATC ‘C10AA’. The third p
(3)
c ∈ RD is a zero vector with three values ‘1’ in

the elements linked to ATC ‘A10BA’, ‘C10AA’ and ‘M01AE’ (the last code is associated with

the third highest code in the drug profile of C3). This sequential procedure allowed the

construction of real-world patient data.

We showed the simple and complex synthetic patients (left and right panels, respectively)

for the first case-study in Figure 5.9 for clusters C1 and C3, and in Figure 5.10 for clusters C4

and C5. For simplicity, the synthetic patients associated with cluster C2, which gathers healthy

patients, were not shown. Real patients are represented with the marker ‘.’ in the same two-

dimensional space previously shown in Figure 5.4, whereas synthetic patients are depicted with
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Figure 5.8: A schematic representation for building complex synthetic patient vectors.

the marker ‘x’. Note that synthetic patients constructed using ICD9-CM codes are projected

in Figure 5.9 (a-b), and those considering ATC codes in Figure 5.9 (c-d). An inspection of

Figure 5.9 (a) showed that simple synthetic patients with ICD9-CM ‘250’ and ‘401’ were placed

on the clusters of diabetics (green dots) and hypertensives (blue dots), whereas the rest were

located in the cluster of healthy patients (orange dots). This pointed out that those codes most

related to diabetes and hypertension are ‘250’ and ‘401’, showing to some extent the limited

importance of certain codes (‘719’, ‘724’, ‘790’) for characterizing chronic populations. By

analyzing the synthetic complex patients in Figure 5.9 (b), we visualized how the aggregation of

diagnosis codes provided us with a visual progression of the patient’s health status. The ICD9-

CM ‘250’ sets the starting point (placed in the cluster C3 of diabetics), with the aggregation of

new diagnosis codes showing a visual progression (depicted with a black arrow) in this cluster,

approaching the cluster of hypertensives (C1) when ICD9-CM ‘272’ is included. Note that

this code is directly related to lipid and cholesterol disorders, which is a comorbidity in both

diabetes and hypertension.

We show in Figure 5.9 (c-d) the synthetic patients associated with ATC codes. The

synthetic patient linked to the ATC ‘A10BA’ was mapped on cluster C3 (see green dots), while

the synthetic patient with ATC ‘C09AA’ (used for treating hypertension) was mapped very

close to the cluster C1. It is worth noting how the synthetic patient linked to ATC ‘C10AA’

was mapped between clusters C1 and C3. This seems reasonable since even though ‘C10AA’

is not used for treating diabetes or hypertension, this drug is extensively recommended for
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Figure 5.9: Visualization of simple (left panels) and complex (right panels) synthetic patients

(represented by cross markers) for the first case study and clusters C1 and C3. Synthetic patients

based on ICD9-CM as target codes are in (a-b), and those using the ATC codes are in (c-d).

Codes of complex synthetic patients are coloured in blue for C1 and in green for C3.

preventing cardiovascular diseases. The patient with the target code ‘A02BC’ (proton pump

inhibitors, such as omeprazole) was mapped between clusters C1 and C2 (healthy patients).

The rest of the synthetic patients were mapped on cluster C2, showing the tenuous relationship

between these codes and the considered chronic conditions. Regarding the complex synthetic

patients (see Figure 5.9 (d)), two visual progressions were identified. The first one started at

the position associated with ATC ‘A10BA’ in C3. The inclusion of the ATC ‘C10AA’ resulted

in a progression pointing upwards. Note that the sequential addition of codes ‘A02BC’,

‘N02BE’ and ‘M01AE’ caused a slight displacement in the low-dimensional space. The

second progression started at the position associated with the synthetic simple patient with the
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target code ATC ‘C09AA’. As in the first progression, the inclusion of the ATC ‘C10AA’

created a progression towards a region between patients with hypertension (C1, blue dots) and

diabetes (C3, green dots). The sequential addition of codes ‘N02BE’, ‘M01AE’ (both

analgesics) and ‘N05BA’ (anxiolytics) caused a small displacement, showing the slight

relevance of these codes for characterizing hypertension. It was remarkable the influence of

ATC ‘C10AA’ in the two visual progressions, with its inclusion leading the complex synthetic

patient to a zone between clusters C1 and C3. Further analysis showed that patients in this

region had a high consumption of ATC ‘C10AA’ (HMG CoA reductase inhibitors, best known

as statins). Statins are the most commonly prescribed drugs for the treatment of

hypercholesterolemia because of their efficacy in reducing low-density lipoprotein

(cholesterol). Hence, this points out that patients between C1 and C3 are characterized by high

cholesterol levels and are usually assigned with both ICD9-CM codes ‘250’ and ‘401’. These

insights allow us to understand the influence of code ‘C10AA’ in the characterization of

chronic patients, especially when they are obese or have lipid disorders.

By continuing with the analysis, we depicted the synthetic patients associated with clusters

C4 (red points) and C5 (purple points) in Figure 5.10. As previously shown, patients in C4

were women with complications during pregnancy (including hypertension), while cluster C5

was composed of diabetics who mainly consumed insulin. The synthetic patients associated

with diagnosis codes and drug codes were presented in Figure 5.10 (a-b) and Figure 5.10 (c-

d), respectively. In Figure 5.10 (a), we observed that the simple synthetic patients linked to

the target ICD9-CM codes ‘250’ and ‘401’ were mapped on the clusters of chronic patients

(green and blue dots), whereas the rest were on the cluster of healthy patients. This showed

the secondary importance of the ICD9-CM codes ‘465’, ‘526’, ‘558’, ‘719’, ’648’, ‘V22’ and

‘V27’ for characterizing diabetes and hypertension. Note that codes linked to pregnancy (‘648’,

‘V22’ and ‘V27’) were also in the region linked to healthy patients in the mapping.

In Figure 5.10 (b), the visual progression associated with the complex synthetic patients

linked to C4 is depicted. The first progression started in the position of the simple synthetic

patient linked to the target code ‘V27’ (healthy cluster). The inclusion of ICD9-CM ‘401’

caused a displacement towards C1 (hypertensives), whereas the subsequent aggregation of more

codes (‘650’, ‘648’, ‘V22’) mapped complex patients into a region very close to cluster C4.

Note that the only consideration of diagnosis is not enough to map complex patients into cluster
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Figure 5.10: Visualization of simple (left panels) and complex (right panels) synthetic patients

(represented by cross markers) for the first case study and clusters C4 and C5. Synthetic patients

based on ICD9-CM as target codes are in (a-b), and those using the ATC codes are in (c-d).

Codes of complex synthetic patients are coloured in red for C4 and in purple for C5.

C4. In the case of synthetic patients associated with the most frequent diagnoses in C5, we

observe in Figure 5.10 (b) that all complex synthetic patients were mapped on the region of

diabetics (green dots), close to the purple dots representing C5. As in the previous progression

in Figure 5.10 (b), the complex synthetic patients associated with the most frequent diagnoses

codes are not mapped into C5. A visual inspection of Figure 5.10 (c) showed that simple

synthetic patients linked to the considered drug codes were mapped on the cluster of healthy

patients (orange dots). This result is interesting since there are drugs related to diabetes (ATC

‘A10AB’, ‘A10AE’). However, the analysis of complex synthetic patients linked to C5 (see

Figure 5.10 (d) showed that the complex patient characterized by ATC codes ‘A10AE’ and
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‘A10AB’ produced a visual progression from C2 (healthy patients) to the cluster of diabetics,

and more specifically to C5 (diabetics taking insulin). To remark that adding more drug codes

(‘H04AA’, ‘M01AE’, ‘N02BE’) provides a scarce influence in the previous visual progression.

In the case of complex synthetic patients associated with cluster C4 (red dots), we observed

an interesting visual progression. It started at the position associated with the simple synthetic

patient with target code ‘N02BB’, and then moved to the position where the complex patient

with codes ‘N02BB’ and ‘N02BE’ is mapped. Note that both synthetic patients were mapped

in C2 (healthy patients), and it is the aggregation of ‘H03CA’ and ‘B03AA’ (drugs used in

pregnancy) that causes the mapping of the complex patients towards cluster C4.

A similar proof-of-concept was carried out for the second case-study, with mappings

depicted in Figure 5.11 and Figure 5.12. The mapping of the synthetic patients linked to

clusters C1 (blue points), C3 (green points) and C5 (purple points) was depicted in Figure 5.11.

As shown in the corresponding cluster characterization (see section 5.3 and Figure 5.6), C1

was composed of hypertensive patients, C3 gathered diabetic patients (consuming mainly

biguanides) and C5 includes women with complications during pregnancy. The mapping of

simple synthetic patients linked to diagnosis codes (see Figure 5.11 (a)) showed a similar result

to the one presented in the first case-study. The synthetic patients linked to ICD9-CM codes

‘250’ and ‘401’ were mapped on the clusters characterized as diabetics (cluster C3, green dots)

and hypertensives (cluster C1, blue dots), respectively, whereas the rest of them were mapped

in the cluster associated with healthy patients (orange points). Regarding the complex patients

in Figure 5.11 (b), we present three visual progressions, each one linked to a specific cluster

C1, C3 and C5. In the case of complex synthetic patients linked to C1 (blue dots), we can

identify two changes in the visual progression. The first one is influenced by the aggregation of

the code ‘272’, while the second one is linked to the inclusion of codes ‘724’, ‘719’ and ‘780’,

which produced a change in the previous displacement within the region of blue dots. As

stated, the code ‘272’ encompasses patients with cholesterol and lipid disorders, being frequent

among hypertensive patients. The remaining codes are not related to chronic conditions, and

they are used for coding common diseases (also frequent in healthy patients). Regarding

cluster C5 (purple dots), the starting point of the visual progression when using just diagnoses

is on the mapping of the simple synthetic patient with target ICD9-CM ‘V27’ (healthy cluster).

Considering the addition of the ICD9-CM ‘401’, we observed a shift in the progression from
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healthy to hypertensive patients. The aggregation of the subsequent diagnosis codes (‘648’,

‘664’ and ‘650’) did not produce great changes in the visual progression, mapping these

synthetic patients in the cluster of hypertensives. In the same way, synthetic patients linked to

C3 (green dots) drew a progression delimited within the region of the cluster of diabetics,

starting where the simple synthetic patient with target code ‘250’ is mapped. The aggregation

of the code ‘272’ has an impact on the visual progression, mapping the complex patient in the

middle region of cluster C3. However, notice that adding more codes to the complex synthetic

patients (‘719’, ‘526’, ‘724’) did not produce great changes in the visual progression.
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Figure 5.11: Visualization of simple (left panels) and complex (right panels) synthetic patients

(represented by cross markers) for the second case study and clusters C1, C3 and C5. Synthetic

patients based on ICD9-CM as target codes are in (a-b), and those using the ATC codes are in

(c-d). Codes of complex synthetic patients are coloured in blue for C1, in green for C3 and in

purple for C5.
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Regarding the drug codes (see Figure 5.11 (c)), we observed that the majority of simple

synthetic patients (in particular, those with target codes ‘A02BC’, ‘B03AA’, ‘H03CA’,

‘M01AE’, ‘N02BB’, ‘N02BE’ and ‘N05BA’) are mapped on the region associated with

healthy patients (cluster C2, orange dots). However, those synthetic patients linked to target

codes ‘A10BA’, ‘C09AA’ and ‘C10AA’ were mapped on the clusters characterized as diabetics

and hypertensives (cluster C1 and C3). This is reasonable because the last three drugs are

commonly used in the treatment of diabetes and hypertension. With respect to complex

synthetic patients linked to C1, C3 and C5 (see Figure 5.11 (d)), we depicted three visual

progressions. The first progression sets the initial position according to the code ‘C09AA’ in

the C1 (blue dots). The addition of codes ‘A02BC’ and ‘N02BE’ shows a small displacement,

but with the code ‘C10AA’ a significant change is visualized, heading to cluster C4 that

gathers patients with co-occurring diabetes and hypertension (red dots). Note that the inclusion

of code ‘N05BA’ (anxiolytics) produces a small change in the progression not fully depicted in

Figure 5.11 (d) since it overlaps the complex patient characterized by ATC code ‘C10AA’. For

the visual progression associated with C3 (diabetics with high consumption of biguanides), the

initial position directly depends on the code ‘A10BA’ (see green dots), and then, we observed

the largest displacement when including the code ‘C10AA’, heading to cluster C4 (red dots).

This is remarkable because we observed similar behavior in the first case of study. When we

consider the code ‘C10AA’ in the previous complex synthetic patients, the visual progression

pointed out to a region where patients are characterized by high cholesterol levels and both

codes (‘250’ and ‘401’). The aggregation of more drug codes to create the complex synthetic

patients (linked to ‘A02BC’, ‘N02BE’, ‘C10AA’, ‘M01AE’) associated with C1 and C3

produced a small change in the visual progression, but not significant to head to other clusters.

On the other hand, the analysis of complex synthetic patients linked to C5 showed the

relevance of certain codes in the characterization of patients in this cluster. Thus, the target

code ‘N02BB’ maps the synthetic patient on the healthy cluster (orange dots), but the

aggregation of ‘N02BE’ produced an important impact, changing the mapping from the

healthy cluster to that of hypertensives. The most significant effect was the inclusion of

‘H03CA’ and ‘B03AA’ (drugs used in pregnancy), which introduced a change in the visual

progression, pointing to the cluster of pregnant women (purple dots). This highlights the

importance of certain drug codes in the characterization of cluster C5.
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In Figure 5.12, we projected the synthetic patients associated with clusters C4 (red dots) and

C6 (brown dots). Patients in C4 suffer from multimorbidity (with co-occurring diabetes and

hypertension), whereas those in C6 are diabetic patients who take mainly insulin. The synthetic

patients linked to diagnosis codes and drug codes were shown in the first row and the second

row, respectively. A visual inspection in Figure 5.12 (a) revealed again the presence of synthetic

patients linked to target ICD9-CM ‘250’ and ‘401’ in the positions of clusters characterized as

diabetics and hypertensives, respectively. The remaining synthetic patients (target codes ‘244’,

‘460’, ‘465’, ‘526’, ‘719’, ‘724’) were mapped on the cluster of healthy patients. The analysis

of Figure 5.12 (b) showed that the complex synthetic patients created using just diagnosis codes

linked to cluster C6 started in the position of the code ‘250’ in the cluster of diabetics (C3, green

dots). However, the aggregation of ICD9-CM codes ‘526’, ‘465’, ‘460’ and ‘244’ produced a

significant shift, moving from the zone of diabetic patients to that of healthy patients (cluster C2,

orange dots). This is particularly relevant because it becomes clear the influence of certain codes

for characterizing chronic conditions. When codes not related to both diabetes and hypertension

are included in the complex synthetic patients, the visual progressions tend to make changes in

directions to other clusters, producing smaller or larger displacements depending on the code.

As it will show later, it is the aggregation of drug codes which mostly influence on the visual

progressions for characterizing chronic conditions. Furthermore, if the construction of synthetic

patients takes into account both types of codes (ICD9-CM and ATC codes) the positions of

complex synthetic patients would be more precise. For instance, when considering an insulin-

dependent diabetic patient, the closest synthetic patient must consider ICD9-CM ‘250’ and

drugs such as insulin (‘A10AB’, ‘A10AE’). Concerning the complex synthetic patients created

using just diagnosis codes linked to cluster C4, they were mapped on the zone of hypertensive

patients, but close to the red dots (multimorbid patients). The inclusion of more diagnosis codes

(‘272’, ‘719’, ‘724’) did not contribute to mapping the complex patients close to the red dots.

In fact, the aggregation of these codes moved away from the projected patients from cluster C4

(multimorbid patients), heading to cluster C1 (hypertensive patients). This is in line with the

previous progression when considering just diagnosis codes in this mapping.

Figure 5.12 (c) showed that the simple synthetic patients linked to target ATC codes

‘A10BA’, ‘A10AB’ and ‘A10AE’ were mapped on the regions associated with the two clusters

of diabetics (green and brown dots), which seems quite reasonable. Target codes ‘C09AA’ and
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Figure 5.12: Visualization of simple (left panels) and complex (right panels) synthetic patients

(represented by cross markers) for the second case study and clusters C4 and C6. Synthetic

patients based on ICD9-CM as target codes are in (a-b), and those using the ATC codes are in

(c-d). Codes of complex synthetic patients are coloured in red for C4 and in brown for C6.

‘C10AA’ (drugs used for treating hypertension) were located in the region of the blue dots, and

the remaining synthetic patients (linked to ‘A02BC’, ‘B01AC’, ‘H04AA’, ‘M01AE’, ‘N02BE’)

were mapped on the healthy cluster. The analysis of complex patients in Figure 5.12 (d)

showed that complex synthetic patients linked to C4 drew a visual progression starting at the

region of blue dots (cluster of hypertensives) and pointing to the zone of red dots

(multimorbidity). Though the target code ‘C10AA’ in the synthetic simple patient was mapped

on the cluster of hypertensives, the inclusion of the codes ‘A10BA’, ‘B01AC’ and ‘C09AA’

produced significant displacements in the visual progression, shifting from cluster of

hypertensives to cluster of multimorbid patients, as expected. This highlights the importance
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of certain codes in the characterization of cluster C4, being ‘A10BA’, ‘B01AC’ and ‘C09AA’

the most important ones since they are used for treating hypertension and diabetes. Finally, the

complex synthetic patients linked to C6 were placed on the zone of brown dots even when just

considering one of the most frequent drugs, showing the importance of ‘A10AE’ and ‘A10AB’

for characterizing this cluster of diabetic patients. At this point, it is important to remark that

the visual progressions related to drug codes differ greatly from those created using just

diagnosis codes. As shown, when considering diagnosis codes not related to chronic diseases

(e.g., ‘719’, ‘780’) in the complex synthetic patients, the displacements are large, even

approaching to other clusters in some cases. However, when considering the drug codes, the

visual progressions are more in accordance with the expected progressions, mapping the

synthetic patients in zones where patients gather chronic conditions.

5.5 Discussion

In this chapter, we explored the potential of using DAEs to create LRs associated with the

patient’s health status of healthy and chronic patients. With this, we sought to obtain effective

representations to be used in subsequent clinical tasks such as clustering and data visualization.

In the first part of this chapter, LRs were used as input to clustering methods. The goal was

to find clusters of patients with similar clinical characteristics, thus allowing us to distinguish

patients with different health statuses. Towards that end, k-means and AHC were considered,

with the latter providing the best clustering performance according to the analysis of CVI

values. Then, we used t-SNE to map features of real-world patients on a two-dimensional

space where the progression of the patients’ health statuses can be visualized. For this purpose,

we sequentially built complex synthetic patients by progressively considering the clinical

codes with the highest presence rate. This proof-of-concept was useful for identifying those

codes more representative for characterizing chronic conditions, and also for getting a first

approximation in the analysis of health status trajectories. Hence, our approach can be useful

in the clinical context when considering temporal data of real-world patients. The addition of a

new code registered in the patient’s EHR along time could correspond to a new mapping in the

two-dimensional space provided by t-SNE. This could help the physicians to predict the health

status progression according to the visual progression drawn in the two-dimensional space.
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Also, comparing other visual progressions already characterized for different clinical

conditions, physicians could early identify the onset of certain conditions. This would be of

great interest, since in many cases chronic diseases are unfortunately detected when they are

irreversible, with patients needing extensive and expensive hospital care. Effective

interventions with tools as the one presented here can positively impact on the patient quality

of life while reducing the expenditures for healthcare.

Two case-studies were analyzed in this chapter. The first one considered healthy,

hypertensive and diabetic patients (CRGs-1000-5192-5424), while the second one included

multimorbid patients (CRG-1000-5192-5424-6144). As stated, the addition of CRG-6144

increased the clinical complexity, impacting the clustering performance (obtaining worse CVI

values) and the visualization of patients in the two-dimensional space (more overlapping

between clusters). Clustering methods when using LRs as input allowed us to identify clusters

of patients with similar clinical patterns to those in CRG-1000, CRG-5192, CRG-5424 and

CRG-6144. It also revealed other sub-groups, one of them associated with diabetics

characterized by the consumption of insulin and the other one linked to pregnant women with

complications during pregnancy. An analysis of the diagnosis and drug profiles revealed that

these women were suffering from hypertension and gestational diabetes. The characterization

of these clusters provided a better comprehension of chronic conditions and their most related

clinical codes.

In the second part of this chapter, a proof-of-concept based on the construction of synthetic

patients was proposed. On the one hand, the projection of simple synthetic patients allowed us

to identify the clinical codes (ICD9-CM and ATC codes) more significant for clinically

characterizing chronic conditions. The projections allowed us to identify frequent codes with

no clear association with chronic conditions (hypertension, diabetes or multimorbidity). On

the other hand, the construction and visualization of complex patients allowed us to create a

first approximation of the patient’s health status evolution on a two-dimensional space. With

the aggregation of several clinical codes in the synthetic patients, we may observe the impact

of certain codes to move from a mapped point A to another B (drawing a visual progression).

If one clinical code produces the displacement on the projected two-dimensional space, it is

likely to be related to the clinical condition the projected patient approaches. This latter is

certainly one factor that could improve the decision-making process, allowing detection of
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those significant codes for specific clinical conditions. Practitioners can examine this space

and the projection of synthetic patients associated with the ICD9-CM/ATC codes, aiming to

identify patterns linked to specific clinical conditions and monitor the patient’s health status

evolution. Further, with this methodology, we can find the diagnosis or drug codes that can

produce a different evolution of the patient’s health status.

Therefore, the combination of DAEs and clustering showed great potential to discover

groups of patients with specific clinical conditions, becoming a promising approach to be

applied to any population and context. The proposed methodology, based on the progressive

construction of synthetic patients (by combining diagnoses and drugs in a more realistic

fashion), can be considered a useful tool for physicians in the identification of the clinical

codes more involved in the patient’s health status evolution.



Chapter 6

Interpreting Latent Representations with

Probabilistic Models

In this chapter, we present a methodology based on nonparametric probabilistic models and

clustering for supporting the interpretability of black-box models such as AEs. In particular, we

aim to visualize and interpret clinical patterns from the LRs built with AE-based models.

6.1 Introduction

Computational advancements have successfully enabled the development of ML techniques,

specifically those based on ANNs. ANN-based models have brought excellent outcomes in

different domains, ranging from computer vision to natural language processing [20, 21].

Inspired by the significant strides shown in other disciplines, health researchers have focused

their attention on data-driven models for solving multiple clinical applications such as disease

prediction, health status evolution among others [207, 208, 209]. These approaches have

proven to work properly for discovering new insights from clinical datasets, allowing to extract

valuable knowledge and support decision-making.

Since the advent of EHRs, large volumes of patient records in a variety of formats and

sources have been generated [18]. These data extracted from EHRs have successfully been

utilized for clinical research, bringing promising opportunities to overcome remaining

challenges in the clinical setting. Despite the great advantages of using ML methods on

clinical data, the learning process and generalization of these methods are mainly hampered by

95
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the inherent high-dimensionality [28]. It is therefore necessary to find appropriate models to

address this challenge. Among them, AE-based models have shown effectiveness when

working with EHR-based data through low-dimensional representations called LRs [181].

Several works using DAE have shown that LRs can reveal clinical insights from raw data,

being also beneficial to build lower-dimensional space supporting data visualization and

clustering, among others [183, 184].

Despite the undeniable success of AE-based models, LRs are difficult to interpret due to

nonlinear transformations performed in the learning process. This leads to models with a lack

of interpretability, referred to as black-box models, causing important shortcomings to extract

knowledge [210]. Interpretability may be defined as the degree to which a human can

understand the causes of decisions reached [211]. The development of new methodologies

becomes vital to interpret models in a straightforward way [212]. Furthermore, interpretability

is crucial in certain scientific areas such as medical research, even compromising the

decision-making [21]. Model interpretability methods are classified according to several

criteria, being one of the most accepted ones the division into two categories: inherent

interpretable and post-hoc methods. In the former case, interpretability is present in the inner

structure of the model, while in the latter case, the strategies of interpretation are conducted

using an additional method. Some examples of inherent interpretable methods are tree-based

models and generalized linear models [213, 214]. Regarding post-hoc approaches, we can find

methods such as explanations by examples, visual explanations, feature relevance explanation,

and local model-agnostic methods, among others [215]. Although several works for model

interpretability have been proposed in the literature, the majority aim to understand the way

how predictions are made in supervised learning methods [216, 217, 218], being scarce the

works for interpreting unsupervised learning methods such as AE-based models.

To interpret unsupervised learning methods, different approaches have been

identified [219, 220, 221]: (i) to select explanatory or saliency features; (ii) to build

disentangled representations; (iii) to visualize data in a low-dimensional space by finding

similar samples by proximity; and (iv) to find relationships between raw and transformed

features. For explanatory features, methods in the literature aim to find specific features

capturing relevant properties for a specific problem. Recent advances have sought to improve

features generated during the unsupervised learning process, building the so-called



97 CHAPTER 6. INTERPRETING LATENT REPRESENTATIONS WITH PROBABILISTIC MODELS

disentangled representations that gather an intrinsic meaning itself [222, 223]. In the clinical

setting, several works have looked for interpretation with the projection of data into a

low-dimensional space (commonly two or three dimensions) aiming to find patterns by the

proximity of projected patients [185, 186, 187, 188]. Interpretability in ML models has

become the primary obstacle to their acceptance and adoption in health care. It becomes

increasingly important to develop a reasonable comprehension of ML methods based on ANN

and gain valuable insights.

In this chapter, we present a methodology for interpreting LRs created using AE-based

models, with application in the clinical setting. This methodology lies within the context of post

hoc interpretability approaches by applying probabilistic and clustering methods for identifying

hidden patterns, allowing us to distinguish groups of patients with common clinical conditions.

6.2 Analysis of Latent Dimensions with Probabilistic Models

In this section, we describe the proposed methodology for interpreting AE-based models. From

a dataset X consisting of n patients, with the i−th patient represented by a vector of D input

variables, the AE conducts a transformation from an input vector x ∈ RD into a new vector

h ∈ Rd composed of d Latent Dimensions (LDs). Note that the dimensionality of the LR is

lower than the original dataset (D > d).

The proposed methodology is composed of two stages. In the first stage, we estimated

the Probability Density Function (PDF) for each LD by applying the Gaussian Mixture Model

(GMM). Using the Gaussian components of the GMM, we found what we called Region of

Interest (ROI) for each LD, aiming to identify patterns and groups of patients with specific

clinical conditions. In the second stage, clustering of similar LDs was performed through the

AHC, using the KLD as the dissimilarity measure. We used the ROIs of each LD belonging to

the same cluster for identifying hidden patterns and characterizing complex clinical conditions.

A schematic representation of the two-stage methodology is shown in Figure 6.1.

Density Estimation Techniques for Finding Regions of Interest

In this subsection, we provide the fundamentals of the density estimation methods used, also

explaining the procedure for finding ROIs. Density estimation aims to discover the underlying
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Figure 6.1: Workflow of the methodology proposed for interpreting AE-based models.

Schematic representation of (a) n patient vectors, (b) the DAE, and the (c) two-stage

methodology.

structure of a set of given samples by estimating the associated PDF, with two kind of

approaches: nonparametric and parametric ones. On the one hand, the nonparametric density

methods perform the estimation with no assumptions about the underlying distribution. Both

approaches have been extensively applied to different knowledge areas such as signal

processing, economics, computer vision and health care [224, 225, 226, 227]. On the other

hand, the parametric density methods assume that the density function belongs to a strict

family of distributions (commonly normal or gamma functions), being only necessary the

estimation of the function parameters (guided by the Bayesian estimation and maximum

likelihood).

Among the nonparametric density methods, the simplest one is the histogram, usually

considered for exploratory data analyses. A histogram divides the sample space into discrete
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bins (equally sized intervals) and approximates the density by the number of data samples

assigned to each bin. The histogram smoothness is controlled by the bin-width: small values

produce jagged histograms, while large values result in over-smoothed histograms. This

results in a variety of visual interpretations and misleading impressions of shapes in certain

cases. To overcome these limitations, the Kernel Density Estimation, also referred to the

Parzen-Rosenblatt window method [228]), is commonly used. This is a nonparametric density

method estimating the PDF of a random variable s as follows:

pKDE(s) =
1

nh

n∑
i=1

K

(
s− si
h

)

where K(·) is the kernel function and h is the width of the kernel function (also named

bandwidth or smoothing parameter). Among the kernel functions, the Uniform, the

Epanechnikov and the Gaussian ones are the most used. A reasonable estimation of pKDE(s)

bears in mind the choice of a kernel function and associated bandwidth h. According to [229],

since h controls the smoothing degree, its choice becomes crucial for the quality of the

estimated PDF, with large values providing oversmoothed curves and small values producing

extraneous wiggles. To analytically select the bandwidth, several methods have been

proposed [228], highlighting the rule-of-thumb, cross-validation, plug-in selectors and

Silverman’s approach [229]. In this Thesis, the Gaussian function has been considered as the

kernel function, and the Silverman’s method has been used to select the bandwidth.

The GMM [29] is a parametric density method for estimating the PDF of a random variable

s as a weighted sum of Mg Gaussian distributions, as follows:

pGMM(s) =

Mg∑
m=1

ωiφi(s, µi, σ
2
i )

where ωi ∈ [0, 1] denotes the weight of the i−th Gaussian distribution, indicating the relative

contribution of each component to the mixture model (weights fulfill
∑Mg

i=1 ωi = 1) and φi(·) is

a Gaussian function with mean µi and variance σ2
i . To estimate the GMM parameters, most of

existing methods rely on minimizing the negative log-likelihood, being the

expectation-maximization algorithm one of the most used [230]. To determine the number of

Gaussian components Mg, the Bayesian inference criterion [231] and the silhouette coefficient

are considered [102].
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In this chapter, the components of the GMM estimating the distribution in each LD are used

to obtain the associated ROIs, defined as intervals in the LD domain allowing to identify groups

of patients with specific health conditions. We assume that high-density regions of a Gaussian

component with a minimal contribution of other components enable the characterization of a

clinical condition. The procedure for finding the ROIs was inspired in [120], and follows the

next steps for each LD: (i) setting the initial interval of each GMM component as [µi−3σi, µi+

3σi], encompassing the majority of its area; (ii) establishing the overlap interval of the initial

intervals; (iii) setting the lower end of the overlap interval as the lower threshold (LT), and the

upper end as the upper threshold (UT); and (iv) finding the ROILD
LT for values lower that LT and

the ROILD
UT for values greater than UT. To better illustrate the search of every ROI, an example

is shown in Figure 6.2 for one LD with two GMM components and two ROIs. The ROIs are

identified as the part of the initial intervals which are disjoint with the overlap interval.

− 2 − 1 0 1 2 3

Initial
Interval 1 Initial 

Interval 2

GMM component 1
GMM component 2

Overlap intervalLTROI
LT

LD
ROI

UT

LD

LD

Figure 6.2: Components of the GMM and ROIs for a specific LD. By discarding the overlap

interval between both components, two ROIs are defined from thresholds LT and UT: ROILD
LT for

LD values lower than LT, and ROILD
UT for LD values greater than UT.

Interpreting Patterns through Probabilistic Models

Clustering methods are extensively used in different knowledge domains, including health

care [156, 232, 109, 192]. Broadly speaking, clustering methods aim to reveal underlying

similarities from input data and group similar samples based on any similarity criterion [29].
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Among clustering methods [103], the AHC method is popular because: (i) no prior knowledge

of cluster centers is required and (ii) the clustering result is presented as a tree-like structure

(dendrogram), which contributes to the interpretation of the underlying structure in the data.

Since it is possible that several LDs capture similar information, we propose to find clusters of

LDs to identify similar clinical characteristics and conditions. For this purpose, we consider

the KLD as the dissimilarity measurement to group LDs using AHC. The KLD is a statistical

measure developed within the context of Information Theory to quantify the similarity

between two PDFs named p(s) and q(s) for the random variable s [198]. Formally, the KLD is

defined as:

DKL(p ‖ q) =
∫
p(s) log

(
p(s)

q(s)

)
ds

Note that, when both distributions p and q are similar, theDKL is close to zero. Otherwise, when

there exists a large discrepancy between the PDFs, we obtain higher values of the DKL [198].

Since the KLD is a non-symmetric measurement (DKL(p ‖ q)) 6= DKL(q ‖ p)), we apply the

symmetric version, known as the Jensen-Shannon Divergence [233]), defined as:

DKLS = DKL(p ‖ q) +DKL(q ‖ p)

The AHC is performed with several linkages (single, complete and average) [166]. The goal

is to group similar LDs into clusters on the assumption that these clusters can be clinically

relevant. Once clusters of LDs were found, the Parallel Coordinates Plot (PCP) was used to

identify groups of patients by establishing the ROIs for each LD of a cluster. In PCP, each

variable is represented by a vertical axis, and values for a particular sample (patient) are linked

by a line connecting variables. It may be noted that each LD has associated two ROIs (ROILD
LT ,

ROILD
UT) when Mg > 1 and each cluster is usually composed of a set of LDs. When there is more

than one clinical condition , a single LD might not be sufficient to identify patients with similar

clinical characteristics. In these cases, we propose to combine ROIs of the LDs belonging to

the same cluster for improving the identification of patients with a specific health condition. To

remark that we considered all combinations of (ROILD
LT , ROILD

UT) associated with LDs and identify

the appropriate combination that allows us to gather a representative number of patients for each

group.
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6.3 Clustering of Latent Dimensions for Finding Clinical

Patterns

This section covers the experimental setup, the results linked to every stage of the proposed

methodology, and the characterization of clusters of patients.

Experimental Setup

To implement AE-based models, Keras [194] and Theano [195] were considered, which are

Python’s libraries extensively used for building ANNs. For the DAE learning process, we used

the binary-cross-entropy as the cost function and a stochastic gradient descent algorithm with

the adaptive learning rate optimizer named Rmsprop [196]. The LeakyReLU and the sigmoid

were considered as activation functions [234]. The first one was applied in the hidden layer

and the second one in the output layer. For DAEs, a different number of neurons

{5, 10, 20, 30} for the hidden layer (corresponding to the number of LDs, i.e., d) were

explored, as well as two types of noise (both ZMN and SPN) with different corruption levels

{10, 50, 100}. The experimental results showed that SPN with a corruption level of 10 and

d = 20 was appropriate to extract patterns of chronic diseases, as well as for finding groups

with specific clinical characteristics. Furthermore, we chose d = 20 as a reasonable baseline in

the number of neurons in the hidden layer for the interpretability analysis of the LDs.

In this chapter, we considered the following CRGs: CRG-1000 (healthy), CRG-5192

(hypertension) and CRG-5424 (diabetes) (see statistics for each CRG in Table 3.1 and their

corresponding profiles in Figure 3.4). As in previous chapters, the CRG-1000 has a larger

number of patients than other CRGs (class imbalance problem). To address this issue, a

random undersampling approach [76] is used to balance the dataset by taking as a reference

the number of patients in the minority CRG, which corresponds to CRG-5424 (with 2,166

patients). Thus, considering that we used CRG-1000, CRG-5192 and CRG-5424, a dataset

composed of 6,498 patients was obtained. The resulting dataset was split into a training subset

(4,873 patients) and an evaluation subset (1,625 patients). The training subset was used for

training DAEs, estimating the PDFs and find the ROIs. The evaluation subset was considered

for determining the clinical consistency of the found cluster through the proposed
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methodology.

Density Estimation and Clustering of Latent Dimensions

In this subsection, we estimate the PDF and find the ROIs for each LD. Then, we perform the

AHC method with the KLD as the similarity measure aiming to group similar PDFs using

LDs. We name the LDs with different identifiers {LDi}19i=0 (see the first column of Table 6.1).

To evaluate the potential of parametric and nonparametric methods, we used the GMM

(pGMM(·)) and KDE (pKDE(·)), and them used DKLS to quantify the differences between both

estimations (see the second column of Table 6.1). Note that DKLS values obtained were close

to zero, showing that both methods provide a similar PDF estimation. Henceforth, to simplify

the analysis we used the estimation performed by the GMM in the following sections.

Additionally, with GMM we can obtain Gaussian components, which are key in the procedure

of getting ROIs.

To statistically determine the presence of one or more modes (multimodality), the

Hartingan’s dip test [235] was computed for every LD, and the corresponding Hartigan’s dip

statistic DH and its pvalue were presented in the third column of Table 6.1. Note that

pvalue < 0.05 indicates significant bimodality (or multimodality) and pvalue > 0.1 identifies

unimodality [235]. The overall results of Hartingan’s dip test showed that eleven of the total of

LDs were unimodal distributions. To select the most appropriate Mg, we considered to the

minimum Bayesian inference criterion and the maximum silhouette coefficient. With the

GMM distributions, we performed ROI identification according to the method detailed in

subsection 6.2. The ROI thresholds are shown in the fourth column of Table 6.1. We

hypothesize that LDs with Mg > 1 and multimodal distributions may be adequate to

characterize groups of patients with specific clinical conditions. Thus, LDs that did not fulfil

this condition (LD1, LD9, LD14, LD15) were not considered in the next stages. The PDF

estimated using GMM (in black) and the corresponding Gaussian components (in different

colors) are shown in Figure 6.3 for each LD. As stated, the decomposition in Mg Gaussian

components, in conjunction with ROIs and clustering methods, allows us to characterize

clinical conditions and identify groups of patients suffering from chronic conditions (e.g.,

diabetes, hypertension).

As stated, it might not be straightforward to identify patients with similar clinical
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Table 6.1: Results of the density estimation and ROI thresholds for each LD. (First column) the

identifier; (second column) DKLS between pKDE(·) and pGMM(·); (third column) Hartingan’s

dip statistic (DH , pvalue); (fourth column) the number of GMM components Mg; and (fifth

column) the computed thresholds {LT; UT}. Note that NA stands for not applicable.

LD identifier DKLS (DH , pvalue) Mg {LT; UT}

0 0.0235 (0.0104, 0.2937) 3 {-1.1; 1.3}

1 0.0136 (0.0052, 0.9946) 3 NA

2 0.0203 (0.0053, 0.9941) 5 {-1.0; 1.5}

3 0.0390 (0.0122, 0.1042) 3 {-2.0; 1.8}

4 0.0290 (0.0224, 7.95e-06) 3 {-1.9; 1.7}

5 0.0286 (0.0261, 2.20e-16) 2 {-1.6; 0.9}

6 0.0271 (0.0059, 0.9908) 2 {-1.1; 2.0}

7 0.0356 (0.0058, 0.9909) 2 {-1.3; 2.0}

8 0.0343 (0.0146, 0.0203) 5 {-1.3; 2.0}

9 0.0413 (0.0057, 0.992) 1 NA

10 0.0186 (0.0278, 2.20e-16) 4 {-1.0; 1.8}

11 0.0098 (0.0229, 5.14e-06) 4 {-1.5; 1.7}

12 0.0158 (0.0065, 0.9646) 2 {-1.2; 2.0}

13 0.0194 (0.0046, 0.9983) 3 {-1.2; 1.2}

14 0.0214 (0.0068, 0.9450) 1 NA

15 0.0068 (0.0065, 0.9649) 1 NA

16 0.0245 (0.0235, 2.69e-06) 2 {-1.3; 0.8}

17 0.0272 (0.0352, 2.20e-16) 2 {-1.3; 2.0}

18 0.0184 (0.0288, 2.20e-16) 2 {-1.1; 2.0}

19 0.0181 (0.0193, 0.0003) 3 {-1.5; 1.5}

characteristics using just one LD. In these cases, it might be adequate to group LDs to obtain

an appropriate characterization of different clinical conditions. For this purpose and as

previously discussed, similar LDs are grouped by using the AHC method with DKLS as the

dissimilarity measurement. The number of clusters was selected by using the silhouette

coefficient, which provided four as the most appropriate number of clusters. The resulting
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Figure 6.3: The PDF estimation and Gaussian components obtained for each LD when applying

GMM.

dendrogram of the AHC using complete linkage is depicted in the left panel of Figure 6.4, and

presents the four clusters in different colors CLD1 = {LD5, LD17, LD18} (orange),

CLD2 = {LD2, LD3, LD6, LD7, LD12, LD13, LD19} (green), CLD3 = {LD0, LD8} (red),

CLD4 = {LD4, LD10, LD11, LD16} (purple). Additionally, the right panel of Figure 6.4

shows a heatmap representing DKLS values between every pair of LDs. Lighter colors are

associated with more similar LDs.

Once clusters of the LDs were found, PCP was used to visually identify groups of patients

by setting the ROIs of each LD belongin to a cluster. An illustrative example is provided in

Figure 6.5 (a), which shows all patients linked to CRG-1000 (blue), CRG-5192 (orange), CRG-

5424 (green), while Figure 6.5 (b-d) shows the result of progressively selecting patients when
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Figure 6.4: Result of clustering using the AHC method with complete linkage and KLD. (Left

panel) AHC dendrogram; and (right panel) heatmap representation indicating DKLS values

between every pair of LDs. The color intensities illustrate the highest and lowest DKLS values,

with lighter colors indicating values close to 0 (similar PDFs.)

considering just one ROI per LD in cluster CLD1. In particular, we showed in Figure 6.5 (b)

the selected patients when using one specific ROI linked to LD5 (named ROILD5
UT ). As can be

noted from this figure, it is not feasible to distinguish patients with a specific clinical condition

(mixture of patients from CRG-1000, CRG-5192, CRG-5424). By aggregating one of the ROIs

associated with LD17, in particular ROILD17
UT (see Figure 6.5 (c)), it is possible to identify patients

assigned to CRG-1000 and some of those linked to CRG-5192. Finally, considering one of

the ROIs associated with LD18 (see ROILD18
UT in Figure 6.5 (d)) we improved the identification

of patients linked to CRG-1000. This gradual procedure of including ROIs associated with

different LDs in the same cluster may support the identification of patients with complex clinical

patterns and health conditions.

As stated, each LD may have associated two ROIs (ROILD
LT , ROILD

UT), and each cluster is

composed of a set of LDs. To improve the identification of patients with the same health

condition, the ROIs of different LDs in the same cluster are combined, obtaining eight groups

of patients identified by {G′i}7i=0. To quantify the correlation between groups of patients, we



107 CHAPTER 6. INTERPRETING LATENT REPRESENTATIONS WITH PROBABILISTIC MODELS

(c)

(a)(a)

(b)

(c)

(d)

ROI
LD5

UT

ROI
LD18

UT

ROI
LD17

UT
ROI

LD5

UT

ROI
LD5

UT ROI
LD17

UT

Figure 6.5: PCP representation showing patients when applying one of the ROIs in each LD for

the cluster CLD1. (a) Patients linked to CRG-1000, CRG-5192, CRG5424; (b) patients selected

using ROILD5
UT ; (c) patients selected with the previous ROI and ROILD17

UT ; (d) patients selected using

the two previous ROIs and ROILD18
UT .

carried out an analysis using the PCC between the diagnosis profiles and the drug profiles

associated with these groups. The corresponding PCC values are arranged in a heatmap matrix

to easily visualize groups with high correlation (see Figure 6.6 (a) for diagnosis profiles and

Figure 6.6 (b) for drug profiles). The correlation analysis shows that G0′ , G1′ and G2′ presents

high relationship in terms of the diagnosis profiles, with a PCC ≥ 0.86. In the case of the drug
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profiles of G1′ and G2′ , these are also highly correlated, showing a PCC value of 0.95. This

supports the idea that G1′ and G2
′ are quite similar from a clinical perspective. Groups of

patients G3′ , G4′ and G5′ present a high correlation in both diagnosis and drug profiles, with

PCC values over 0.93 for diagnoses, and 0.83 for drugs, suggesting that there are clinical

similarities in these groups. Finally, groups G6′ and G7′ did not present high correlation with

any other group. To facilitate the clinical characterization of the groups in the next subsection,

we select some of them. In particular, when several groups show high PCC values, we select

the group with more patients. Thus, the groups i.e. G0
′ , G1′ , G3′ , G6′ and G7′ were chosen.
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Figure 6.6: Heatmap representations showing the PCC values between diagnosis profiles (a)

and drug profiles (b) associated with the groups of patients {G′i}7i=0.

6.4 Interpretation of Clinical Patterns

Groups G0′ , G1′ , G3′ , G6′ and G7′ are renamed as G0, G1, G2, G3, G4 in this section, and

their clinical characterization is conducted by using their diagnosis and drug profiles, shown in

Figure 6.7 (a) and Figure 6.7 (b), respectively.

According to Table 6.2, groups G0 and G1 presented the greatest percentage of patients

assigned to the CRG-5424 (diabetics). The codes with the highest presence rate in the profiles

for each group using the training subset are presented in Table 6.3. By inspecting the diagnosis

codes of patients in G0 and G1, note that ‘250’ is the most prevalent ICD9-CM. The rest of
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Figure 6.7: Diagnosis and drug profiles associated with the groups found using the two-stage

methodology with training patients. Profiles using (a) ICD9-CM codes and (b) ATC codes.

diagnosis codes (‘272’, ‘465’, ‘526’, ‘692’), with presence rate lower than 0.1, were not linked

to diabetes.

Table 6.2: Percentage of patients of each group assigned to CRG-1000, CRG-5192 and CRG-

5424.

G0 G1 G2 G3 G4

CRG-1000 0.00 0.00 0.01 0.12 0.87

CRG-5192 0.00 0.11 0.91 0.75 0.09

CRG-5424 1.00 0.89 0.08 0.11 0.03

However, the analysis of the drug profiles associated with G0 and G1 showed differences in

the most frequently consumed drugs. On the one hand, patients associated with G0 presented

a high consumption of insulin, specifically ATC ‘A10AB’ (fast-acting) and ‘A10AE’ (long-

acting). These drugs are commonly recommended to treat T1D [52]. On the other hand, patients

in G1 showed high consumption of ATC ‘A10BA’ (biguanides) and ‘C10AA’ (statins). ‘A10BA’

is an oral antihyperglycemic drug used to control blood sugar levels (glucose tolerance) and is

the most used drug to treat T2D [142]; ‘C10AA’ is extensively used to reduce low-density

lipoprotein cholesterol [143]. Another difference between the drug profiles of both groups is
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that patients of G1 also consumed ATC ‘B01AC’ (platelet aggregation inhibitors), frequently

prescribed for people over 65 and used to prevent cardiovascular complications. Finally, we

point out that the diagnosis and drug profiles of G1 are the most similar to those of CRG-5424

(see profiles in Figure 3.4 (e-f)). According to the majority class (i.e., the greatest number of

patients of a CRG) and the corresponding profiles, we may characterize Group G0 as insulin-

dependent diabetic patients, and Group G1 as noninsulin-dependent diabetic patients.

The majority of patients in Group G2 (over 90%) were assigned to CRG-5192, with also

some representation of CRG-5424 (8% ) and CRG-1000 (1%). Regarding the diagnosis profile,

the most representative code was ICD9-CM ‘401’, reaching the highest presence rate. Other

ICD9-CM codes present in the diagnosis profile were: ‘272’, ‘526’, ‘300’ and ‘719’, with just

code ‘272’ (lipid disorders) being related to cholesterol and lipid disorders. Concerning the

drug profile, G2 was characterized by the consumption of the following drugs: ‘C09AA’ (ACE

inhibitors), ‘C10AA’ (HMG CoA reductase inhibitors), ‘M01AE’ (propionic acid derivatives),

‘N05BA’ (benzodiazepine) and ‘C07AB’ (beta-blocking agents). ATCs ‘C09AA’ and ‘C07AB’

refer to antihypertensive drugs used to treat hypertension, and ‘C10AA’ is commonly prescribed

to reduce low-density lipoprotein cholesterol [137, 143]. Also, G2 gathers hypertensive patients

consuming anxiolytics, which are used to treat epilepsy, sleep disorders, anxiety, and panic

disorders [201]. The comorbidity of chronic diseases with depression has been declared in

several studies, showing that patients with these conditions are significantly more likely to suffer

from depression [201].

Group G3 gathered pregnant women with ICD9-CM ‘401’ (hypertension) and ‘V27’

(outcome delivery) as the most representative diagnosis codes (see the profile in Figure 6.7 and

Table 6.3). In the diagnosis profile, different codes related to pregnancy also appeared

(ICD9-CM codes between ‘630’ and ‘679’). The drug profile of G3 showed drugs linked to

pregnancy, such as ATC ‘B03AA’ (iron bivalent) and ‘H03CA’ (iodine therapy) as well as

analgesics (ATC ‘N02BB’ and ‘N02BE’). Unlike the drug profile associated with the

hypertensive population (see profile in Figure 3.4 (d)), ATC ‘C09AA’ or other drugs used for

treating hypertension did not appear as the most frequent drugs. Note that some

antihypertensive drugs (ACE inhibitors and angiotensin receptor blockers) may cause side and

adverse fetal effects in newborns and they are not recommended during pregnancy [174, 123].

The majority of patients in G4 (about 87%) were assigned to CRG-1000. Furthermore, the
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presence rate of the clinical codes in the profiles of this group (see the last column of Table 6.2)

were very low in comparison with those in previous groups. For drugs, we observe that the most

common ATC codes are related to analgesics: ‘N02BE’ (anilides) and ‘M01AE’ (propionic acid

derivatives). The exploration of diagnosis and drug profiles of G4 showed high relationship with

profiles associated with the healthy population (CRG-1000).

We validated the generalization capability to interpret LRs by analyzing the profiles when

considering data not used in training. The profiles of the groups using the evaluation subset

are shown in Figure 6.8, presenting the five most frequent codes in Table 6.4. As it can be

visually checked, the profiles of training and evaluation subsets are quite similar in terms of

diagnosis and drugs. A quantitative measure of the similarity between pairs of training and

evaluation profiles in the same group revealed values of the PCC greater than 0.9 for the five

groups, supporting the visual insights.
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Figure 6.8: Profiles linked to the groups of patients considered for evaluation when applying

the two-stage methodology. (a) Diagnosis profiles; (b) Drug profiles.

6.5 Discussion

In this chapter, we propose a novel unsupervised two-stage methodology that combines several

probabilistic and clustering methods for interpreting LRs built with AE-based models

(commonly referred to as black-box models).
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In the first stage, an estimation of the PDF and the GMM components for each LD was

conducted, leading to identify the corresponding ROIs as intervals within the domain of a LD

where discriminant patterns of a specific condition were found. In the second stage, clustering

of similar LDs was performed through the AHC, using the KLD as the dissimilarity measure

to identify clinical conditions. This methodology was validated on the database provided by

the UHF, which contains diagnoses and drugs codes of healthy and chronic patients. The

proposed methodology allowed us to reasonably identify in an unsupervised way groups of

patients with specific clinical conditions. For instance, we identified diabetic patients who

were mainly distinguished by the pattern of drug consumption: insulin-dependent (T1D) and

noninsulin-dependent patients (T2D). Another group comprised mainly women with a

complication during pregnancy, especially those affected by hypertension and diabetes. The

literature review noted that one of the major pregnancy complications is the high probability of

the onset of hypertension and diabetes. Remarking the importance of data visualization for

clinicians, our approach facilitates the representation and data exploration for finding clinical

patterns through the use of the PCP and the ROIs.

The proposed research in this chapter has also several limitations. Though our approach

showed a promising capacity for obtaining knowledge from LRs associated with clinical data,

its application is directly related to the number of LDs in the AE-based models. Further research

in this line may explore new approaches that disentangle the potential relationship between LDs.

Furthermore, the proposed methodology is established to work with continuous variables (either

raw features or transformed features).

All in all, our work opens up promising opportunities in the clinical setting, since the

proposed methodology can be extrapolated to other scenarios. In the clinical daily practice,

our proposal allows the experts to find groups of patients with complex health conditions,

supporting their clinical decisions.
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Table 6.3: Description of the ICD9-CM and ATC codes with the five highest values in the profile

of diagnoses and drugs per group (training subset).

Code Description G0 G1 G2 G3 G4

‘250’ Diabetes mellitus 0.98 0.83

‘272’ Disorders of lipoid metabolism 0.10 0.57 0.48

‘300’ Anxiety, dissociative disorders 0.12

‘401’ Essential hypertension 0.91 0.79

‘460’ Acute nasopharyngitis 0.15

‘462’ Acute pharyngitis 0.12

‘465’ Acute upper respiratory infections 0.07 0.15

‘526’ Diseases of the jaws 0.08 0.17 0.20

‘558’ Unspecified gastroenteritis and colitis 0.08

‘648’ Other current complication in pregnancy 0.44

‘650’ Normal delivery 0.50

‘664’ Trauma to vulva 0.41

‘692’ Contact dermatitis 0.07

‘719’ Other and unspecified disorders of joint 0.18 0.09 0.05

‘780’ General symptoms 0.08

‘V27’ Outcome of delivery 0.84

‘A10AB’ Insulins for injection fast-acting 0.75

‘A10AD’ Insulins for injection intermediate-acting 0.19

‘A10AE’ Insulins for injection long-acting 0.70

‘A10BA’ Biguanides 0.75

‘B01AC’ Platelet aggregation inhibitors 0.46

‘B03AA’ Iron bivalent, oral preparations 0.58

‘C07AB’ Beta blocking agents, selective 0.14

‘C09AA’ ACE inhibitors plain 0.75

‘C10AA’ HMG CoA reductanse inhibitors 0.91 0.65

‘J01CA’ Penicillins with extended spectrum 0.09

‘J01CR’ Combinations of penicillins 0.06

‘H03CA’ Iodine therapy 0.73

‘M01AE’ Propionic acid derivatives 0.24 0.33 0.29 0.21

‘N01BB’ Amides 0.55

‘N02BB’ Pyrazolones 0.80

‘N02BE’ Anilides 0.11 0.40 0.87 0.24

‘N05BA’ Benzodiazepine derivatives 0.23

‘R06AX’ Other antihistamines 0.09
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Table 6.4: Description of the ICD9-CM and ATC codes with the five highest values in the profile

of diagnoses and drugs per group (evaluation subset).

Code Description G0 G1 G2 G3 G4

‘250’ Diabetes mellitus 0.94 0.95

‘272’ Disorders of lipoid metabolism 0.48 0.38

‘401’ Essential hypertension 0.92 0.77

‘460’ Acute nasopharyngitis 0.10 0.11 0.09

‘463’ Acute tonsilitis 0.10

‘526’ Diseases of the jaws 0.09 0.21

‘558’ Unspecified gastroenteritis and colitis 0.07 0.08

‘648’ Other current complication in pregnancy 0.32

‘650’ Normal delivery 0.48

‘664’ Trauma to vulva 0.48

‘692’ Contact dermatits and other eczema 0.11

‘719’ Other and unspecified disorders of joint 0.31 0.15

‘724’ Other and unspecified disorders of back 0.08

‘780’ General symptoms 0.06 0.20 0.08

‘V27’ Outcome of delivery 0.88

‘A10AB’ Insulins for injection fast-acting 0.61

‘A10AD’ Insulins for injection intermediate-acting 0.17

‘A10AE’ Insulins for injection long-acting 0.70

‘A10BA’ Biguanides 0.77

‘B01AC’ Platelet aggregation inhibitors 0.51

‘B03AA’ Iron bivalent, oral preparations 0.55

‘C08CA’ Dihydropyridine derivatives 0.25

‘C09AA’ ACE inhibitors plain 0.53

‘C10AA’ HMG CoA reductanse inhibitors 0.85 0.54

‘J01CA’ Penicillins with extended spectrum 0.07

‘J01CR’ Combinations of penicillins 0.04

‘H03CA’ Iodine therapy 0.62

‘M01AE’ Propionic acid derivatives 0.28 0.39 0.12

‘N01BB’ Amides 0.70

‘N02BB’ Pyrazolones 0.88

‘N02BE’ Anilides 0.18 0.39 0.25 0.96

‘N05BA’ Benzodiazepine derivatives 0.23

‘R01AD’ Corticosteroids 0.05

‘R06AX’ Other antihistamines 0.12



Chapter 7

Conclusions and Future Work

Chronic diseases have been impacting populations worldwide, impairing the patient’s quality

of life and substantially increasing the economical burden in national health systems. This

Thesis was focused on unsupervised learning methods for characterizing patients with chronic

conditions, addressing the main challenges raised by high-dimensional clinical data, and

allowing us to extract knowledge of clinical patterns. In this chapter, we present the main

conclusions obtained from this research. Several future lines of research are also outlined and

discussed.

7.1 Conclusions

A characterization of the health status of patients suffering from chronic diseases is not

straightforward, mainly due to the existence of multiple challenges raised by EHR-based data.

Also, finding appropriate approaches allowing us to identify patients at higher risk of

developing specific diseases is a recurring hurdle in health research. In this Thesis, the CRGs

were initially considered to collect a representative number of healthy patients and those with

chronic health statuses such as hypertension, diabetes and multimorbidity. Despite CRGs have

been broadly applied and validated in different studies, they were built using just data

extracted from EHRs of health care systems in the United States of America. Since a patient is

clinically complex and his/her characterization through diagnosis and drug codes is highly

dependent on the clinical practice, the rules provided by the current population classification

systems cannot be suitable for all realities and contexts. The unsupervised learning methods

115
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raised as a promising alternative for finding clinical groups of patients regardless of the

context, becoming a more general approach that can be applied to any population due to its

data-driven nature. In this Thesis, we used real-world patient data extracted from the EHRs

collected by the UHF, associated both with healthy and chronic patients (hypertensive, diabetic

and multimorbid). It is important to remark that the presented research was conducted in

collaboration with a team of clinical experts. These clinicians were responsible for giving

support and clinically validating the obtained results.

To address the main challenges raised when working with EHR-based data, we focused on

unsupervised learning methods based on ANN due to their capacity to find hidden patterns.

First of all, we considered the SOM to visualize and find clinical patterns on high-dimensional

data. We proposed the combination of SOM and clustering techniques to characterize the

health status of healthy and chronic patients through the use of ICD9-CM and ATC codes. The

SOM demonstrated a great ability to map high-dimensional clinical data into a grid structure

of nodes, allowing us to visualize and find associations among clinical features. The SOM

learning process results in a topological ordering of the nodes (topology-preserving property)

that leads to the projection of similar patients from the high-dimensional space onto the same

region of the grid. Hence, by grouping the prototype vectors we can identify clusters of

patients with particular clinical conditions. This supported the search for clinical patterns to

gain insights from chronic conditions. We performed an exhaustive analysis of the ATC codes

and their relationship with chronic diseases using the visual representations provided by the

SOM, which allowed us to gain insights from the drugs consumed by specific groups of

patients. The prototype vectors provided by the SOM showed to be useful to perform a

subsequent clustering method (AHC) and thus group nodes gathering patients with similar

clinical characteristics and health statuses. From a clinical perspective, the visual analysis

carried out by using the SOM representations helped us to remark differences among clusters

of patients. To remark that, following an unsupervised two-stage approach, it was possible to

distinguish clusters of patients (cluster of nodes) with clinical conditions not identified in the

CRGs. In particular, we distinguished three clusters not directly identified through the

considered CRGs. On the one hand, two clusters of diabetics with notable differences in the

dynamics of prescribed drugs and age were found, which resulted in identifying T1D and T2D.

On the other hand, we discovered a small cluster of pregnant women affected by GD and
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hypertension during pregnancy. This cluster characterization could support clinical

decision-making, which may influence the evolution of the chronic condition or the patient’s

health status. With the need to reduce healthcare costs and a shift towards personalized

healthcare, the application of data-driven tools to predict patients with high consumption of

health resources, as those affected by chronic conditions, is key.

To further address the challenges raised by high-dimensional data, we apply nonlinear

dimensionality reduction and clustering methods to find and visualize patients with different

health statuses. In particular, AE-based models were considered on the clinical data extracted

from EHRs, aiming to build lower-dimensional representations called LRs. The

characterization of the found clusters provided a better comprehension of chronic conditions

and clinical features associated, showing their effectiveness to capture clinical insights from

data. Referring to clinical findings, we can highlight several. The LRs proved to be effective to

obtain, in an unsupervised way, clusters of patients with patterns of drugs linked to chronic

diseases (hypertension, diabetes, multimorbidity). We found two clusters of diabetics with

differences in their prescribed drugs (insulin and non-insulin dependant), and a cluster of

women affected by hypertension and gestational diabetes during pregnancy. It is also of

interest to point out that LRs and AHC worked reasonably well for identifying patients with

co-occurring multiple diseases. As shown in the literature, compared to patients with one

chronic disease, multimorbid patients tend to have more psychological issues and, in general,

poor quality of life. Moreover, we proposed a proof-of-concept based on projection methods

using real-world patients to map synthetic patients for visualizing health status progressions on

a two-dimensional space. With the use of complex synthetic patients, we observed the impact

of certain codes to produce changes in the health status visual progressions. If one clinical

code produces the displacement on the projected two-dimensional space to the region

associated with a clinical condition, it is likely to be related to that clinical condition. The

aforementioned approach could improve the decision-making process, allowing the

identification of certain codes (particularly drugs) involved in the progression of clinical

conditions. Practitioners can examine the two-dimensional space and the projection of

corresponding synthetic patients to find patterns linked to specific clinical conditions and thus

monitor the health status evolution.

To remark the importance of data visualization for physicians, with the efficient presentation
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of high-dimensional data into a lower-dimensional space supporting the data exploration and the

clinical pattern recognition. The proposed approach could support the use of data-driven models

by physicians in daily practice, leading to the extraction of clinical knowledge. It opens up

interesting lines of research since the addition of new data could lead to a better characterization

of the dynamic course of the patient’s health status by guiding medical interventions. Finally, to

remark differences of this work with previous studies using data of chronic patients [118, 119],

where the number of features was reduced by using feature selection approaches in a supervised

way. Feature selection is a technique ranking the significance of every feature and removing

those which are less significant for specific tasks. In contrast, feature extraction methods such

as those based on AE, seek to create new features while preserving the underlying structure of

the original data. However, since AEs apply nonlinear transformations in the learning process,

they are generally less interpretable than feature selection approaches.

To address some aspects related to the lack of interpretation in AE-based models, a novel

methodology was proposed by combining nonparametric probabilistic models and cluster

methods. Experimental results showed the effectiveness of the methodology in the search of

patterns and clusters of patients with discriminant characteristics from a clinical viewpoint. In

particular, patterns related to both diagnoses and drugs extracted from EHRs belonging to

diabetes and hypertension were found. This approach can be a useful tool for practitioners,

since it supports the interpretation of black-box computational models, becoming a powerful

visual tool for exploring relationships between features and an effective approach for

characterizing the patient’s health status. The lack of interpretability has become the main

barrier to the acceptance of ML models in critical applications. In the clinical setting,

interpretability is vital for the application and usability of data-driven models. Our approach

could support the application of AE-based models, improving the shortcomings in

interpretation and their use in the clinical context.

Finally, the clinical findings suggested by the data-driven models and presented in this

Thesis correspond to the evidence revealed in the literature, which allowed us to validate the

use of these methods in this clinical setting. Though different knowledge may be extracted,

providing new insights in the clinical context, it cannot be validated by clinical experts unless

there are supported by controlled clinical trials, which is out of the context of the current work.
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7.2 Future research

Data-driven approaches are fast-growing, and their applications have shown remarkable results

in different domains, allowing us to have tools for supporting clinical decision-making.

Specifically, they have been used in research related to chronic diseases, identifying patients,

clinical patterns and factors associated with a higher risk of developing these conditions,

among others. In this Thesis, unsupervised learning methods were used for extracting clinical

knowledge of chronic conditions, including hypertension, diabetes and multimorbidity. This

section summarizes some interesting future lines of research that follow the current work. The

contributions of this Thesis will hopefully help practitioners and researchers to better

characterize chronic conditions and the progression of the patient’s health status. However,

there are more challenges to address from both a technical and clinical setting, and the

research is open for new research future lines:

To improve the clinical characterization of patients with chronic conditions, we can

consider data collected during several years, from other hospitals, and enriched with other

types of features. EHR systems are populated by multiple types of data reflecting different

aspects of the patient history such as diagnoses, medications, laboratory tests, procedures, and

variables such as weight, blood samples and demographic information. For clinicians,

considering this information would provide large support to gain an adequate understanding of

the underlying causes in the onset and evolution of chronic conditions. The approaches

proposed in this Thesis allowed us to find clinical patterns associated with chronic individuals,

but we only considered a summary of the diagnoses and drugs codes registered in the EHR.

Note that in this Thesis we consider a simplification of the codes used for diagnoses and drugs,

as well as binary features denoting just the presence of the code anytime in the considered

period of time. It is possible that increasing the detail of these codes and their frequency can

offer new insights related to the patient’s health status progression and associated risk factors.

The temporal dependency in the data registered in the EHR can also be a key aspect for a more

detailed analysis of the patient’s health status progression. This work can also be extrapolated

to other chronic diseases (e.g., chronic obstructive pulmonary disease, cardiac pathologies or

depression among others) and other scenarios (e.g., progression of the health status of patients

in the intensive care unit).
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To analyze health status progression and predict the onset of chronic conditions, the use

of methods working with temporal data may be advantageous. Considering data of the same

patients collected during consecutive years, it is also possible to model the underlying temporal

aspects of the patient history. Indeed, we propose to extend the characterization of the patient’s

health status carried out through the SOM and AE-based models by considering time series. For

instance, once the health statuses have been characterized using the SOM, we can consider data

of different time periods to develop a dynamic approach for tracking the patients’ health status

evolution. Furthermore, within the context of clustering embedding that combines SOM and

clustering [236, 237], we can develop new methods for both identifying and visualizing health

status trajectories. Note that tracking the health status evolution and describing the dynamic

course of the patient’s health status is crucial to performing medical interventions aimed at

modifying the disease progression. Also, ANNs explicitly designed to work with time series can

be used to predict the onset or the worsening of a clinical condition, such as Recurrent Neural

Networks and their variants including the Long Short-Term Memory and Gated Recurrent Unit.

Accurate predictions can enable efficient medical interventions for both improving quality of

life and slowing down the progression of chronic conditions.

To guarantee the privacy and the open-access of clinical data for research, we propose to

generate synthetic patient data guaranteeing most of the concerns related to privacy. Sharing

and using inherently sensitive medical data for research is becoming difficult because the use

of information of patients raised many privacy regulations and concerns. Furthermore, it is

recommended in research to publish the clinical data to replicate results, thus extending

collaborative research and scientific discovery. Several methods based on Generative

Adversarial Networks [238, 239, 240] become a promising solution to generate synthetic

patient data in a nonparametric way. Since these methods do not provide privacy guarantees,

differential privacy algorithms can be considered to create synthetic data while ensuring

privacy. With these artificial patient data, we can foster the use of data-driven models in the

clinical context, hopefully enhancing the knowledge discovery about chronic conditions.
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