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We present a novel approach that combines intrinsic decomposition of outdoor scenes with real-time rendering
of new views under unknown illumination. Building on top of the state of the art, our method tackles the chal-
lenges of limited information in single-illumination scenarios by introducing pixel-level regularization terms
aligning inferred material segmentation labels with albedo consistency estimators. For outdoor illumination,
we adopt a physically-based sky model which increases the intrinsic decomposition robustness by relying
on a reduced set of expressive parameters. Our approach enables partial retraining of 2DGS/3DGS models
to render de-illuminated scenes in real time, with seamless integration into rendering engines for enhanced
scene lighting, achieving better decomposition results than the state of the art. We show several experiments,
including ablation studies and material segmentation source comparisons, proving our method’s advantages
over previous work, despite remaining challenges in handling fine shadow details and view-dependent effects
due to the limitations of the Lambertian shading model.

1. Introduction

Film production, game development, virtual reality, and digital
content creation demand high realism and accurate digital assets. Even
today, those assets are usually modeled by artists, involving complex
shape, lighting and material parameters, which are designed and set
manually. Current workflows have evolved from just using photo-
graphic references to create 2D texture stacks for materials to obtaining
partial 3D reconstructions from multiple images with photogrammetry,
which are subsequently refined and topologically cleaned by artists (see
Fig. 1).

Inverse rendering is a crucial part of many methods that aim to
obtain these parameters in a more automated fashion, thus reducing the
time and cost of any digital production. For instance, in order to reillu-
minate any given scene, ideally, we would need to isolate the intrinsic
components that originated such image: the shapes, the materials, and
the lighting. The process of obtaining those components is often called
intrinsic decomposition. However, this process is challenging due to its
inherent ill-posed nature, even if we capture multiple viewpoints of the
same object, with the same or different illuminations.

When multiview data is available, among the various 3D vision
representations, Radiance Fields have gained prominence in recent
years for the realistic capture and visualization of existing objects, with
notable advances such as Neural Radiance Fields (NeRF) [2]. However,
NeRF-based methods rely on hundreds of images and, although they
provide acceptable quality for synthesizing novel views, they come with
significant limitations: training can take anywhere from several hours
to days, and rendering typically requires on the order of minutes.

Both limitations are addressed by 3D Gaussian Splatting (3DGS) [3],
which represents Radiance Fields using 3D Gaussians. This approach
has significantly improved rendering efficiency through CUDA-
accelerated rasterization, while achieving fidelity comparable to, or
even surpassing, NeRF-based models.

Despite these enhancements in quality when rendering novel views,
the editability of these assets remains a persistent challenge. The ac-
curate intrinsic decomposition needed for inverse rendering often re-
quires regularization techniques or additional geometry supervision,
potentially compromising the quality of the rendering outcome.

In terms of scene decomposition, two primary methodologies
emerge: those utilizing captures taken under varied illuminations and
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Fig. 1. Comparison of intrinsic albedo separation results for our method and previous work across two scenes. Columns correspond to ground truth, NeuSky [1], ours w/o partial

retraining, and our full method.

those under a single illumination setting. Studies such as [1,4] lever-
age multi-illumination captures, requiring multiple days of shooting
under different lighting conditions—a process that is time-consuming
and resource-intensive. Alternatively, approaches like [5,6] introduce
methods that eliminate the need for multiple-day captures, instead
leveraging varied lighting conditions within a controlled environment
or capturing dynamic shadow variations over time to disambiguate
shadows. Yet, our focus remains on exterior scenes akin to those used
in [1,4], where neither the environment is controlled nor the subjects
are in motion.

Other works, such as [7,8], use single-illumination captures. These
models decompose the scene into components and employ BRDFs to
compute final colors. They perform well when the scene is captured
under diffused lighting but struggle with hard shadows, highlighting
the limitations of using single illumination captures with no further
restrictions.

To overcome these shortcomings, we propose ‘Neuralux’, a method
built upon previous multiview/multilight approaches [1] that can be
applied to single-illumination captures for inverse rendering by inte-
grating improvements such as a sky representation based on physical
principles, a unified latent code to overcome the need for capturing
with several illuminations, and the addition surface material disam-
biguation to eliminate shadows. The aim of our method is to de-
illuminate the scene to synthesize any desired view without traces of
the original shading nor shadows derived from geometric occlusions.
Furthermore, to accommodate real-time applications, we propose par-
tial retraining with our de-illuminated results precomputed and baked
into a Gaussian Splatting-based method, making it viable for efficient
and realistic outdoor scene rendering or to integrate the de-illuminated
scene into any commercial rendering pipeline for relighting purposes.
This approach not only takes advantage of the accurate geometric
representations offered by implicit networks, which are essential for
efficient inverse rendering, but also exploits the real-time capabilities
of Gaussian Splatting.

Our technical contributions are summarized as follows:

1. Physically based sky representation: We introduce a sim-
plified sky model based on physical principles. This model is
tailored to handle diverse outdoor lighting conditions efficiently,
facilitating more accurate scene reconstruction. We also use a
single illumination to represent the whole scene.

2. Dual Loss Functions for Albedo Enhancement: We develop
a novel approach using dual loss functions applied to albedo
maps, crucial for removing shadows in the reconstructed scenes.
This enhancement is vital for achieving high-fidelity inverse
rendering results.

3. Hybrid Model for Efficient Rendering: Recognizing the lim-
itations of both NeRF and 3DGS, we develop a hybrid model
that combines the strengths of both. This model supports par-
tial retraining to feed the results into a Gaussian Splatting-
based method, enabling faster rendering, suitable for real-time
applications (see Fig. 2).

2. Related work

With the emergence of NeRF [2], research into neural fields that
allow the extraction of scene information from a set of images and
generalize it to synthesize any desired view has multiplied. The original
NeRF model implicitly learns the transmittance and color of each
spatial point in the scene using MLP and then applies a derivable
rendering to optimize it. Despite its rapid popularity, the original NeRF
model has many drawbacks: it requires the scene to be static; it does not
decompose the scene into its basic 3D elements; it takes considerable
time to train and render new views, falling far below real time; it does
not achieve high-quality high-frequency detail; and it has problems
with view-dependent effects.

All these problems have been addressed by a variety of proposals
in the following years. To improve the extractable geometry of a
NeRF (both depth maps and normal maps) several options have been
proposed, but for our work, it is important to highlight the use of Signed
Distance Functions as in NeuS [9], VoISDF [10] and NeusFacto [11].
The properties of these functions during a NeRF-like rendering process
allow more consistent geometries to be optimized.

To improve the overall quality and speed of training and rendering
it is important to note the late relevance of the 3DGS representation [3].
This approach optimizes the parameters of a set of 3D Gaussians to
avoid empty space calculations while preserving the desirable proper-
ties of an optimizable volumetric radiance field. In this line of work,
2DGS [12], a model that uses 2D Gaussians to obtain a more accurate
geometry while maintaining the advantages of 3DGS, was subsequently
proposed.

These representations allow for novel viewpoint synthesizing, how-
ever, without an intrinsic decomposition of the components of the
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Fig. 2. Overview of our de-compositing pipeline and outcome, compared with previous work. Left: Sky reconstruction with physically-based model. Middle: Shadow removal with
by-material guidance, compared with Neusky. Right: Additional steps introduced into our method to improve the quality of the decomposition.

scene, it is difficult to edit and change, among other things, its lighting.
Although implicit direct relighting is possible without decomposing
the scene into its explicit 3D constituents, as shown in NeLF [13]
or [14,15] for the specific case of human portraits, the general problem
of synthesizing novel views with a different illumination is still open.
On the other hand, explicit decomposition to obtain geometry,
material properties and scene illumination allows for more versatile,
direct and intuitive editing. Moreover, for many other applications,
these decomposed elements are sought to be obtained. This explicit
decomposition in neural field models has been worked on for generic
static scenes in proposals such as: NeRD [16] which approximates
incident illumination to obtain reflectance properties and geometry;
NeRV [17] allows working with unconstrained lights as long as they
are known; PhySG [18] decomposes a scene with unknown static
light using spherical Gaussians; Neural-PIL [19] allows working with
dynamic lighting; SAMURAI [20] focuses its approach on working best
with unknown poses; NeILF++ [21] models not only the incoming light
but also the outgoing one with its own radiance field. TensoIR [22]
extends TensoRF [23] to perform inverse rendering of the scene by
representing the tensors with a vector-matrix decomposition. NeRFac-
tor [24] decomposes the scene by obtaining the light visibility and
pseudo-gt geometry for each pixel from a pre-trained NeRF model;
DyNeRFactor [25] extends the previous work to dynamic scenes by
obtaining the light visibility and geometry from MixVoxels [26].
Outdoor scenes are a use case with their own specific challenges.
While the original NeRF algorithm uses a transformation to NDC (Nor-
malized Device Coordinates) space to deal with how the rays move
away from the camera potentially to infinity, this transformation only
performs adequately when assuming a forward-facing scene where the
set of cameras approximate a large camera frustum. To deal with
that constraint in unbounded scenes, Mip-NeRF-360 [27] proposes a
non-linear space contraction. NeRF in the Wild [28] allows capture
using images shot with different illumination conditions to learn scenes
captured at different times. NeRF-OSR [4] focuses on outdoor scene
relighting from a set of photos shot in uncontrolled conditions. Later,
NeuSky [1] extends NeuS-Facto [11] aiming for the same scene de-
composition objective by extending the SDF-based model with two
spherical neural fields. The first sphere aims to model the sky visibility
while the second models distant illumination using the space contrac-
tion proposed by Mip-NeRF-360 and models the illumination using the

RENI++ model [29]. Previous work by Duchene et al. [30] and Laffont
et al. [31] produced high quality decompositions but were limited by
very coarse geometry approximations and image-driven propagation
methods, that are quite sensitive to the heuristic similarity functions
used to propagate and cluster materials.

Recently, single-image intrinsic decomposition has been advanced
with works such as [32,33]. These approaches leverage ordinal shading
priors and diffusion models to obtain high-quality albedo decomposi-
tions from individual images. While they achieve remarkable perfor-
mance on single views, they do not enforce multiview consistency,
which is critical for applications involving relighting and editing across
different viewpoints, as pursued in our multiview setup.

3. Baseline model

Our work builds upon NeuSky [1], a model for inverse rendering
of outdoor scenes from unconstrained multi-view image collections
captured under varying illumination conditions. In this Section we
summarize the most relevant components of the baseline model to
facilitate the understanding of our algorithm.

NeuSky takes as input a dataset of N images, camera poses are com-
puted with COLMAP [34,35], and segmentation maps are generated
using ViT-Adapter [36] according to the Cityscapes [37] convention.
The scene geometry is modeled by using a Signed Distance Function
(SDF), where the zero level set defines the object’s surface. The scene is
assumed to be Lambertian, with diffuse albedo represented by a neural
field a(x) € [0, 1]3. Illumination is treated as a distant environment that
depends solely on direction d € S?, with HDR RGB incident radiance
represented as L;(d) € Rio.

For a ray r(r) = 0 + td, where o is the origin and d is the direction,
the RGB color is rendered as:

s D
e(r) = 2 w;a(x;) 2 Li(dp)V (xg,dy) max(0,n(x;) - dp), @
j=1 k=1
where S is the number of samples along the ray and D is the number of
sampled lighting directions, distributed uniformly over the unit sphere.
Here, w; represents the blending weights for sample points, x; is the
sample position along the ray, V(xg,d,) € {0,1} is the visibility in
direction d,, and n(x) = V/spE®_ js the surface normal derived from

. IV fspr®ll
the gradient of the SDF.
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The optimization of NeuSky is mainly guided by the appearance
loss:

Lopp = Y, £(cg(r), SRGB(c(r))), @
rer

where ¢ is the sum of the L1 and cosine errors, designed to match

both the absolute values and the hue of the predicted color ¢(r) and

the ground truth color Cgi(D). The function sRGB(-) applies a standard

tone mapping to convert linear HDR colors into displayable values.

NeuSky incorporates a neural illumination prior, RENI++ [29],
a conditional neural field trained on a dataset of HDR environment
maps. In addition to the illumination prior, NeuSky integrates sky-pixel
constraints. The optimization for this component includes a prior loss,
Lprior» Which regularizes the latent codes, and a sky loss, Ly, which
penalizes inconsistencies in the observed sky pixel colors.

NeuSky employs a Directional Distance Field (DDF), fppr(x,d) :
R3 x S? - Ry, to compute visibility in a differentiable manner. The
DDF predicts the distance to the nearest surface along a given direction
d from a query point x. This representation is tightly integrated with
the SDF to ensure consistency between geometry and visibility.

The optimization of the DDF is guided by several loss terms to
ensure consistency and accuracy: Depth Consistency Loss (Laqr_geptn)s
ensuring that the predicted DDF distance matches the corresponding
SDF depth; Level Set Loss (Lgr eveiset)> €nforcing that traversing the
predicted DDF distance lands exactly on the surface defined by the
SDF; Multiview Consistency Loss (Lggf multiview)> €NSUring consistency
in visibility predictions across multiple viewpoints, and Sky Segmen-
tation Loss (Lgqt gy), Which constrains visibility predictions for rays
intersecting the sky to improve accuracy in open areas. For more details
on the DDF and associated loss functions, refer to the original work [1].

4. Our intrinsic decomposition method

Our method, unlike NeuSky, takes as input images captured under a
single illumination condition. This introduces an additional complexity:
achieving the correct disentanglement between albedo and illumina-
tion. Since all images share the same illumination, shadows consistently
cover the same regions across the dataset, making it an ill-posed
problem to separate them from other intrinsic scene properties.

4.1. Illumination latent code

In previous work, a RENI++ latent code is optimized to represent
the environment map (sky) for each image in the dataset, assuming
different illumination conditions across the dataset. While this setup
can potentially be applied to datasets where all images share the same
illumination, it introduces certain challenges: First, non-homogeneous
convergence: Environment maps optimized for different frames often
become inconsistent, particularly for frames focusing on different parts
of the scene (see Fig. 9). Second, overfitting of the shared latent
code: Forcing a single latent code for all frames without any additional
measures leads to overfitting, as it is updated N-times more frequently
when compared to a vanilla training (where N is the number of
images), causing details meant for geometry or albedo to be attributed
to the environment map.

To overcome these issues, we optimize a single latent code shared
across all images in the dataset and implement additional measures,
described below, to ensure consistent and high-quality results while
preventing overfitting.

4.2. Scene center and scaling

In the baseline implementation of NeuSky, the scene is centered
based on the average of all the camera positions, and scaled so that
the distance from the origin to the farthest camera is normalized to
r, typically set to 1. While this is a common practice, this method
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is particularly sensitive for two reasons: First, similar to MipNeRF-
360, areas outside the unit sphere become distorted and imprecise,
especially for casting shadows (see the blurred reconstruction for off
bounds geometry in the left column of Fig. 3). Second, although one
might simply scale the scene down to force even the most distant
points within the unit sphere, doing so reduces the spatial resolution
of volume rendering sampling — using a proposal network as part
of Neus-Facto [11] — resulting in geometry that is insufficient for
accurate shadow projection.

While this approach works well when the dataset consists of a
central object and a camera that moves around in a circle, it will fail
in most outdoor scenarios, either the spatial resolution in the area of
interest is too low because the scale of this area is underestimated (too
small), or part of the area of interest lies outside the undistorted region
of the sphere, due to a misplaced central point, or to overestimating
the scale factor of the scene (too large).

To address these limitations, we have developed both a user-
assisted process for centering and scaling the scene, specifying the
central point and relative radius of sphere, and an automatic process,
where we leverage the point cloud generated by COLMAP or the
structure-from-motion (SfM) method used for camera pose estimation.
First, we remove outlier points by retaining only the closest 95%
of points to the mean position of the entire set. Next, the scene is
translated so that the origin (0,0,0) corresponds to the mean position
of the remaining points. Finally, the scene is scaled so that the farthest
point from the origin is at a unit distance.

Our approach provides a more robust alternative for centering and
scaling, leaving the user-assisted process for edge cases.

4.3. Using a physically-based sky model

An issue we encountered is that, while RENI++ can optimize very
detailed environment maps, such detail is not always beneficial for
improved inverse rendering. There are two main reasons for this:

» Sampling limitations: The sky is sampled in 642 directions based
on an icosahedron during rendering. A higher level of detail in
the environment map is ineffective with such a low number of
samples.

» Lambertian rendering assumption: The rendering model as-
sumes a Lambertian paradigm (no view-dependent effects or re-
flections), making high-frequency details in the environment map
not so relevant in the final render.

Moreover, we observed that environment maps generated by
RENI++ are often unrealistic and inaccurate. Specifically, the sun is
rendered as a large, diffuse patch occupying a significant portion of
the sky, even on clear days where the sun should be a well-defined
circle (see Fig. 4).

To address these issues, we chose to use a physically-based sky
model with the following advantages: First, the generated sky is phys-
ically plausible (e.g., a single sun with a reasonable size, realistic sky
colors, etc.). And second, the environment map does not incorporate
the colors of the scene into the sky, when trying to disambiguate
the resulting shading during the inverse rendering optimization, thus
avoiding artifacts caused by unrealistic illumination.

The model we selected is the Lalonde-Matthews sky model [38],
which uses 11 physical parameters to independently modulate the
radiance of the sun and sky. These parameters provide accurate HDR
luminosity calculations from any direction. In our implementation of
this model, the first six parameters, representing the RGB scales of
sky and sun illumination, are made positive by taking their absolute
values to prevent unrealistic negative lighting values. The next three
parameters — sky turbidity, the sun’s relative size, and its sharpness
— are adjusted using a sigmoid function to ensure they fit within their
physical ranges: turbidity between 2 and 20, sun sharpness between 0
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Fig. 3. From left to right: scene scaling applied with NeuSky, an automatic process using 95% of COLMAP points, and manual scaling. Notice that the first column displays a
blurred region on the left side of the image, corresponding to the area farthest from the scene’s center. This issue is largely mitigated by our proposed automatic process and

completely resolved with the user-assisted method.

= e

Fig. 4. RENI++ (left) vs. LM Sky (right). On each row, tonemapped envmap (left) and heatmap of the luminosity (right). LM exhibits superior precision in the sky position, shape

and luminosity.

and 50, and relative size between O and 1, thus ensuring the model
outputs closely match observed natural conditions. Additionally, the
last three parameters, which set the sun’s direction, are normalized to
unit vectors. The sampling process remains identical to RENI++, but
we found that this approach converges significantly faster. Specifically,
the parameters become stable within 15k-20k training steps, compared
to the full 100k steps required for the entire training process. We also
reduce the number of sampling directions for visibility calculation from
D = 642 to D = 162, without noticeable loss of quality, reducing the
computation time.

4.4. Visibility threshold

Visibility is estimated in Neusky with a learnable threshold, for
consistent shadow generation across images under varied lighting con-
ditions. However, in our scenes, where only one illumination is used,
this approach underperformed. Instead, we opt for an exponentially
decaying threshold decreasing from 2.0 to 0.01 in 15k steps. Details on
this adaptation and its effect are further discussed in the experiments
Section 5 and are explicitly shown in Fig. 10.

4.5. Lower hemisphere visibility

As mentioned in Section 3, in previous work visibility for each ray
is calculated D/2 times, including the lower hemisphere visibility to
account for the indirect ground illumination. This approximates indi-
rect illumination,encoded as far field light with a RENI++ environment
map. In some cases this will produce plausible results, but indirect
light is typically of much lower intensity compared to direct light and
depends on local surfaces and materials, so in the majority of cases
it cannot be represented as a distant light source. Thus, as a general
solution we limit our visibility model to the top hemisphere, using our
physically-based sky.

4.6. Shadow removal

The elements introduced so far are not sufficient to significantly
improve the intrinsic decomposition of the scene. While better opti-
mization of both the environment and shadow map can reduce the
presence of cast shadows in the albedo component, the quality of the
decomposition is insufficient for relighting purposes.

To improve shadow removal we propose to incorporate material
estimation into the optimization by means of two loss terms, both based
on leveraging segmentation masks that divide the scene into different
materials. To generate these masks, we explore two approaches: one
based on a network trained to detect pixels sharing a similar material
to a given pixel [39] and another one extending SAM segmentation [40]
to multiview datasets [41].

4.6.1. Material masks from pixel similarity

Materialistic [39] is designed to select a pixel in an image and
compute similarity scores for other pixels within the same image or
across other images. To generate material masks from these scores, we
explored two possible approaches:

Procedural approach. In this method, a random pixel P, is selected,
and similarity scores are computed for all other pixels in the dataset.
Pixels with scores exceeding a threshold 7 are assigned to class 0. This
process is repeated until most pixels are classified. While this method
is fully automatic, it has three relevant drawbacks: First, multi-view
coherence is not ensured. Second, this method yields variable results
with each execution. And last, the method is highly sensitive to the
chosen threshold 7. Depending on this parameter, it may even not be
able to classify enough pixels, as the pixels left after several iterations
may not reach the threshold and remain unclassified.



M. Alfonso-Arsuaga et al.

Computers & Graphics 131 (2025) 104279

Fig. 5. From left to right: initial raw mask from SAGA, grouped material classes after user consolidation, and final refined mask with color disambiguation. The refinement step
improves boundary accuracy and resolves mixed-color regions introduced by Gaussian blending.

Seed points approach. In this method, specific seed points are manually
selected in an image of the dataset, corresponding to the materials to be
used as classes. Similarity scores are then computed for every pixel in
the dataset, and each pixel is assigned the class with the highest score.
To make this approach more robust, multiple views can be used instead
of a single image, several points for the same class within the same view
can be selected, and a voting system can be used to aggregate scores
across views or points.

This approach requires minimal manual input — just a few clicks on
selected images — and no additional parameter tuning. Furthermore,
it offers complete control over which classes are used to segment the
scene. Even so, the method still fails to ensure multi-view consistency
and fine details are usually not preserved, resulting on low-resolution
segmentation masks as shown in Fig. 11.

4.6.2. Material masks from multiview segmentation

SAGA [41] is used to segment 3D scenes represented by gaussians
into distinct classes by first training a 3DGS model on the scene and
then applying SAM [40] to the dataset to generate segmentation masks
and extract features from each image. These outputs, along with the
trained 3DGS model, are then used to train the SAGA model, which pro-
duces view-consistent 3D masks for the scene. While SAGA is designed
to support promptable segmentation tasks, our project modifies its
pipeline to create masks specifically tailored for material classification
in complex scenes:

+ Initial Training: The process starts by training the standard
SAGA model to generate initial masks and features for each
image.

Gaussian Grouping: After training, SAGA outputs a large number
of semantic classes. To consolidate these into a meaningful set
of material categories, we developed a user-guided interface that
presents each SAGA class to the user, one at a time. The user
can then reassign the color associated with that class, either
by assigning it to an existing material class (i.e., selecting an
already used color) or by defining a new material class with
a new color. This interactive process allows for precise manual
grouping of semantically similar classes based on visual inspec-
tion of the original images. Typically, a SAGA scene contains
around 50-100 classes, and the entire grouping process takes
approximately 20 min per scene.

Mask Refinement: Rendered masks from the previous step often
exhibit inaccuracies, especially at object boundaries where color
blending occurs due to the Gaussian rasterization process. To ad-
dress this, we developed a user-assisted notebook that guides the
refinement process. Each pixel is first matched to the closest color
from the predefined list of material classes obtained during the
grouping phase. For pixels that resemble a mixture of colors, the
user can manually select (via clicks) representative pixels and as-
sign them to the correct class color from the list. These selections
are stored in a custom dictionary that maps blended colors back
to their intended classes. Although manual, this disambiguation
step typically requires minimal input — usually only one or two
clicks per scene — and significantly improves boundary accuracy
and mask consistency. After refinement, each class is assigned a

color that visually resembles the original appearance in the input
images, which facilitates more effective training.

Fig. 5 illustrates an example of the complete material masking
process, from raw SAGA output to the final refined mask. As a ref-
erence, in this particular case, the refinement stage required a single
user click between the building (white) and the ground (light blue) to
prevent misclassification into the sky class (dark blue), ensuring clean
separation between adjacent materials.

4.6.3. Shadow removal losses

To optimize the intrinsic decomposition process and effectively
separate shadows from albedo, we introduce two specialized loss func-
tions. Each function is designed to integrate with the material masks
generated either by Materialistic or SAGA, depending on which method
yields superior results in preliminary evaluations. The goal is to mini-
mize shadow influence within the albedo map.

The Albedo Segmentation Loss Lg., guides the optimization of
geometry and lighting (environment map) to ensure that shadows are
accurately explained by a proper shadow-casting process, rather than
being baked into the albedo. To achieve this goal, we optimize a set of
segmented albedos, assigning a unique RGB value to each material class
in the segmentation masks. Subsequently, a full rendering is performed
using these semantic albedos, which is then compared to the ground
truth (GT) image using the following loss function:

-1 ¢ reC

c
Leg, = % Czl 1 Z(cgt(r)—sRGB (cseg(r))|, ©)
where C denotes the number of material classes, n. represents the
number of batch rays r within each material class C, and Coeg(T) and
¢ge(r) correspond to the rendered RGB color and ground truth color,
respectively.

The material masks enforce consistency of albedo values within
each class, ignoring variations introduced by shadows or other light-
ing effects. Intuitively, this loss function encourages the optimization
process to model shadows through adjustments to the environment
map and geometry, taking advantage of the limited representational
capacity of per-class semantic albedo (see Fig. 6).

It is important to note that the predicted auxiliary albedo does not
contribute to the final rendered RGB image in the photometric loss
or any other loss. Instead, it serves as a temporary representation in
which the albedo is constrained to follow the material masks and is
later discarded.

We add a loss function which penalizes discrepancies in the albedo
value among pixels belonging to the same material class, particularly
when their hue and saturation are similar: the Albedo Value Pair-
ing Loss Lyp,i.. The underlying intuition is that pixels sharing the
same albedo should exhibit similar chromaticity, measured by hue and
saturation, but may differ in brightness due to cast shadows. During
training, the RGB albedo colors are converted to the HSV color space
for each batch. The loss is calculated as follows:

C
Lo = ¢ 2|5 2wyt - viap |, @

Cc=1 nc rj,rkeC
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Fig. 6. From left to right, segmentation albedo, shadow map and final render. The segmentation albedo does not allow any shadows, and to create the final render, the shadow

map is required to have the correct shadows in the correct places.

Fig. 7. From left to right: Ground truth view, rendered view with a “floater” artifact, Depth predicted by NeuSky and depth predicted by the proposal sampler network that is a

part of the Neusky method.

where the first sum iterates over the C material classes, and v(a;) and
v(a) are the value (V) components of the albedos a; and a, in the HSV
color space. The weights w);, are computed as follows:

Wy =1-cle - (D —€)). ®)

where D, represents the pairwise distance between albedos a; and
a, based on their hue and saturation. The function ¢ is the sigmoid
function, and « and ¢ control its sharpness and threshold, respectively.
In this case, they are set to x = 100 and ¢ = 0.15 as reference values.

The threshold ¢ determines the sensitivity of the loss to chromaticity
discrepancies. When D, < &, the weight w;, remains close to 1, allow-
ing the loss to penalize large differences in albedo values. Conversely,
when D, > ¢, the weight asymptotically approaches 0, reducing the
influence of such pairs.

The overall Shadow Removal Loss Lgy is calculated as a weighted
sum of its component losses, where each component is scaled by a
designated coefficient a:

Leg = Ogeg. * ESeg‘ + aypair. * Lypair. - (6)

The reference values used in our configuration are ag,, = 0.25 and
aypair. = 0.25. Moreover, to promote smooth training progression, the
Albedo Value Pairing loss is set to activate after 10k training steps,
allowing for initial model stabilization.

4.7. Floater removal losses

During training, we often observe undesired “floater” artifacts form-
ing very close to the camera, as illustrated in Fig. 7. Specifically, the
scene geometry can warp into a large plane or blob near the camera,
resulting in poor reconstruction quality.

To address this, we introduce two additional losses. First, a mean
squared error term that penalizes large deviations between these the
final predicted depth for ray r by d(r) and the proposal sampler’s depth
by d(r), (which often yields fewer depth artifacts due to its simpler
architecture):

Edepth_proposal_mse =0.1- MSE(d(r)’ dN(r)) . @)

Please note that gradients from this loss do not propagate back to
the proposal sampler, thereby preserving its original depth estimates.
Additionally, to discourage spurious geometry forming close to the
camera, we penalize overly small depth values via a second exponential
term:

‘Cdepth_near = scale - EXP(— a d(l‘)) , 8)

where in our experiments we set « = 30 and scale = 1.5. This
configuration strongly suppresses floaters by making very small depths
energetically unfavorable.

The two loss terms act jointly to keep the final depth aligned
with the proposal sampler’s predictions while penalizing geometry that
is excessively close to the camera, thereby mitigating floaters and
improving overall reconstruction quality.

The total loss of the model is defined as the sum of all NeuSky
losses (excluding the £, loss for RENI++ latent codes), the Shadow
Removal Loss from Eq. (6) and the Floater Removal losses from Egs. (7)
and (8).

4.8. Partial retraining of 2DGS

Despite the capabilities of the Neuralux model in generating de-
illuminated images, its application in real-time environments is limited
due to the substantial rendering time required—often several minutes
per image. Additionally, the quality and level of detail we are able to
acquire is far from optimal. To address these limitations and enable
real-time navigation of de-illuminated scenes, we utilize a process
known as “baking” the scene into a 2DGS model. We could also use
3DGS [3,12] but we have observed that the quality of the normals and
geometry obtained by the former is superior. This approach allows for
the rapid generation of new frames in real time.

After training the first part of Neuralux, it can be used to generate
new de-illuminated views of the scene. These images are then employed
to train a 2DGS, that allows to navigate the scene in real time. The steps
for this process are as follows:

A standard 2DGS model is first trained using captured images. Then,
all spherical harmonics above level 0 are removed and frozen, along
with the Gaussians’ means, covariances, and scales, leaving only the
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Fig. 8. Comparison of rendered images before and after floater removal by adjusting
the near plane from 0 to 0.1.

zero-degree harmonic for view-independent color optimization. Finally,
we use Neuralux to render de-illuminated images, which are then used
to retrain the 2DGS model.

Despite the improvement in the results regarding floaters after ap-
plying the floater removal losses, we have observed that some floaters
remain attached to the camera in some views. To further enhance the
outcome of the partial retraining, we render the images in the first stage
of the method by setting the near value of the rendered rays to 0.1. This
adjustment effectively prevents floaters from appearing too close to the
camera as seen in Fig. 8.

5. Results and experiments

We begin by presenting results and conducting a series of ex-
periments to validate the hypotheses underlying our method, that is
described in Section 4. The results demonstrate the method’s ability to
effectively disentangle scene and illumination components under var-
ious real-world conditions. To further substantiate these findings, we
performed ablation studies to systematically evaluate the contributions
of individual components, confirming their critical roles in achieving
real-time performance and accurate decomposition.

5.1. Validation dataset

Our validation dataset comprises five real scenes. Specifically,
scenes in rows 1 and 4 of Fig. 14 were captured by our team, while the
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remaining scenes were obtained from the Tanks and Temples dataset.
These scenes were carefully selected to reflect scenarios similar to those
used in related works such as NeRF-OSR and NeuSky, focusing on
outdoor building environments. In particular, we chose challenging
scenes — featuring strong direct sunlight on one side of a building
that generates high contrast and harsh shadows — as well as simpler
scenes with diffused lighting (e.g., the barn scene in the last row of Fig.
14). Due to the long experimentation times (several days per scene)
and limited computational resources, we restricted our experimental
validation to a set of carefully curated scenes. Please note that we were
unable to reproduce the scenes used in NeRF-OSR with our method due
to the limited number of same-illumination images in their datasets —
typically only 10 to 40 — which is insufficient for our reconstruction
pipeline (a limitation we share with NeuSky). Similarly, in our early
experiments, NeRF-OSR did not produce usable results with our single-
illumination scenes, yielding overly blurred and poorly reconstructed
images.

5.2. Lalonde-Matheus model vs. RENI++ in NeuSky

In this experiment, an independent environment map was optimized
for each view. The results, shown in Fig. 9, align with the hypothesis
that LM produces skies that are more consistent across views, due to
the smaller number of parameters being optimized and their physics-
constrained nature. Furthermore, LM generated skies that were more
realistic and closely resembled a real sky (compared to RENI++), in
single-illumination datasets.

5.3. Visibility threshold

Our experiments reveal that when the visibility threshold is allowed
to be learned during training, it typically converges to very high
values—ranging between 0.15 and 0.1. In a scene on the scale of a
building, such high thresholds mean that large portions (on the order of
tens of centimeters to even meters, depending on the scene size) fail to
cast shadows. As illustrated in Fig. 10, learning the visibility threshold
results in diminished shadow projection in smaller regions (e.g., the
building’s corner) compared to employing an exponentially decaying
threshold. Ideally, one could use an arbitrarily low value; indeed, our
experiments indicate that a threshold as low as 0.01 produces the best
results, with further reduction providing no additional benefit.

Fig. 9. Comparison of results using RENI++ (left) and LM (right) sky models in NeuSky optimizing one environment map for each frame. For each environment map, both the
LDR tonemapped map and an HDR heatmap are shown, across 3 different views of the same scene. LM outputs exhibit greater frame-to-frame consistency and more realistic sky

characteristics, closely resembling physical skies, compared to RENI++.
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Fig. 10. Comparison of the shadow map obtained using different visibility threshold configurations. The left image shows the shadow casted when using a learnable threshold,
where the shadow casted in the floor does not reach the corner of the building. On the middle image we set an exponentially decaying threshold and the shadow casted is closer
to the real one. Rightmost image shows the GT image as a reference of where real shadows should appear.

Fig. 11. Comparison of masks generated with Materialistic. From left to right: (Left) Mask automatically generated using the procedural method in runl. (Center) Mask automatically
generated using the procedural method in run2, showing differences compared to runl due to the variability of the method. (Right) Mask generated using seed points method,

requiring manual intervention, with the manually chosen points marked in red.

e

Fig. 12. Comparison of masks generated with Materialistic (manual seed point selection, top row) and SAGA (bottom row). The first column shows the masks for view(1) where
points have been selected. The second column shows the mask for view(120), using the information from view(1). The third column shows the rendered result using each mask

source.
5.4. Material masks source study

The robustness of the segmentation result is crucial for our pipeline,
thus we analyze and compare the multi-view consistency and level of
detail of the methods described in Sections 4.6.1 and 4.6.2. In the case
of Material Masks from Pixel Similarity the evaluation is carried out
following the two strategies described in Section 4.6.1. For the seedpoint
selection approach, we added a simple voting system that generates
several masks for each image using different sets of reference points,
and for each pixel, the most voted option is chosen. The color shown
for each class is the average color of all the pixels belonging to that
class.

Fig. 11 shows a comparison between two different runs of the
procedural method and the seed point selection method. We observe that
different runs of the procedural approach yield not only distinct results
but also a varying number of classes. Moreover, many pixels remain

unclassified because they do not surpass the threshold for any class. In
contrast, the seed point selection method guarantees that all pixels are
classified and provides control over the number of classes; however,
it still fails to reconstruct fine details and does not ensure multi-view
consistency. This lack of quality in the masks affects the quality of the
final albedo, as seen in rightmost column of Fig. 11 where thin areas
like the lamp post are not correctly reconstructed and also certain areas
seem to show weird color artifacts where multi view consistency fails
when using materialistic.

In Fig. 12 we compare these approaches to Material Masks from
Multiview Segmentation method, described in Section 4.6.2. It is
evident that the top row, corresponding to the pixel similarity method,
lacks detail and does not exhibit multi-view consistency, as several
regions of the floor are assigned to one class in one view and to a
different class in another view.
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Fig. 13. Left segment displays the normal maps: on the left is the normal map from our method before the partial retraining of 2DGS, where a subtle displacement appears to
explain shadows that cannot be accounted for by shadow casting; next, the normals produced by 2DGS are shown. Right segment shows, from left to right, the ground truth image
as a reference and the delighted albedo produced by our full Neuralux method.

ours w/o
GT NeuSky . L. ours
partial retraining

Fig. 14. Comparison of results across five scenes. First column corresponds to the GT image, while the following ones represent the albedo obtained by NeuSky, ours w/o partial
retraining, and ours.

10



M. Alfonso-Arsuaga et al.

no value pairing loss

Computers & Graphics 131 (2025) 104279

no segmentation loss

Fig. A.15. From left to right: albedo results using both losses simultaneously (each with a weight of 0.25), only the segmentation loss (weight 0.25), and only the value pairing

loss (weight 0.25).
5.5. Shadow removal losses

The loss functions described in Section 4.6.3 were employed in our
experiments to evaluate their effectiveness in removing shadows. We
compared the performance of using each loss individually, as well as
using both losses together, with the goal of both eliminating shadows
in the albedo and producing a shadow map that accurately reflects the
real shadows cast in the scene. In addition, we investigated the impact
of varying the overall weight of the combined shadow removal term.

In our final configuration, both loss terms are used simultaneously
as we consider it yields the best results when balancing out the shadow
removal, the level of detail and the tone and appearance of the image.
Please refer to supplementary material for examples of this comparison.

Overall, each loss individually contributes significantly to mitigat-
ing undesired lighting effects, such as shadows and highlights. More-
over, both losses have the added benefit of improving the quality of the
shadow map. Due to the limited resolution of the Directional Distance
Field (DDF), even with a low threshold, the edges of the shadows are
not perfectly projected. Our experiments indicate that applying either
loss enhances the shadow map primarily because the loss forces a slight
adjustment in the normal map—ensuring that the shadow extends fully
to its intended boundaries. This modification in the normals is not
directly observable in the albedo, and during partial retraining, the
geometry of the 2DGS model is fixed; consequently, the final normals
correspond to those of the 2DGS model rather than those produced by
the first stage of our method. This effect is shown in Fig. 13.

5.6. Comparison with previous methods

In Fig. 14 we compare our method with previous approaches. Our
method clearly improves shadow removal: it effectively disambiguates
the albedo in regions with strong, hard shadows—such as the building
facade in the first row or scenes where one side is in shadow while
the other is directly lit. In these cases, NeuSky struggles to separate
the albedo of the shadowed regions, resulting in inconsistent bright-
ness across surfaces, whereas our approach yields a more uniform
illumination.

Due to the segmentation component of our method, is true that,
before the partial retraining of the 2DGS model, our albedo exhibits
a slight loss of fine texture detail compared to NeuSky—this is par-
ticularly noticeable in features like the signage and text in the fourth
row or the brick patterns in the second row. However, this trade-off is
more than compensated by the substantial gains in shadow elimination
and overall consistency. Furthermore, the partial retraining process (as
shown in the final column) recovers fine geometric details — such as

11

the grilles visible in the fourth row — even if the color reproduction is
not perfect due to limitations in the albedo generation.

Overall, our method provides a net improvement in visual quality
by enhancing shadow removal and ensuring albedo consistency, with
the minor loss of texture detail being partially mitigated by subsequent
retraining of 2DGS.

6. Conclusions and future work

This work proposes an approach combining the intrinsic decompo-
sition of outdoor scenes with real-time rendering of new views. Our
method extends previous work [1,9,11] to scenes where all images
have been captured with a single unknown illumination. This entails
working with less information to disambiguate the albedo, infer the
illumination involved, and remove cast shadows. To deal with these
challenges, several improvements and two new regularization functions
have been proposed to augment the quality of the obtained albedo:
the Albedo Segmentation Loss enforces the resemblance of the inferred
albedo to segmented areas identified as a material while the Albedo
Value Pairing Loss enforces that two pixels sharing the same material
mask share a similar albedo. In addition, a physical model [38] is
used to generate the sky due to its smaller number of parameters and
more realistic priors. Finally, once the scene has been decomposed
with the initial visibility representation (DDF), we perform a partial
retraining of a 2DGS model using the disambiguated albedo as color to
render new views of the de-illuminated scene in real time, yielding high
quality intrinsic albedo and normal maps. We believe that obtaining a
real-time renderable model with de-illumination combines excellently
with the growing options for integrating 3DGS/2DGS models into
general-purpose rendering engines such as Unreal.

An extensive set of experiments with outdoor scenes has been
carried out to justify the decisions taken. This includes both ablation
studies and comparative tests with different sources to obtain the
segmentation masks. Although our experiments show that this pipeline
overcomes the technical limitations of some of its constituent algo-
rithms from previous work, some challenges remain. Shadows cast by
small-scale surfaces may not be modeled properly, remaining in the
albedo. Further research in the visibility computation is required for
this purpose. In addition, the material model is assumed as Lambertian,
so it does not take into account view-dependent effects which affect the
optimization quality. Finally, our shadow removal process comes at the
cost of (minimal) user input, and a slight loss of fine texture details.
We believe that better material-aware segmentation techniques [42],
or even image-space propagation as done in [30] could be explored to
preserve the high-frequency details of each material cluster.
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Appendix A. Albedo losses ablation

Fig. A.15 illustrates the difference between using both losses versus
using only one of them. In both the first column (using both losses) and
the second column (using only the segmentation loss), color artifacts
appear in certain regions, for example on the left side of the image, a
lighter-than-expected green hue is observed. This artifacts seems to be
present only when the segmentation loss is applied, as it disappears
when that loss is disabled; nevertheless, the overall tone is more
balanced and homogeneous when both losses are used. Besides, some
shadows, such as the one under the boat on the right part of the images
in the top row, are better removed when using both losses

Appendix B. Supplementary data

Supplementary material related to this article can be found online
at https://doi.org/10.1016/j.cag.2025.104279.
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